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    Livery Documentation

Livery is a modern Erlang web framework that serves one handler set
over HTTP/1.1, HTTP/2, and HTTP/3 from a single service runtime. The
wire layer (h1, h2, quic, ws) lives in sibling libraries; Livery
owns the developer surface: router, middleware, handlers, extractors,
observability.
These docs follow the Diátaxis split:
tutorials teach, how-to guides solve a specific task,
concepts explain how things fit together, reference is the
exact API.
Start here
	If you ...	Read
	Need a one-paragraph pitch	Overview
	Want a hello-world service in 5 minutes	Quickstart
	Want to learn Livery from scratch	Tutorials
	Have a specific task in mind	How-to guides
	Want to understand the model	Concepts
	Want the exact API	Reference

Tutorials
Step-by-step, learning-oriented.
	Your first service
	Compose a middleware stack
	Stream a response
	Test your handlers
	Call another service
	Build a complete service

How-to guides
Task-oriented recipes. Each guide is a specific problem and its
solution.
Reading requests
	Parse a JSON body
	Read query string parameters
	Read headers
	Extract a bearer token
	Verify opaque tokens with introspection
	Use signed session cookies
	Read a streaming request body

Writing responses
	Return a streaming response
	Return Server-Sent Events
	Return trailers
	Serve a file
	Send an empty or redirect response

Routing & middleware
	Mount a router on a service
	Write a custom middleware
	Cap request body size
	Add per-request deadlines
	Log every request
	Propagate request IDs
	Catch handler errors
	Cancel work when the client disconnects
	Generate OpenAPI docs and validate requests
	Serve MCP tools
	Serve WebTransport

Calling out
	Make outbound HTTP requests
	Load-balance outbound requests
	Use a cookie jar

Operations
	Shut down gracefully

Testing and migration
	Test handlers without a socket
	Migrate from Cowboy

Concepts
Explanation-oriented. Read these to understand why Livery is shaped
the way it is.
	Architecture
	Request and response model
	The middleware pipeline
	Routing
	Request lifecycle
	Adapters
	Streaming and backpressure

For the long-form architecture write-up, see design.md.
Reference
Information-oriented. The exact API for each module is generated
from source by ex_doc; browse the
sidebar's "Modules" section, grouped as:
	Public API: livery
	Request and response: livery_req, livery_resp, livery_ext
	Routing and middleware: livery_router, livery_middleware
	Built-in middleware: livery_request_id, livery_body_limit, livery_timeout, livery_access_log
	Adapters: livery_adapter, livery_test_adapter
	Body reader: livery_body
	Runtime: livery_app, livery_sup, livery_req_proc, livery_req_sup

Ecosystem
Companion libraries built on Livery, each in its own repo:
	livery_grpc: gRPC server and
client on Livery's HTTP/2 stack. All four call types, deadlines, gRPC-Web,
server reflection, and the standard health service.
	livery_s3: S3-compatible object
storage client on the Livery HTTP client. AWS SigV4 signing, multipart
uploads, presigned URLs; works with AWS S3, Garage, MinIO, Ceph, and Wasabi.
	livery_stripe: Stripe API
client on the Livery HTTP client. Customers, subscriptions, Checkout, the
Billing Portal, and webhook verification.

Project state
The developer surface, the H1/H2/H3 wire adapters, and
livery:start_service/1 are all in place and exercised end-to-end
(the parity SUITE diffs the shared handler set across every adapter).
See design.md for the long-form architecture.


  

    Overview

Livery is a BEAM-native web framework that serves one handler set
over HTTP/1.1, HTTP/2, and HTTP/3 from a single service runtime,
with WebSocket, WebTransport, Server-Sent Events, OpenAPI, MCP, and
OpenTelemetry-style observability as built-in modules.
It is written in the spirit of Axum + Tower + Hyper on the BEAM.
When to use Livery
	You are building a REST or GraphQL API and want HTTP/2 and HTTP/3
out of the box without composing several libraries.
	You need browser-friendly streaming (SSE) or WebSocket on H1, H2,
and H3 from the same handler.
	You are building an agent or tool server and want MCP Streamable
HTTP on the main listener, not a sidecar.
	You already run Erlang/OTP and want to stop assembling a stack out
of Cowboy plus a dozen adjunct libraries.
	You have used Axum, Fastify, or FastAPI and expect the same
ergonomics.

When not to use Livery
	You only need a static file server. Cowboy or httpd is simpler.
	You need a battle-tested 1.0 today. Livery is still under heavy
rewrite; the H1/H2/H3 wire adapters land in Phases 2 to 4. Until
then only the test adapter is wired.

Design principles
	Protocol neutrality. The handler does not know whether it is
talking H1, H2, or H3. The request value is the same. The
response value is the same. Capability flags surface where
features differ.
	Race H3, fall back to H2, fall back to H1. One service runs
all three on the same host. Alt-Svc advertises H3 so clients
upgrade on the next request.
	Thin adapters. Each protocol adapter is a translator, not a
state machine. Flow control, HPACK, QPACK, QUIC, TLS, framing
all live upstream in the wire libraries.
	Axum + Tower ergonomics. Plain function handlers. Extractors
for typed input. An ordered middleware stack with request and
response transformation.
	Data, not processes. Requests and responses are immutable
values. Middleware transforms values. Processes only exist where
they earn their keep.
	Backpressure by default. Streaming bodies read on demand. A
stalled client applies backpressure to the handler, not the other
way around.
	Composable integrations. Auth, MCP, OpenAPI, WebTransport,
instrumentation are modules in the same app, engaged only when
the user mounts them. They share the adapter stack and middleware
pipeline.
	No secret sauce on the wire. Anything visible on the network
is the wire libraries' problem. If something is wrong at the
frame or stream level, the fix lands there, not in Livery.

What is in the box
	Layer	Module(s)
	Public facade	livery
	Request value	livery_req, livery_ext
	Response builders	livery_resp
	Router	livery_router
	Middleware	livery_middleware, built-ins
	Body reader	livery_body
	Adapter behaviour	livery_adapter
	In-memory driver	livery_test_adapter
	Per-request worker	livery_req_proc, livery_req_sup

The wire adapters and service runtime are livery_h1, livery_h2,
livery_h3, and livery_service; streaming, upgrades, shutdown,
auth, OpenAPI, MCP, and observability are livery_ws, livery_wt,
livery_drain, livery_auth*, livery_openapi*, livery_mcp,
and livery_instrument_*. SSE and NDJSON are builders on
livery_resp.
How Livery differs from Cowboy
		Cowboy	Livery
	HTTP versions	H1, H2	H1, H2, H3
	Wire layer	in-tree	sibling libraries
	Middleware shape	callback per handler family	one call(Req, Next, State)
	Extractors	manual cowboy_req:* threading	livery_ext:json/1, query/2, etc.
	Streaming	cowboy_loop + info/3	producer fun with Emit, free to receive
	OpenAPI	external	built-in
	MCP	second listener	first-class endpoint type
	Alt-Svc upgrade	not provided	built into livery_service

See Migrate from Cowboy for the
full mapping table.


  

    Quickstart

Write your first Livery handler and exercise it end-to-end through
the in-memory adapter. This takes about five minutes. No socket is
involved; the same handler runs unchanged behind the H1, H2, and H3
adapters when you serve it with livery:start_service/1.
Prerequisites
	Erlang/OTP 27 or later (Livery uses the standard library json
module).
	rebar3.

Add the dependency
In rebar.config:
{deps, [
    {livery, {git, "https://github.com/benoitc/livery.git", {branch, "main"}}}
]}.
Write a handler
src/hello.erl:
-module(hello).
-export([index/1, greet/1]).

index(_Req) ->
    livery_resp:text(200, <<"hello, world">>).

greet(Req) ->
    Name = livery_req:binding(<<"name">>, Req, <<"stranger">>),
    livery_resp:text(200, [<<"hello, ">>, Name]).
Run it from EUnit
test/hello_tests.erl:
-module(hello_tests).
-include_lib("eunit/include/eunit.hrl").

index_test() ->
    Cap = livery_test_adapter:run(
        [], fun hello:index/1,
        #{method => <<"GET">>, path => <<"/">>}),
    ?assertEqual(200, livery_test_adapter:status(Cap)),
    ?assertEqual(<<"hello, world">>, livery_test_adapter:body(Cap)).

greet_test() ->
    Cap = livery_test_adapter:run(
        [], fun hello:greet/1,
        #{method => <<"GET">>, path => <<"/hi/alice">>,
          bindings => #{<<"name">> => <<"alice">>}}),
    ?assertEqual(<<"hello, alice">>, livery_test_adapter:body(Cap)).
Then:
rebar3 eunit
Both tests should pass.
Add a middleware stack
Stack = [
    {livery_request_id, undefined},
    {livery_access_log, #{}},
    {livery_body_limit, #{max => 1_048_576}}
],
Cap = livery_test_adapter:run(Stack, fun hello:index/1, #{}).
The response will carry an X-Request-ID header, the access log
will emit one entry via logger:log/2, and any inbound body over
1 MiB will be rejected with a 413 before the handler runs.
What's next
	Learn the model: Tutorials.
	See it all together on a real listener: Build a complete service.
	Solve a specific task: How-to guides.
	Bind a specific address or serve over IPv6: Bind to an address or IPv6.
	Migrate an existing service: Migrate from Cowboy.



  

    Tutorial: Your first service

In this tutorial you build a small REST handler set, exercise it
end-to-end through livery_test_adapter, and learn the shape of a
Livery handler. No socket is involved, so this is the right starting
point if you have never written a Livery handler before. About 10
minutes.
What you will build
Three handlers backed by an in-memory list:
	Route	Handler	Purpose
	GET /items	items:index/1	list items as JSON
	GET /items/:id	items:show/1	one item, 404 if missing
	POST /items	items:create/1	accept a JSON body, return 201

1. Write the handlers
src/items.erl:
-module(items).
-export([index/1, show/1, create/1]).

index(_Req) ->
    Body = json:encode(store()),
    livery_resp:json(200, Body).

show(Req) ->
    Id = livery_req:binding(<<"id">>, Req),
    case lists:keyfind(Id, 1, store()) of
        {Id, Item} -> livery_resp:json(200, json:encode(Item));
        false      -> livery_resp:text(404, <<"not found">>)
    end.

create(Req) ->
    case livery_ext:json(Req) of
        {ok, #{<<"name">> := _} = Item} ->
            livery_resp:json(201, json:encode(Item));
        {error, _} ->
            livery_resp:text(400, <<"bad json">>)
    end.

store() ->
    [{<<"1">>, #{name => <<"hammer">>}},
     {<<"2">>, #{name => <<"nail">>}}].
2. Drive them through the test adapter
test/items_tests.erl:
-module(items_tests).
-include_lib("eunit/include/eunit.hrl").

index_returns_list_test() ->
    Cap = livery_test_adapter:run(
        [], fun items:index/1, #{method => <<"GET">>}),
    ?assertEqual(200, livery_test_adapter:status(Cap)),
    ?assertEqual(<<"application/json">>,
                 livery_test_adapter:header(<<"content-type">>, Cap)).

show_404_when_missing_test() ->
    Cap = livery_test_adapter:run(
        [], fun items:show/1,
        #{method => <<"GET">>,
          bindings => #{<<"id">> => <<"99">>}}),
    ?assertEqual(404, livery_test_adapter:status(Cap)).

create_accepts_valid_json_test() ->
    Cap = livery_test_adapter:run(
        [], fun items:create/1,
        #{method => <<"POST">>,
          body => {buffered, <<"{\"name\":\"saw\"}">>}}),
    ?assertEqual(201, livery_test_adapter:status(Cap)).

create_rejects_bad_json_test() ->
    Cap = livery_test_adapter:run(
        [], fun items:create/1,
        #{method => <<"POST">>,
          body => {buffered, <<"not json">>}}),
    ?assertEqual(400, livery_test_adapter:status(Cap)).
Run rebar3 eunit. All four tests pass.
3. What the test adapter gave you
livery_test_adapter:run/3 did three things:
	Built a #livery_req{} value from the spec map.
	Ran livery:dispatch/3 (middleware stack plus handler).
	Walked the response variant via livery:emit/3, capturing the
status, headers, body chunks, and trailers.

The same pipeline runs unchanged once the H1/H2/H3 adapters ship.
The only thing the test adapter substitutes is the wire.
4. Anatomy of a handler
A handler is a function fun(livery_req:req()) -> livery_resp:resp().
	Reads inputs via livery_req accessors or livery_ext extractors.
	Returns an immutable #livery_resp{} value built by
livery_resp:text/2, :json/2, :empty/1, etc.
	Never touches a socket directly.

There is no init/2, no cowboy_req:reply, no return-tuple
gymnastics. One function in, one value out.
Next steps
	Compose a middleware stack
	Stream a response
	Test your handlers



  

    Tutorial: Compose a middleware stack

In this tutorial you build a middleware stack that adds a request
id, logs every request, caps the body size, and catches handler
crashes. It is for you once you can write a handler and want to see
how cross-cutting work wraps around it. About 10 minutes.
1. Start from a handler that crashes
-module(crashy).
-export([go/1]).

go(_Req) -> error(boom).
?assertExit({boom, _},
            livery_test_adapter:run([], fun crashy:go/1, #{})).
Without middleware, the crash propagates. That is intentional: the
per-request process (livery_req_proc) maps it to a 500 when a
real adapter spawns the worker. In a unit test where you call the
handler directly, you want a wrapping middleware to do the same.
2. Catch the crash
Wrap = livery_middleware:wrap(fun (_Class, _Reason, _Stack) ->
    livery_resp:text(500, <<"internal error">>)
end),

Cap = livery_test_adapter:run([Wrap], fun crashy:go/1, #{}),
?assertEqual(500, livery_test_adapter:status(Cap)).
livery_middleware:wrap/1 is sugar for try Next(Req) catch ... end. It belongs near the top of the stack.
3. Stack: outside-in
The first entry in the stack list is outermost. It sees the
request first and the response last.
Stack = [
    {livery_request_id, undefined},
    livery_middleware:wrap(fun crashy:errors_to_resp/3),
    {livery_access_log, #{}},
    {livery_body_limit, #{max => 1_048_576}}
].
	livery_request_id runs first so error responses still carry an id.
	wrap runs second so it catches anything below.
	livery_access_log runs after that so it observes the final status.
	livery_body_limit runs closer to the handler so other middlewares
see the request even if the body would be rejected.

4. Verify ordering with metadata
Want proof that middleware sees the request before the handler?
Stack = [
    livery_middleware:before(fun(R) -> livery_req:set_meta(seen, yes, R) end)
],
Handler = fun(R) ->
    Tag = livery_req:meta(seen, R),
    livery_resp:text(200, atom_to_binary(Tag))
end,
Cap = livery_test_adapter:run(Stack, Handler, #{}),
?assertEqual(<<"yes">>, livery_test_adapter:body(Cap)).
livery_middleware:before/1 lifts a request transformer. There is
also after_response/1 for response transformers.
5. Short-circuit
A middleware that returns a response without calling Next skips
the rest of the pipeline including the handler.
NotFound = fun(_Req, _Next) -> livery_resp:text(404, <<>>) end,
Cap = livery_test_adapter:run([NotFound], fun (_) -> error(unreached) end, #{}),
?assertEqual(404, livery_test_adapter:status(Cap)).
This is how auth, rate limiting, and CORS preflight middlewares
work.
Next steps
	Reference: livery_middleware
	Built-in modules: livery_request_id, livery_body_limit, livery_timeout, livery_access_log
	Guide: Write a custom middleware



  

    Tutorial: Stream a response

In this tutorial you build three streaming endpoints: chunked
bytes, Server-Sent Events, and a long-running progress feed driven
by a separate process. It is for you once you can write a plain
handler and want to send a body that does not fit in one buffer.
About 10 minutes.
1. Chunked bytes
download(_Req) ->
    livery_resp:stream(200,
        [{<<"content-type">>, <<"application/octet-stream">>}],
        fun(Emit) ->
            [Emit(integer_to_binary(N)) || N <- lists:seq(1, 10)],
            ok
        end).
The producer fun runs in the per-request process and is called with
an Emit callback. Each Emit(IoData) becomes one body chunk on
the wire. The fun returns when there is nothing more to send.
Cap = livery_test_adapter:run([], fun download/1, #{}),
?assertEqual(<<"12345678910">>, livery_test_adapter:body(Cap)).
2. Server-Sent Events
events(_Req) ->
    livery_resp:sse(200, fun(Emit) ->
        Emit(#{event => <<"tick">>, data => <<"1">>}),
        Emit(#{event => <<"tick">>, data => <<"2">>}),
        ok
    end).
livery_resp:sse/2 sets the text/event-stream content type and
the cache-control: no-cache header. The Emit callback formats
each map into a proper SSE frame (event:, id:, retry:, data:).
Plain bytes are accepted too:
Emit(<<"plain text">>)   %% emits "data: plain text\n\n"
3. Receive-driven streams (the cowboy_loop replacement)
The producer fun is allowed to receive between emits. Subscribe
to an external source and forward events as they arrive:
pull(_Req) ->
    livery_resp:stream(200,
        [{<<"content-type">>, <<"application/x-ndjson">>}],
        fun(Emit) ->
            Ref = pipeline:subscribe(self()),
            loop(Ref, Emit)
        end).

loop(Ref, Emit) ->
    receive
        {Ref, {progress, Pct}} ->
            Emit([json:encode(#{status => downloading, pct => Pct}), <<"\n">>]),
            loop(Ref, Emit);
        {Ref, done} ->
            Emit([json:encode(#{status => done}), <<"\n">>])
    end.
Hibernating between idle stretches is fine; the per-request process
is exactly that, a process.
This is the Livery replacement for Cowboy's cowboy_loop callback
shape. There is no init/2/info/3/terminate/3 triad: the
streaming handler is a fun that drives Emit until it has nothing
more to say.
4. Detecting client disconnect
The Emit callback returns the adapter's send result. When the
client is gone, it returns {error, closed} (or {error, flow}
under backpressure). Use it to break out of long loops:
loop(Ref, Emit) ->
    receive
        {Ref, {progress, Pct}} ->
            case Emit([json:encode(#{pct => Pct}), <<"\n">>]) of
                ok           -> loop(Ref, Emit);
                {error, _}   -> pipeline:unsubscribe(Ref), ok
            end
    end.
The test adapter always returns ok from Emit. The real H1/H2/H3
adapters surface peer disconnect through this return value.
Next steps
	Guide: Return Server-Sent Events
	Guide: Return a streaming response
	Concepts: Streaming and backpressure



  

    Tutorial: Test your handlers

Livery handlers are pure functions over a request value, so most of
your tests do not need a socket. In this tutorial you learn the four
test levels and when to reach for each. It is for you once you have
a handler or two and want to cover them well.
Level 1: handler in isolation
A handler is fun(Req) -> Resp. Build a request, call it, assert
on the response.
greet_uses_binding_test() ->
    Req = livery_req:new(#{
        method => <<"GET">>, path => <<"/hi/alice">>,
        bindings => #{<<"name">> => <<"alice">>}
    }),
    Resp = hello:greet(Req),
    ?assertEqual(200, livery_resp:status(Resp)),
    {full, Body} = livery_resp:body(Resp),
    ?assertEqual(<<"hello, alice">>, iolist_to_binary(Body)).
No adapter, no middleware. The cheapest level. Use it for branching
logic inside a single handler.
Level 2: handler plus middleware via run/3
livery_test_adapter:run/3 drives a request through a middleware
stack and a handler, captures the emitted response, and returns
typed accessors.
auth_required_test() ->
    Stack = [{my_auth, #{required => true}}],
    Cap = livery_test_adapter:run(
        Stack,
        fun (_R) -> error(must_not_be_called) end,
        #{}),
    ?assertEqual(401, livery_test_adapter:status(Cap)),
    ?assertEqual(<<"missing token">>, livery_test_adapter:body(Cap)).
run/3 runs synchronously in the test process. Use it for
middleware ordering, short-circuit behavior, and assertions on
emitted headers/body/trailers.
The request spec map accepts any field of #livery_req{}:
method, path, raw_query, headers, bindings, body,
peer, tls, and meta.
Level 3: through the per-request process
Sometimes you want the request to run in its own process, to verify
crash-to-500 mapping, or to read body messages from the adapter's
mailbox. Use livery_req_proc:start_link/1.
handler_crash_returns_500_test() ->
    Tab = livery_test_adapter:start(),
    try
        Stream = livery_test_adapter:new_stream(Tab),
        Req = livery_req:new(#{method => <<"GET">>}),
        {ok, Pid} = livery_req_proc:start_link(#{
            adapter => livery_test_adapter,
            stream => Stream,
            req => Req,
            stack => [],
            handler => fun(_R) -> error(boom) end
        }),
        wait_for_exit(Pid),
        Cap = livery_test_adapter:capture(Stream),
        ?assertEqual(500, livery_test_adapter:status(Cap))
    after
        livery_test_adapter:stop(Tab)
    end.

wait_for_exit(Pid) ->
    Ref = erlang:monitor(process, Pid),
    receive {'DOWN', Ref, _, _, _} -> ok after 500 -> error(timeout) end.
livery_req_proc:start_link/1 spawns the same worker process the
H1/H2/H3 adapters use. Crashes inside the handler are mapped to a
500 response and the process exits normally.
Level 4: the parity SUITE
test/livery_parity_SUITE.erl runs a shared handler matrix
through livery_test_adapter, livery_h1, livery_h2, and
livery_h3, diffing the externally observable behaviour. Add your
service's cross-protocol invariants there if they belong in the
framework's regression suite.
Picking a level
	Goal	Level
	Inside a single handler	1: call the function
	Middleware composition or short-circuit	2: run/3
	Crash semantics, body-message routing, multi-request	3: req_proc
	Cross-adapter behaviour	4: parity SUITE

In practice 90 % of tests are level 1 or level 2.


  

    Tutorial: Call another service

In this tutorial you build an HTTP client for an upstream service
and add the resilience you would want in production: a timeout,
retries, a circuit breaker. It is for you once your own service has
to call someone else, an API for payments, an internal service for
users, a webhook out to a partner. About 15 minutes.
The client is the outbound twin of Livery's middleware. If you have
written a middleware stack, this will feel familiar: you stack layers
around a request the way you stack them around a handler. Same idea, the
other direction.
1. The smallest possible call
Start with the least you can write. Build a client, send a GET, read
the answer.
Client = livery_client:new(#{base_url => <<"https://api.example.com">>}),
{ok, Resp} = livery_client:get(Client, <<"/health">>),
200 = livery_client:status(Resp),
{full, Body} = livery_client:body(Resp).
Three things are happening. new/1 builds a client value, here with
nothing but a base URL, so you can pass paths instead of full URLs.
get/2 sends the request and gives back {ok, Resp} or
{error, Reason}. And the body comes back tagged: {full, Body} is the
whole thing in memory, which is what you want for a small JSON reply.
The client is a value. Build it once, share it, call it from as many
processes as you like.
2. Headers and a base URL, set once
Repeating an authorization header on every call gets old fast. Put the
defaults on the client and forget about them:
Token = <<"s3cret">>,
Auth = iolist_to_binary([<<"Bearer ">>, Token]),
Client = livery_client:new(#{
    base_url => <<"https://api.example.com">>,
    headers  => [
        {<<"authorization">>, Auth},
        {<<"accept">>, <<"application/json">>}
    ]
}),
{ok, _} = livery_client:get(Client, <<"/users/42">>).
Every request the client sends now carries those two headers. A
per-request header of the same name still wins, so you can override one
without rebuilding the client.
3. Turn the response into something useful
A status and a blob of bytes is not what your code wants to work with.
It wants a decoded value, or a clear error. Funnel every call through one
decoder:
fetch_user(Client, Id) ->
    Path = <<"/users/", Id/binary>>,
    case livery_client:get(Client, Path) of
        {ok, Resp} -> decode(Resp);
        {error, _} = E -> E
    end.

decode(Resp) ->
    {full, Body} = livery_client:body(Resp),
    case livery_client:status(Resp) of
        S when S >= 200, S < 300 -> {ok, json:decode(Body)};
        404 -> {error, not_found};
        S -> {error, {http, S}}
    end.
Notice you build the path into Path before the call rather than inline.
That is a small habit worth keeping: it reads better, and a single
<<"/users/", Id/binary>> expression in one place is easy to change.
Now fetch_user/2 returns {ok, Map}, {error, not_found}, or
{error, {http, Status}}, and the caller never sees raw HTTP.
4. Add a timeout
The network will, eventually, hang. A call that never returns is worse
than one that fails, so put a ceiling on it. This is your first layer:
Client = livery_client:new(#{
    base_url => <<"https://api.example.com">>,
    stack    => [livery_client:timeout(5000)]
}),
case livery_client:get(Client, <<"/slow">>) of
    {ok, Resp}       -> livery_client:status(Resp);
    {error, timeout} -> too_slow
end.
timeout(5000) gives the whole call five seconds; overrun and it returns
{error, timeout} and tears down the connection underneath. A layer is
an entry in the stack list, exactly like a middleware entry.
5. Retry the failures worth retrying
Transient failures happen: a 503 while the other side restarts, a
connection reset. For idempotent calls, retrying a few times with backoff
papers over most of them.
Client = livery_client:new(#{
    base_url => <<"https://api.example.com">>,
    stack    => [
        livery_client:timeout(5000),
        livery_client:retry(#{max => 3, backoff => {200, 2.0}})
    ]
}),
{ok, _} = livery_client:get(Client, <<"/users/42">>).
retry retries transport errors and 502/503/504, up to max times,
waiting 200ms then 400ms then 800ms (base 200, factor 2.0,
with a little jitter). It only retries idempotent methods unless you opt
in with retry_non_idempotent => true, so a POST is left alone by
default.
Order matters here. timeout sits outside retry, so the five seconds
is the budget for all attempts together, not for each one. That is
usually what you want: a hard ceiling on the whole operation.
6. Stop hammering a service that is down
Retries are kind to a service having a hiccup. They are cruel to one that
is genuinely down: every caller piles on more load at the worst moment. A
circuit breaker watches the failure rate and, once it crosses a line,
trips, after which calls fail instantly without touching the network
until the service has had time to recover.
Client = livery_client:new(#{
    base_url => <<"https://api.example.com">>,
    stack    => [
        livery_client:timeout(5000),
        livery_client:retry(#{max => 3}),
        livery_client:circuit_breaker(#{name => api, window => 20, trip => 0.5})
    ]
}),
case livery_client:get(Client, <<"/users/42">>) of
    {ok, Resp}            -> livery_client:status(Resp);
    {error, circuit_open} -> serve_from_cache();
    {error, _}            -> give_up()
end.
Once half of the last 20 calls have failed (window => 20,
trip => 0.5), the breaker opens and the next call returns
{error, circuit_open} straight away. After a cooldown it half-opens to
let one probe through; if that succeeds, it closes again. The name is
how breakers are kept apart, so give each upstream its own.
The breaker sits below retry on purpose: when it is open, the retries
do not even start.
7. Put it together
Here is the whole thing as the module you would actually keep, a small
typed client over one API:
-module(users_api).
-export([client/1, fetch/2]).

client(Token) ->
    Auth = iolist_to_binary([<<"Bearer ">>, Token]),
    livery_client:new(#{
        base_url => <<"https://api.example.com">>,
        headers  => [{<<"authorization">>, Auth}],
        stack    => [
            livery_client:timeout(5000),
            livery_client:retry(#{max => 3, backoff => {200, 2.0}}),
            livery_client:circuit_breaker(#{name => users, window => 20, trip => 0.5})
        ]
    }).

fetch(Client, Id) ->
    Path = <<"/users/", Id/binary>>,
    case livery_client:get(Client, Path) of
        {ok, Resp} ->
            {full, Body} = livery_client:body(Resp),
            case livery_client:status(Resp) of
                200 -> {ok, json:decode(Body)};
                404 -> {error, not_found};
                S -> {error, {http, S}}
            end;
        {error, _} = E ->
            E
    end.
Call users_api:client/1 once, hold the value, and call fetch/2
wherever you need a user. Timeout, retry, and breaker come along for free
on every call, and the caller only ever sees {ok, User} or a clean
error.
8. Stream a response to your process
A streamed response with stream => true gives you a {stream, Reader}
body and livery_client:read/2, a blocking pull. That is right for a
process whose only job is to drain the body, but it forces a worker that
also wants to react to its own messages, a cancel signal, a progress
tick, into a second process to run the read loop.
Push mode turns the body around. Set stream_to to a pid and the chunks
arrive as messages, so the worker can selectively receive body chunks and
its own control messages side by side:
{ok, Resp} = livery_client:request(Client, get, <<"/blob">>, #{
    stream    => true,
    stream_to => self()
}),
{push, Ref} = livery_client:body(Resp),
download(Ref, 0).

download(Ref, Bytes) ->
    receive
        {livery_response, Ref, {status, 200, _Headers}} ->
            download(Ref, Bytes);
        {livery_response, Ref, {chunk, Data}} ->
            Got = Bytes + byte_size(Data),
            io:format("~p bytes~n", [Got]),
            download(Ref, Got);
        {livery_response, Ref, done} ->
            {ok, Bytes};
        {livery_response, Ref, {error, Reason}} ->
            {error, Reason};
        cancel ->
            livery_client:stop_stream(Ref),
            {cancelled, Bytes}
    end.
Ref is opaque and unique to this request, so a worker running several
downloads tells them apart by matching on it. The messages always arrive
in order: one {status, Status, Headers}, then zero or more
{chunk, Binary}, then a single done (or {error, Reason} if the
transfer fails).
The cancel clause is the point: a plain message in the same mailbox aborts
the download mid-flight. livery_client:stop_stream/1 drops the connection,
so a user who quits a multi-gigabyte fetch stops paying for it immediately.
Backpressure with flow => manual
By default chunks are pushed as fast as the wire delivers them. If the
worker writes each chunk somewhere slower than the network, ask for one
chunk at a time with flow => manual and pull with
livery_client:stream_next/1:
{ok, Resp} = livery_client:request(Client, get, <<"/blob">>, #{
    stream    => true,
    stream_to => self(),
    flow      => manual
}),
{push, Ref} = livery_client:body(Resp),
receive
    {livery_response, Ref, {status, _, _}} -> ok
end,
ok = livery_client:stream_next(Ref),   %% pull the first chunk
receive
    {livery_response, Ref, {chunk, First}} -> write(First)
end.
No chunk arrives until you call stream_next/1, so a slow consumer never
builds an unbounded backlog in its mailbox.
The pull-based {stream, Reader} API stays as it was for simple
consumers; reach for push mode when one process needs to interleave body
chunks with its own work.
Where to go next
	Need to download something large without buffering it? See
Make outbound HTTP requests for
streaming responses and request bodies.
	Want to understand why the layers compose the way they do? Read
The middleware pipeline: the
client is the same model, outbound.
	Fronting a different HTTP client or a mock in tests? The transport is
a livery_client_adapter, the dual of the server
adapters.



  

    Tutorial: Build a complete service

In this tutorial you start a real service that listens on a socket
and walk the whole path: routing, middleware, reading requests and
writing responses, streaming, WebSockets, serving three protocols at
once, shutting down gracefully, and writing your own adapter. It is
for you once the smaller tutorials feel familiar and you want to see
the pieces fit together. Take your time; it is a longer read, maybe
twenty-five minutes.
Every step has a companion in examples/livery_example_complete.erl, so
you can run the finished thing while you read, and in
examples/livery_example_adapter.erl for the adapter at the end.
1. The app you will build
A tiny notes service. You keep notes in an ETS table and expose them
over HTTP: list them, create one, fetch one, delete one. Then you add a
live events feed and a WebSocket echo on top. It touches every part of
Livery you will reach for in a real service.
Run it first, so you know where you are going:
rebar3 as examples shell
{ok, Pid} = livery_example_complete:start(8080).
In another terminal:
curl http://127.0.0.1:8080/notes
curl -XPOST --data '{"text":"buy bread"}' http://127.0.0.1:8080/notes
curl http://127.0.0.1:8080/notes/1
curl -XDELETE http://127.0.0.1:8080/notes/1
When you are done, livery_example_complete:stop(Pid) puts everything
away. Now build it from scratch.
2. Start a service
A service is the front door. livery:start_service/1 takes one map and
brings up listeners, wires your router, and shares one middleware stack
across all of them.
start(Port) ->
    ensure_table(),
    livery:start_service(#{
        http => #{port => Port},
        middleware => base_stack(),
        router => router()
    }).
That is the whole startup. The http key asks for an HTTP/1.1 listener
on Port; router and middleware you define in the next sections. You
get back {ok, Pid}, and livery:stop_service(Pid) later stops it.
If you only ever want one protocol, livery:start_listener/2 gives you a
single adapter directly, for example
livery:start_listener(livery_h1, Opts). The service is the friendlier
choice when you want several protocols sharing one set of handlers, which
is exactly where you are headed in section 8.
3. Routing
A router maps a method and a path to a handler. You compile a list of
routes once, at startup:
router() ->
    livery_router:compile([
        {<<"GET">>, <<"/notes">>, {?MODULE, list_notes}, #{middleware => [list_marker()]}},
        {<<"POST">>, <<"/notes">>, {?MODULE, create_note}},
        {<<"GET">>, <<"/notes/:id">>, {?MODULE, show_note}},
        {<<"DELETE">>, <<"/notes/:id">>, {?MODULE, delete_note}},
        {<<"GET">>, <<"/events">>, {?MODULE, events}},
        {<<"GET">>, <<"/ws">>, {?MODULE, ws}}
    ]).
Three kinds of segment exist: a plain word like notes, a parameter like
:id, and a trailing wildcard like *rest. A parameter captures whatever
sits in that slot, and you read it back in the handler:
show_note(Req) ->
    Id = livery_req:binding(<<"id">>, Req),
    ...
A handler is {Module, Function} or a plain fun((Req) -> Resp). The
fourth element of a route, when present, is its Meta; you use it here to
attach a per-route middleware, which section 5 comes back to. For the full
matching rules, see Routing.
4. Request and response
Handlers in Livery are plain: one request value in, one response value
out, no socket in sight. You read what you need from the request, and you
build a response with the livery_resp helpers.
Reading the body deserves a word. The socket adapters hand you the body as
a stream, so you read it to the end before you decode it:
decode_body(Req) ->
    Bin =
        case livery_req:body(Req) of
            {stream, Reader} ->
                {ok, Data, _} = livery_body:read_all(Reader),
                Data;
            {buffered, IoData} ->
                iolist_to_binary(IoData);
            empty ->
                <<>>
        end,
    try {ok, json:decode(Bin)} catch
        _:_ -> {error, invalid_json}
    end.
You accept {buffered, _} too, so the same handler runs under the test
adapter in section 11. With that in hand, creating a note is small:
create_note(Req) ->
    case decode_body(Req) of
        {ok, #{<<"text">> := Text}} when is_binary(Text) ->
            Note = put_note(Text),
            Id = maps:get(<<"id">>, Note),
            Location = <<"/notes/", Id/binary>>,
            Resp = livery_resp:json(201, json:encode(Note)),
            livery_resp:with_header(<<"location">>, Location, Resp);
        {ok, _} ->
            livery_resp:json(422, <<"{\"error\":\"text is required\"}">>);
        {error, _} ->
            livery_resp:json(400, <<"{\"error\":\"invalid json\"}">>)
    end.
You have met most of the response builders already: livery_resp:json/2,
text/2, and empty/1 for a bodiless answer like our 204 on delete.
with_header/3 adds or replaces a header on any response. There are more
(redirect/2, html/2, file/2); see
Request and response. To read query
string parameters, reach for livery_ext:query/2, covered in
Read query strings.
5. Middleware
Middleware is how you do the cross-cutting work: logging, request IDs,
limits, timing. A Livery middleware is a continuation over immutable
values, in the Tower and Axum spirit, not the old mutate-and-next style.
The shape is call(Req, Next, State), or a fun((Req, Next)). You
may change the request before calling Next, change the response after,
short-circuit by never calling Next, or all three.
Here is a timing middleware, written as a fun:
timing() ->
    fun(Req, Next) ->
        Start = erlang:monotonic_time(millisecond),
        Resp = Next(Req),
        Elapsed = erlang:monotonic_time(millisecond) - Start,
        livery_resp:with_header(
            <<"x-response-time-ms">>,
            integer_to_binary(Elapsed),
            Resp
        )
    end.
You stack it after the built-ins, and the whole stack runs for every
request, in order:
base_stack() ->
    [
        {livery_request_id, undefined},
        {livery_access_log, #{}},
        {livery_body_limit, #{max => 1_048_576}},
        timing()
    ].
Sometimes a rule belongs to one route only. That is what the route Meta
was for in section 3: the middleware key holds a stack that runs only
for that route, nested inside the service-wide one.
list_marker() ->
    livery_middleware:after_response(
        fun(Resp) -> livery_resp:with_header(<<"x-list">>, <<"notes">>, Resp) end
    ).
livery_middleware:after_response/1 is a small convenience for the common
"only touch the response" case. There is before/1 for the request side
and wrap/1 for try/catch recovery. More in
The middleware pipeline.
6. Streaming with Server-Sent Events
Not every response fits in one buffer. For a live feed you want to push
events as they happen. livery_resp:sse/2 hands your function an Emit
callback; you call it as often as you like, and Livery frames each event
on the wire.
events(_Req) ->
    Count = length(all_notes()),
    livery_resp:sse(200, fun(Emit) ->
        _ = [
            Emit(#{event => <<"notes">>, data => integer_to_binary(Count)})
         || _ <- lists:seq(1, 3)
        ],
        ok
    end).
curl -N http://127.0.0.1:8080/events shows the frames arriving. The same
idea drives chunked bodies (livery_resp:stream/3) and NDJSON
(livery_resp:ndjson/2). See
Streaming and backpressure.
7. WebSocket
A WebSocket route hands the stream over to a session handler. The route
handler is a one-liner:
ws(Req) ->
    livery_ws:upgrade(Req, ?MODULE, #{}).
The handler module implements the ws_handler behaviour. Ours is a plain
echo: whatever comes in goes back out.
init(_Req, _Opts) -> {ok, undefined}.

handle_in({text, Bin}, State)   -> {reply, [{text, Bin}], State};
handle_in({binary, Bin}, State) -> {reply, [{binary, Bin}], State};
handle_in({ping, Bin}, State)   -> {reply, [{pong, Bin}], State};
handle_in({close, Code, _}, State) -> {stop, {closed, Code}, State};
handle_in(_Frame, State)        -> {ok, State}.

handle_info(_Msg, State) -> {ok, State}.
terminate(_Reason, _State) -> ok.
The nice part: this upgrade rides the listener you already have. On
HTTP/1.1 it is the classic Upgrade handshake; on HTTP/2 and HTTP/3 it is
extended CONNECT. Same handler, no extra plumbing.
8. Serve three protocols at once
This is where the service pays off. Add an https key and an
http3 key to the same map, point all three at the same router, and you
are serving HTTP/1.1, HTTP/2 over TLS, and HTTP/3 over QUIC from one set of
handlers.
start_tls(Port) ->
    ensure_table(),
    {ok, Cert, Key} = load_certs(),
    livery:start_service(#{
        http  => #{port => Port},
        https => #{port => Port, cert => Cert, key => Key},
        http3 => #{port => Port, cert => Cert, key => Key},
        middleware => base_stack(),
        router => router()
    }).
The example borrows the self-signed certs under test/certs, which are
for local play only, never production. The service advertises HTTP/3 with
an Alt-Svc header on the H1 and H2 responses, so clients that know how
can upgrade themselves. To pin a specific address or go IPv6, see
Bind to an address or IPv6, and for the
bigger picture, Adapters.
9. Shut down gracefully
Pulling the plug mid-request is rude. livery:drain/2 stops accepting new
connections, waits for the requests already running to finish, then stops
the service.
ok = livery:drain(Pid, #{timeout => 30000}).
If you want to watch it happen, livery_drain:in_flight/0 tells you how
many requests are still in flight. More in
Shut down gracefully.
10. Write your own adapter
So far you have used the adapters that ship with Livery. What if you have a
transport they do not cover? You write an adapter. It is less work than it
sounds, because an adapter owns almost no logic: framing and TLS live in
the wire library, routing and middleware live above. The adapter
translates between the two.
An adapter implements the livery_adapter behaviour, eight callbacks:
start(Name, ListenSpec, Opts) -> {ok, Listener}.
stop(Listener)               -> ok.
send_headers(Stream, Status, Headers, SendOpts) -> SendResult.
send_data(Stream, IoData, SendOpts)             -> SendResult.
send_trailers(Stream, Trailers)                 -> SendResult.
reset(Stream, Reason)                           -> ok.
peer_info(Stream)                               -> map().
capabilities(Listener)                          -> map().
The lifecycle is the same for every adapter. On a new request you spawn a
worker with livery_req_sup:start_request/1, feed the body into it as
{livery_body, Ref, _} messages, and the worker runs your middleware and
handler and drives the response back out through livery:emit/3, which
calls the send_* callbacks above.
examples/livery_example_adapter.erl is a readable, runnable adapter that
does exactly this, with one shortcut: instead of a socket it captures the
response in an ETS table, so you can study the wiring without a wire. The
heart of it is the request driver:
request(Listener, Stack, Handler, Spec) ->
    Stream = new_stream(Listener),
    BodyRef = make_ref(),
    Reader = livery_body:new(BodyRef),
    Req0 = livery_req:new(Fields),
    Req = Req0#livery_req{adapter = ?MODULE, stream = Stream, body = {stream, Reader}},
    {ok, Worker} = livery_req_sup:start_request(#{
        adapter => ?MODULE, stream => Stream, req => Req,
        stack => Stack, handler => Handler
    }),
    MRef = erlang:monitor(process, Worker),
    Worker ! {livery_body, BodyRef, eof},
    receive {'DOWN', MRef, process, Worker, _} -> ok after 5000 -> error(worker_timeout) end,
    capture(Stream).
To grow this into a real transport, keep the callbacks, replace the ETS
sink with socket writes, and translate your wire's incoming body events
into {livery_body, Ref, _} messages (the {h1_stream, _} loop in
livery_h1 is the template). When it works, add a group to
test/livery_parity_SUITE.erl so your adapter is held to the same
observable behaviour as the others. livery_test_adapter is the canonical
minimal reference, and Adapters explains the
contract in full.
11. Test it without a socket
Because handlers are pure functions of the request, you can test them with
no service running at all. livery_test_adapter:run/3 builds a request,
runs the stack and handler, and captures the response:
create_rejects_bad_json_test() ->
    Cap = livery_test_adapter:run(
        [], fun livery_example_complete:create_note/1,
        #{method => <<"POST">>, body => {buffered, <<"not json">>}}),
    ?assertEqual(400, livery_test_adapter:status(Cap)).
(The happy path writes to the notes table that start/1 creates, so a
test that creates a note would set the table up first or drive the live
service. The rejection path answers before touching the store, which
makes it the simplest thing to check in isolation.)
That is also how the example adapter is tested end to end, in
test/livery_example_adapter_tests.erl. For the four levels of testing,
see Test your handlers.
Next steps
You now have the whole core in your hands. From here, the how-to guides go
deeper on the specialised pieces:
	Verify opaque tokens (introspection)
and Extract a bearer token for auth.
	OpenAPI docs and validation.
	Serve MCP tools.
	Serve WebTransport.
	Export Prometheus metrics.



  

    How to mount a router on a service

A router dispatches requests by method and path, binds path parameters
for you, and handles 404/405 automatically. You need it once your service
has grown past a single endpoint and you would rather declare routes than
grow one giant handler with a case on the path.
Compile and mount a router
Compile a router and pass it to start_service/1 as router:
Router = livery_router:compile([
    {<<"GET">>,  <<"/">>,         {my_app, index}},
    {<<"GET">>,  <<"/users/:id">>, {my_app, show}},
    {<<"POST">>, <<"/users">>,    {my_app, create}}
]),

{ok, Pid} = livery:start_service(#{
    http       => #{port => 8080},
    middleware => [{livery_request_id, undefined},
                   {livery_access_log, #{}}],
    router     => Router
}).
Each route handler is a normal handler, fun(Req) -> Resp or
{Module, Function}, and receives the request with path parameters
already bound:
show(Req) ->
    Id = livery_req:binding(<<"id">>, Req),
    livery_resp:json(200, lookup(Id)).
start_service/1 takes exactly one of router or handler. Use
handler for a single catch-all; use router for dispatch. The
service-level middleware stack wraps every route.
What you get for free
	404 for an unmatched path.
	405 with an Allow header for a known path on the wrong method.
	Path bindings on livery_req:bindings/1 / binding/2,3.

Add per-route middleware
A route's optional Meta map (the fourth tuple element) may carry a
middleware stack that runs only for that route, inside any
service-level stack:
Auth = {my_auth, #{required => true}},
Router = livery_router:compile([
    {<<"GET">>,  <<"/public">>,  {my_app, public}},
    {<<"GET">>,  <<"/private">>, {my_app, private}, #{middleware => [Auth]}}
]).
/private runs Auth before its handler; /public does not. Nesting is
service stack (outermost) -> route match -> route stack -> handler.
Compose routers
Once a piece of your app is self-contained, it is nicer to keep its
routes together and stitch them in, rather than copy them into one big
list. Three functions let you do that, and they all return a router you
can keep composing.
merge/2 puts two routers side by side. The later one wins if they
register the same method and path:
App = livery_router:compile([{<<"GET">>, <<"/">>, {my_app, index}}]),
Router = livery_router:merge(App, livery_mcp:router()).
nest/3 mounts a sub-router under a prefix. Here the MCP endpoint, which
lives at /mcp on its own, ends up at /ai/mcp:
Router = livery_router:nest(<<"/ai">>, livery_mcp:router(), App).
layer/2 wraps a whole router in a middleware stack, which is the easy
way to put one rule, say auth, over an entire mounted subtree:
Admin = livery_router:compile([{<<"GET">>, <<"/admin/stats">>, {my_app, stats}}]),
Guarded = livery_router:nest(<<"/v1">>, livery_router:layer([Auth], Admin), App).
Need the flat list back, perhaps to feed livery_openapi:build/1?
livery_router:routes/1 reconstructs it from any router, composed or not.
Customise 404 / 405
To control the fallbacks, build the handler yourself with
livery:router_handler/2 and pass it as handler:
H = livery:router_handler(Router, #{
    not_found          => fun(_R) -> livery_resp:json(404, problem()) end,
    method_not_allowed => fun(_R, _Methods) -> livery_resp:empty(405) end
}),
livery:start_service(#{http => #{port => 8080}, handler => H}).
Use a router without the service
livery:router_handler/1 returns a plain handler fun, so you can also
use it with a single listener or drive it directly in tests:
H = livery:router_handler(Router),
Cap = livery_test_adapter:run([], H,
    #{method => <<"GET">>, path => <<"/users/42">>}).
See also
	Concept: Routing
	Tutorial: Your first service
	Reference: livery_router, livery



  

    How to bind to a specific address or IPv6

By default a listener binds the IPv4 wildcard, accepting connections on
every interface. You need these options when you want to pin a listener
to one address, or serve over IPv6.
Set the bind options
Every listener accepts two options, on start_service/1,
start_listener/2, and each adapter's start/1:
	ip => inet:ip_address(): the bind address. An IPv6 8-tuple selects
the IPv6 family automatically.
	inet6 => true: bind the IPv6 wildcard (::) when you do not want to
name a specific address.

They work the same across all three protocols (HTTP/1.1, HTTP/2, and
HTTP/3 over QUIC).
What the protocol keys mean
Each key in start_service/1 is one adapter serving one protocol:
	Key	Protocol	Transport
	http	HTTP/1.1	cleartext TCP
	https	HTTP/2	TLS (needs cert/key)
	http3	HTTP/3	QUIC (needs cert/key)

So http is HTTP/1.1 only, not HTTP/1.1 plus HTTP/2. To serve more
than one protocol, list more than one key, which is what the examples
below do.
The transport shown is the default per key, but http and https take
a transport override. The useful one is h2c, HTTP/2 over cleartext
(no TLS): it is the https adapter with transport => tcp and no
cert/key.
%% HTTP/2 cleartext (h2c) on a specific address, no certificates
https => #{port => 8080, ip => Addr, transport => tcp}
You can likewise run HTTP/1.1 over TLS by giving the http map a
transport => ssl with cert/key. Add alt_svc => advertise to the
service map to put an Alt-Svc header on the H1 and H2 responses so
capable clients can upgrade to H3.
Starting an adapter: on its own, or as a service
There are two ways to bring an adapter up, and the bind options work the
same in both.
On its own, with livery:start_listener/2. You pass the adapter
module, its options, and the stack and handler yourself. You get back
the listener handle and you own its lifecycle:
{ok, Ref} = livery:start_listener(livery_h1, #{
    port => 8080,
    ip => {127, 0, 0, 1},
    stack => Stack,
    handler => Handler
}),
%% ... later ...
ok = livery:stop_listener({livery_h1, Ref}).
As a service, with livery:start_service/1. The service starts the
adapters for you, one per protocol key, sharing one router (or
handler) and one middleware stack, and stops them together. It is a
supervising process, so you also get livery_service:which_listeners/1
and graceful livery:drain/2. This is the usual choice.
The map can hold any subset of the keys, including just one, so
start_service/1 is also the managed way to run a single adapter. The
difference from start_listener/2 is not the number of adapters: it is
that the service supervises them and shares the router and stack, whereas
start_listener/2 is a bare listener whose handle you hold yourself.
%% A single adapter (H1), but managed as a service:
{ok, Pid} = livery:start_service(#{
    http   => #{port => 8080, ip => {127, 0, 0, 1}},
    router => Router
}).
Can I run several adapters?
Yes, in two senses.
	Several protocols at once. A single service already runs more than
one adapter: give it http, https, and http3 and it brings up H1,
H2, and H3 together (the examples below do this).
	Several listeners of the same kind. To bind, say, HTTP/1.1 on two
different addresses, call start_listener/2 once per listener and keep
each handle. Each listener is independent.

{ok, Lan} = livery:start_listener(livery_h1, #{
    port => 8080, ip => {10, 0, 0, 5}, stack => Stack, handler => Handler
}),
{ok, Local} = livery:start_listener(livery_h1, #{
    port => 8080, ip => {127, 0, 0, 1}, stack => Stack, handler => Handler
}).
A start_service/1 map holds one entry per protocol, so for several
listeners of the same protocol use start_listener/2 (or run more than
one service).
Custom adapters
start_service/1 and livery:start_listener/2 manage only the three
built-in adapters: start_service/1 maps http/https/http3 to
livery_h1/livery_h2/livery_h3, and start_listener/2 accepts those
three modules (anything else returns {error, unknown_adapter}).
A custom adapter, any module implementing the livery_adapter behaviour,
is not registered with either entry point. You start it through its own
start function, and it owns its listener and lifecycle:
%% A custom adapter exposes its own start; it is not passed to
%% livery:start_listener/2.
{ok, Listener} = my_adapter:start(#{
    port => 8080,
    ip => {127, 0, 0, 1},
    stack => Stack,
    handler => Handler
}).
The bind options are a convention, not magic: a custom adapter honours
ip/inet6 by running them through livery_inet:socket_addr_opts/1
(the same helper the built-ins use) and handing the result to its wire
library. See Adapters for the behaviour and
examples/livery_example_adapter.erl for a complete, runnable one.
IPv6 on every protocol
{ok, Pid} = livery:start_service(#{
    http  => #{port => 8080, inet6 => true},
    https => #{port => 8443, inet6 => true, cert => Cert, key => Key},
    http3 => #{port => 8443, inet6 => true, cert => Cert, key => Key},
    router => Router
}).
A specific address on every protocol
To bind all three adapters to one address, put the same ip in each
protocol's map. The three listeners share the one router (and
middleware); only the bind address and ports differ.
Addr = {192, 168, 1, 10},          %% an IPv6 8-tuple works the same way
{ok, Pid} = livery:start_service(#{
    http  => #{port => 8080, ip => Addr},
    https => #{port => 8443, ip => Addr, cert => Cert, key => Key},
    http3 => #{port => 8443, ip => Addr, cert => Cert, key => Key},
    router => Router
}).
HTTP/2 (over TLS) and HTTP/3 (over QUIC) can share the same port number
because one is TCP and the other is UDP; HTTP/1.1 is cleartext on its
own port. Each map also accepts inet6 => true instead of a specific
ip to bind the IPv6 wildcard.
A specific address on a single listener
%% IPv4 loopback only
{ok, _} = livery:start_listener(livery_h1, #{
    port => 8080,
    ip => {127, 0, 0, 1},
    stack => Stack,
    handler => Handler
}).

%% A specific IPv6 address (family inferred from the 8-tuple)
{ok, _} = livery:start_listener(livery_h3, #{
    port => 8443,
    ip => {0, 0, 0, 0, 0, 0, 0, 1},
    cert => Cert, key => Key,
    stack => Stack, handler => Handler
}).
What handler and stack are
A single-protocol listener takes two more options that say what to run
for each request:
	handler is the function that turns a request into a response: a
fun((Req) -> Resp), or a {Module, Function} pair. Usually you do
not write this by hand. You compile routes and let
livery:router_handler/1 build it for you:
Router  = livery_router:compile([{<<"GET">>, <<"/">>, {hello, index}}]),
Handler = livery:router_handler(Router).
livery:start_service/1 does this step for you, which is why its
examples above pass router => Router instead of a handler. With a
single adapter's start/1 you pass the handler yourself. See
Routing.

	stack is the middleware stack: an ordered list of cross-cutting
steps (request id, logging, body limit, auth) that run around the
handler. [] means none. For example:
Stack = [{livery_request_id, undefined}, {livery_access_log, #{}}].
See The middleware pipeline.


The bind options (ip, inet6) are independent of these: they decide
where the listener accepts connections, while handler and stack
decide what happens to each request.
Choose dual-stack or IPv6-only
Binding inet6 gives you whatever the OS default for v6 sockets is.
On most systems that is dual-stack (the socket also accepts IPv4 via
v4-mapped addresses); some default to v6-only. To be explicit, pass
the underlying socket option through the adapter's lower-level opts:
	HTTP/1.1 and HTTP/2: ssl_opts => [{ipv6_v6only, true}] (TLS) or
rely on the TCP listener's inet6 family for cleartext.
	HTTP/3: quic_opts => #{extra_socket_opts => [{ipv6_v6only, true}]}.

To serve both families predictably, start one listener per family on
the same port.
Upgrade WebSockets and WebTransport
There is nothing extra to configure. WebSockets (HTTP Upgrade on
HTTP/1.1, extended CONNECT on HTTP/2 and HTTP/3) and WebTransport
upgrade in place on the adapter's existing stream, so they inherit the
listener's bind address and family. Bind the listener to IPv6 and a
wss://[::1]/... client connects over IPv6.
Notes
	ip and inet6 are translated to the wire libraries the same way
everywhere by livery_inet:socket_addr_opts/1: an IPv6 ip tuple
or inet6 => true selects the inet6 family, and ip sets the
bind address.
	For HTTP/3 the options fold into the QUIC listener's
extra_socket_opts; any extra_socket_opts you set yourself are
preserved.
	livery_service:which_listeners/1 reports the bound ports.

See also
	Concept: Adapters
	Reference: livery, livery_service



  

    How to serve several certificates by hostname (SNI)

When a client opens a TLS (or QUIC) connection it sends the hostname
it is asking for in the ClientHello, as the Server Name Indication
(SNI, RFC 6066). You need SNI when one listener serves several
hostnames and each one has a different certificate: you look at that
name and hand back the matching certificate, instead of pinning the
listener to a single cert/key pair.
Install a per-hostname callback
Every TLS-bearing adapter lets you install a callback that runs once
per connection, receives the SNI, and returns the certificate to
present. The hook differs by protocol, because HTTP/1.1 and HTTP/2 run
on Erlang's ssl, while HTTP/3 runs on QUIC's own TLS 1.3 stack:
	Key	Protocol	Option	Callback
	https	HTTP/1.1 (TLS), HTTP/2	ssl_opts => [{sni_fun, Fun}]	fun((ServerName) -> [ssl:tls_server_option()])
	http3	HTTP/3 (QUIC)	sni_callback => Fun	fun((ServerName) -> {ok, CertMap})

On https the callback is Erlang's standard sni_fun: it returns a
list of ssl options (typically certfile/keyfile, or cert/key)
that override the defaults for that handshake. On http3 the callback
returns {ok, #{cert := Der, key := Key}} (with an optional
cert_chain => [Der]), or {error, Reason} to refuse the handshake.
HTTP/1.1 and HTTP/2
ssl_opts is a passthrough to ssl:listen/2: whatever you put there
is merged on top of the listener's own TLS defaults, so your options
win. Install sni_fun to pick the certificate per hostname.
SniFun = fun(ServerName) ->
    case cert_store:lookup(ServerName) of
        {ok, CertFile, KeyFile} ->
            [{certfile, CertFile}, {keyfile, KeyFile}];
        not_found ->
            %% Falls back to the listener's own cert/key below.
            []
    end
end,

{ok, Pid} = livery:start_service(#{
    https => #{
        port => 8443,
        cert => DefaultCertFile,
        key  => DefaultKeyFile,
        ssl_opts => [{sni_fun, SniFun}]
    },
    router => Router
}).
ServerName is a charlist (for example "api.example.com"), the form
Erlang's ssl hands to sni_fun. Keep the listener's cert/key:
they are the fallback for clients that send no SNI, or a name your
callback does not recognise.
HTTP/3 (QUIC)
QUIC negotiates TLS inside its own transport, so it does not use
ssl_opts. Pass sni_callback instead. It is called once per
connection with the SNI and returns the certificate map to present.
SniCallback = fun(ServerName) ->
    %% ServerName is a binary here, e.g. <<"api.example.com">>,
    %% or `undefined' when the client sent no SNI.
    case cert_store:lookup_der(ServerName) of
        {ok, CertDer, KeyDer} -> {ok, #{cert => CertDer, key => KeyDer}};
        not_found             -> {error, unknown_host}
    end
end,

{ok, Pid} = livery:start_service(#{
    http3 => #{
        port => 8443,
        cert => DefaultCertDer,
        key  => DefaultKeyDer,
        sni_callback => SniCallback
    },
    router => Router
}).
The callback returns DER-encoded material: cert is the leaf
certificate, key the private key term, and the optional
cert_chain => [Der] carries intermediates. An {error, _}, a
malformed result, or a raised exception fails the handshake with a
handshake_failure alert, so a missing host closes the connection
rather than serving the wrong certificate.
Share the same certificates on every protocol
To serve one hostname over H1, H2, and H3, give each TLS adapter its
own hook. The two callbacks differ only in their return shape (an
ssl option list for https, a {ok, CertMap} for http3), so a
small wrapper around one lookup keeps them in step:
Lookup = fun(Name) -> cert_store:lookup(Name) end,

SniFun = fun(ServerName) ->
    case Lookup(list_to_binary(ServerName)) of
        {ok, CertFile, KeyFile, _Der} ->
            [{certfile, CertFile}, {keyfile, KeyFile}];
        not_found ->
            []
    end
end,

SniCallback = fun(ServerName) ->
    case Lookup(ServerName) of
        {ok, _File, _File2, {CertDer, KeyDer}} ->
            {ok, #{cert => CertDer, key => KeyDer}};
        not_found ->
            {error, unknown_host}
    end
end,

{ok, Pid} = livery:start_service(#{
    https => #{
        port => 8443,
        cert => DefaultCertFile, key => DefaultKeyFile,
        ssl_opts => [{sni_fun, SniFun}]
    },
    http3 => #{
        port => 8443,
        cert => DefaultCertDer, key => DefaultKeyDer,
        sni_callback => SniCallback
    },
    alt_svc => advertise,
    router  => Router
}).
https and http3 share the port number because one is TCP and the
other UDP. alt_svc => advertise puts an Alt-Svc header on the H1
and H2 responses so a capable client knows it can move up to H3.
Notes
	The ServerName type differs by stack: a charlist on https (what
ssl passes sni_fun), a binary on http3. Both receive undefined
when the client sends no SNI.
	Keep a static cert/key on the listener. On https it is the
fallback whenever sni_fun returns []; on http3 it is the
certificate used when no sni_callback is set. HTTP/3 needs
quic >= 1.6.5 for sni_callback.
	The callback runs on the listener's connection path, in the
handshake. Keep it fast and side-effect-light: look up a cached
certificate, do not block on the network. Load and parse certificates
ahead of time and keep them in a table your callback reads.
	SNI selects the certificate, not the route. Once the handshake
completes the request flows through the same router and middleware as
any other; match on the Host/:authority header if you want
per-hostname behaviour.

See also
	How-to: Bind to an address or IPv6
	Concept: Adapters
	Reference: livery_service, livery_h2, livery_h3



  

    How to parse a JSON body

livery_ext:json/1 decodes a JSON request body into an Erlang term.
You need it when a handler accepts a JSON-encoded body and wants the
decoded value.
Decode the body
create_user(Req) ->
    case livery_ext:json(Req) of
        {ok, #{<<"email">> := Email}} ->
            ok = users:create(Email),
            livery_resp:empty(201);
        {ok, _Other} ->
            livery_resp:text(422, <<"email required">>);
        {error, invalid_json} ->
            livery_resp:text(400, <<"bad json">>);
        {error, no_body} ->
            livery_resp:text(400, <<"empty body">>);
        {error, not_buffered} ->
            livery_resp:text(500, <<"body must be buffered">>)
    end.
livery_ext:json/1 returns {ok, Term} or {error, Reason}. It uses
the OTP json module (OTP 27+).
Buffer a streaming body first
JSON extraction requires the body to be in
#livery_req{body = {buffered, _}} form. Streaming bodies must be
drained first via livery_body:read_all/2:
{stream, Reader} = livery_req:body(Req),
{ok, Bytes, _} = livery_body:read_all(Reader, 5_000),
Req1 = livery_req:set_body({buffered, Bytes}, Req),
{ok, Term} = livery_ext:json(Req1).
The H1/H2/H3 adapters can be configured to buffer up to a per-route
threshold automatically.
Cap the size first
JSON parsing on a large body wastes CPU and memory. Put
livery_body_limit upstream:
Stack = [
    {livery_body_limit, #{max => 65_536}},
    %% ... handler runs only for bodies <= 64 KiB
].
See also
	Reference: livery_ext
	Guide: Cap request body size
	Guide: Read a streaming request body



  

    How to read query string parameters

livery_ext:query/2 reads a value from the request URL's query string.
You need it whenever a handler depends on parameters like ?q=... or
?page=....
Read a parameter
search(Req) ->
    Q = livery_ext:query(<<"q">>, Req),
    Page = livery_ext:query(<<"page">>, Req),
    do_search(Q, Page).
livery_ext:query/2 returns the first value for the key, or
undefined if it is missing.
Apply a default value
Wrap with a fallback:
Page = case livery_ext:query(<<"page">>, Req) of
    undefined -> <<"1">>;
    V         -> V
end.
Convert to an integer
livery_ext:query/2 always returns a binary. Convert at the call
site:
PageInt = try binary_to_integer(Page) catch _:_ -> 1 end.
URL-decoded values
Values are URL-decoded:
%% /search?q=hello%20world&unit=100%25
<<"hello world">> = livery_ext:query(<<"q">>, Req),
<<"100%">>        = livery_ext:query(<<"unit">>, Req).
Notes
	livery_ext:query/2 returns only the first value for a repeated
key. To read all values, call livery_req:query/1 to get the raw
query string and parse it yourself, or open an issue if you need
this in livery_ext.

See also
	Reference: livery_ext
	Reference: livery_req



  

    How to parse form bodies and query strings

livery_ext reads form fields and query parameters off the request.
You need it when a handler accepts an
application/x-www-form-urlencoded body, or when you want a parameter
from the URL query string.
Read a query parameter
livery_ext:query/2 pulls a single decoded parameter from the request
URI:
search(Req) ->
    Term = livery_ext:query(<<"q">>, Req),     %% percent-decoded, or undefined
    ...
Read a form body (urlencoded)
If the body is already buffered, livery_ext:form/1 decodes it
directly. Since adapters stream bodies by default, use read_form/1,2,
which drains the stream (bounded) and decodes:
submit(Req) ->
    case livery_ext:read_form(Req) of
        {ok, Pairs} ->            %% [{<<"name">>, <<"value">>}, ...]
            Name = proplists:get_value(<<"name">>, Pairs),
            ...;
        {error, not_form} ->
            livery_resp:text(415, <<"expected a form body">>);
        {error, _} ->
            livery_resp:text(400, <<"bad form body">>)
    end.
Cap the body with #{max_size => Bytes} (default 1 MiB) and the
per-read wait with #{timeout => Ms}.
Notes
	The Content-Type check is case-insensitive and tolerates
parameters (Application/X-WWW-Form-Urlencoded; charset=utf-8).
	Decoding handles %XX escapes and + as space. A malformed escape
(%ZZ) is kept verbatim rather than failing the whole body,
matching form/1.

See also
	Reference: livery_ext
	Guide: Handle file uploads
	Guide: Read query strings



  

    How to handle file uploads (multipart/form-data)

When a client POSTs multipart/form-data (a browser form with
files, or a multimodal request) you need the fields and uploaded
files without buffering the whole request in memory. Use
livery_multipart: pull parts one at a time and stream each part's
body, so a large upload never sits in RAM.
Stream parts one at a time
upload(Req) ->
    {ok, MP0} = livery_multipart:new(Req),
    loop(MP0).

loop(MP) ->
    case livery_multipart:next_part(MP, 5000) of
        {part, #{name := Name, filename := File}, MP1} ->
            {ok, MP2} = consume(MP1, Name, File),
            loop(MP2);
        {done, _MP1} ->
            livery_resp:text(200, <<"ok">>);
        {error, Reason, _MP1} ->
            livery_resp:text(400, atom_to_binary(element(1, {Reason, x})))
    end.

consume(MP, _Name, _File) ->
    case livery_multipart:read_part(MP, 5000) of
        {ok, Chunk, MP1} -> %% write Chunk to disk / forward / hash
            consume(MP1, _Name, _File);
        {done, MP1} -> {ok, MP1};
        {error, _, MP1} -> {ok, MP1}
    end.
next_part/2 returns each part's name, filename,
content_type, and raw headers (parsed from Content-Disposition).
read_part/2 streams that part's bytes; calling next_part again
skips any unread remainder.
Read small forms at once
When the parts are small, read_all/1,2 collects them into memory
under the limits:
{ok, Parts} = livery_multipart:read_all(Req),
%% Parts :: [#{name, filename, content_type, headers, body}]
Set the limits
All buffering is bounded. Override the defaults via the options map
on new/2 / read_all/2:
livery_multipart:read_all(Req, #{
    max_parts => 50,             %% default 1000
    max_part_size => 5_242_880,  %% read_all per-part bytes; default 10 MiB
    max_header_bytes => 16_384,  %% per-part header block; default 64 KiB
    max_header_count => 32,      %% header fields per part; default 64
    max_body => 52_428_800,      %% total bytes consumed; default 100 MiB
    part_timeout => 5000         %% per read; default 5000 ms
}).
Notes
	Sanitize the filename. filename is returned exactly as the
client sent it and the parser never touches the filesystem. A
hostile client can send ../../etc/passwd. If you write uploads
to disk, confine the path yourself (basename + a fixed directory);
never join the raw filename onto a path.

See also
	Reference: livery_multipart, livery_body
	Guide: Parse form bodies
	Guide: Read a streaming request body



  

    How to read headers

livery_req reads request header values. You need it whenever a
handler branches on Content-Type, Accept, a custom X- header,
or any other field the client sent.
Read a single header
ContentType = livery_req:header(<<"content-type">>, Req),
%% or, with a default:
Accept = livery_req:header(<<"accept">>, Req, <<"*/*">>).
Header names are matched case-insensitively. Both
<<"Content-Type">> and <<"content-type">> work; Livery lowercases
on ingest so lookups are constant-time after that.
Read repeated headers
livery_req:headers_all/2 returns every value for the header in wire
order. Useful for Set-Cookie, Vary, and comma-separated lists like
Accept-Encoding:
Accepts = livery_req:headers_all(<<"accept">>, Req).
Read all headers
livery_req:headers(Req)        %% [{Name, Value}] (lowercased names)
livery_req:has_header(<<"x-trace">>, Req)
Read from a middleware
Headers can also be inspected through extractors:
case livery_ext:header(<<"x-feature-flag">>, Req) of
    <<"on">> -> Next(livery_req:set_meta(feature, on, Req));
    _        -> Next(Req)
end.
See also
	Reference: livery_req
	Reference: livery_ext
	Guide: Extract a bearer token



  

    How to extract a bearer token

livery_ext:bearer_token/1 reads the bearer token from the
Authorization header. You need it when a handler or auth middleware
has to pull the token out before verifying it.
Read the token
case livery_ext:bearer_token(Req) of
    undefined -> livery_resp:text(401, <<"missing token">>);
    Token     -> use_token(Token)
end.
livery_ext:bearer_token/1:
	Reads the Authorization header (case-insensitive).
	Accepts Bearer, bearer, and BEARER prefixes (RFC 6750
§2.1 makes the scheme case-insensitive).
	Returns the token bytes after the prefix, or undefined when the
header is absent or uses another scheme.

Use it inside a middleware
-module(my_auth).
-behaviour(livery_middleware).
-export([call/3]).

call(Req, Next, _State) ->
    case livery_ext:bearer_token(Req) of
        undefined ->
            livery_resp:text(401, <<"missing token">>);
        Token ->
            case verify(Token) of
                {ok, User} -> Next(livery_req:set_meta(user, User, Req));
                error      -> livery_resp:text(401, <<"bad token">>)
            end
    end.

%% Replace with real verification; livery_auth does JWT/JWKS for you.
verify(_Token) -> {ok, #{}}.
Place it in the stack after livery_request_id and
livery_access_log so the audit log records the failed attempt.
Handle non-bearer schemes
livery_ext:bearer_token/1 only matches the bearer scheme. For Basic
auth, read the header directly and decode:
case livery_req:header(<<"authorization">>, Req) of
    <<"Basic ", B64/binary>> -> base64:decode(B64);
    _ -> undefined
end.
Notes
	OIDC, JWKS rotation, and JWT verification ship as livery_auth.

See also
	Reference: livery_ext
	Guide: Write a custom middleware



  

    How to verify opaque tokens with introspection

livery_auth_introspect POSTs a token to the authorization
server's introspection endpoint and trusts the active field of
the JSON response (RFC 7662). You need it when your bearer tokens
are opaque reference tokens, not self-contained JWTs, so you cannot
verify them locally.
Add it to the stack
The middleware authenticates this resource server with HTTP Basic.
On success the response (with scope, sub, exp, ...) is stored
under meta(user, _):
Stack = [
    {livery_auth_introspect, #{
        endpoint      => <<"https://issuer.example/oauth/introspect">>,
        client_id     => <<"my-api">>,
        client_secret => <<"s3cret">>
    }}
    %% ... handler
].
Read the claims in a handler with livery_ext:user/1:
fun(Req) ->
    #{<<"sub">> := Sub, <<"scope">> := Scope} = livery_ext:user(Req),
    livery_resp:text(200, [<<"hello ">>, Sub, <<" (">>, Scope, <<")">>])
end.
A missing token is rejected with 401 unless required => false.
An inactive token (or any transport/decoding failure) is always
rejected with 401 and a WWW-Authenticate: Bearer header.
Choose JWT or introspection
	Token kind	Use
	Self-contained JWT	livery_auth_bearer (local verify, no round trip)
	Opaque / reference	livery_auth_introspect (round trip per request)

Introspection adds a network call per request. Cache results in
your own layer if the round trip is too costly.
Plug in a custom HTTP client
The call is pluggable. Pass fetch => fun((Url, Headers, Body) -> {ok, Status, Body} | {error, _}) to use your own client or to
test without a network:
#{endpoint => Endpoint,
  fetch => fun(_U, _H, _B) -> {ok, 200, <<"{\"active\":true}">>} end}
See also
	Reference: livery_auth_introspect, livery_ext
	Guide: Extract a bearer token



  

    How to use signed session cookies

livery_auth_session signs a JSON payload with HMAC-SHA256 and
stores it in a cookie. You need it when you want to keep a small
amount of per-user state (a user id, a role) across requests
without a server-side session store. The payload travels with the
client; the signature stops it being tampered with.
Add it to the stack
Add the middleware with a shared secret:
Stack = [
    {livery_auth_session, #{secret => Secret}}
    %% ... handler
].
On each request the middleware reads the cookie, verifies it, and
stores the payload under meta(session, _). Read it in a handler
with livery_ext:session/1:
fun(Req) ->
    case livery_ext:session(Req) of
        undefined           -> livery_resp:text(200, <<"hello, guest">>);
        #{<<"uid">> := Uid} -> livery_resp:text(200, [<<"hello #">>,
                                                      integer_to_binary(Uid)])
    end
end.
A missing cookie is allowed through by default. Set
required => true to reject anonymous requests with 401. A
present but tampered or expired cookie is always rejected.
Log in: set the cookie
Sign a payload (optionally with max_age seconds for expiry) and
attach the Set-Cookie header to your response:
login(_Req) ->
    Opts  = #{secret => Secret, max_age => 3600},
    Value = livery_auth_session:sign(#{<<"uid">> => 42}, Opts),
    {K, V} = livery_auth_session:set_cookie_header(Value, Opts),
    R = livery_resp:redirect(303, <<"/">>),
    livery_resp:with_header(K, V, R).
set_cookie_header/2 defaults to Path=/; SameSite=Lax; Secure; HttpOnly. Override with path, domain, secure, http_only,
and same_site.
Log out: clear the cookie
logout(_Req) ->
    {K, V} = livery_auth_session:clear_cookie_header(#{}),
    R = livery_resp:redirect(303, <<"/">>),
    livery_resp:with_header(K, V, R).
Notes
	Use a long, random secret and keep it out of source control.
	The payload is signed, not encrypted: do not store secrets in it.
	Rotate the secret by accepting both old and new during a window
(verify against each), then drop the old one.

See also
	Reference: livery_auth_session, livery_ext
	Guide: Extract a bearer token



  

    How to read a streaming request body

livery_body lets a handler consume the request body chunk by chunk.
You need it when the body is too large to buffer, or when you want to
process bytes as they arrive.
Drain the stream
When livery_req:body/1 returns {stream, Reader}, drain it via
livery_body:read/2 or livery_body:read_all/2:
upload(Req) ->
    {stream, R0} = livery_req:body(Req),
    consume(R0).

consume(R) ->
    case livery_body:read(R, 5_000) of
        {ok, Chunk, R1} ->
            ok = store:append(Chunk),
            consume(R1);
        {done, _R1} ->
            livery_resp:empty(204);
        {error, timeout, _} ->
            livery_resp:text(408, <<"slow client">>);
        {error, {client_reset, _}, _} ->
            livery_resp:empty(499)
    end.
Read everything at once
case livery_body:read_all(R0, 30_000) of
    {ok, Bytes, _R1}    -> use(Bytes);
    {error, Reason, _R} -> livery_resp:text(400, atom_to_binary(Reason))
end.
Discard the rest
If the handler decides to short-circuit (auth failure, validation),
drop the remaining body so the adapter does not stall:
{ok, _R1} = livery_body:discard(R0, 1_000),
livery_resp:text(401, <<"nope">>).
Cap the size
Combine with livery_body_limit (buffered only today) or call
livery_body:read/2 with a maximum byte count tracked yourself.
Signal backpressure
livery_body:signal_demand(R, N) hints the adapter that the handler
is ready for N more bytes. The H1/H2/H3 adapters translate this into
engine-level window updates. This is a no-op for the test adapter; the
H1 adapter wires it to h1's read size.
See also
	Reference: livery_body
	Concepts: Streaming and backpressure



  

    How to return a streaming response

livery_resp:stream/3 takes a status, headers, and a producer fun
that drives chunk emission. You need it when you want to emit
response body bytes incrementally rather than buffering the whole
payload in memory.
Stream from a file
download(_Req) ->
    livery_resp:stream(200,
        [{<<"content-type">>, <<"application/octet-stream">>}],
        fun(Emit) ->
            stream_file("/var/data/big.bin", Emit)
        end).

stream_file(Path, Emit) ->
    {ok, F} = file:open(Path, [read, binary]),
    try
        emit_chunks(F, Emit)
    after
        file:close(F)
    end.

emit_chunks(F, Emit) ->
    case file:read(F, 65_536) of
        {ok, Chunk} -> Emit(Chunk), emit_chunks(F, Emit);
        eof         -> ok
    end.
The producer runs in the per-request process. It returns when there
is nothing more to emit.
Stream from a message source
The producer is free to receive. Subscribe to a publisher and
forward events:
follow(_Req) ->
    livery_resp:stream(200,
        [{<<"content-type">>, <<"text/plain">>}],
        fun(Emit) ->
            Ref = log_pubsub:subscribe(self()),
            loop(Ref, Emit)
        end).

loop(Ref, Emit) ->
    receive
        {Ref, {line, L}} -> Emit([L, <<"\n">>]), loop(Ref, Emit);
        {Ref, eof}        -> ok
    end.
Detect disconnect
Emit/1 returns the adapter's send result. On client disconnect
the H1/H2/H3 adapters return {error, closed}. Break out:
case Emit(Chunk) of
    ok           -> loop(...);
    {error, _R}  -> cleanup(), ok
end.
The test adapter always returns ok.
Stream NDJSON
livery_resp:ndjson/2 does the JSON encoding and the \n framing
for you:
livery_resp:ndjson(200, fun(Emit) ->
    [Emit(#{n => N}) || N <- lists:seq(1, 5)],
    ok
end).
Each Emit(Term) calls json:encode(Term) and appends a literal
\n to one chunk. Content-Type defaults to
application/x-ndjson. For pre-encoded bytes, drop down to
stream/3.
See also
	Guide: Return Server-Sent Events
	Tutorial: Stream a response
	Concepts: Streaming and backpressure



  

    How to return Server-Sent Events

livery_resp:sse/2 streams text/event-stream framing to the
client. You need it when your client uses the EventSource API (or
any RFC 8895 compatible consumer) and expects a one-way stream of
events over a long-lived response.
Stream events
events(_Req) ->
    livery_resp:sse(200, fun(Emit) ->
        Emit(#{event => <<"tick">>, data => <<"1">>}),
        Emit(#{event => <<"tick">>, data => <<"2">>}),
        ok
    end).
livery_resp:sse/2 sets content-type: text/event-stream and
cache-control: no-cache. The producer fun runs in the per-request
process and drives Emit with one event at a time.
Shape an event
Emit accepts:
	A map #{event, id, retry, data} where any field is optional
except data. Livery formats it into the standard SSE frame.
	Plain iodata(), framed as a data: line only.

Emit(#{event => <<"ping">>, data => <<"pong">>}).
%% event: ping
%% data: pong
%%
%% (blank line terminates the frame)

Emit(#{event => <<"update">>, id => <<"42">>,
       retry => 1500, data => <<"v">>}).
%% event: update
%% id: 42
%% retry: 1500
%% data: v
%%

Emit(<<"plain">>).
%% data: plain
%%
Multi-line data is fine: pass an iolist whose bytes contain \n
and Livery emits each line with its own data: prefix when you use
the helper. For multi-line, use an iolist of lines:
Emit(#{data => [<<"line 1">>, <<"\nline 2">>]}).
Keep idle connections alive
To keep idle connections alive through proxies, emit a comment line
periodically (a line beginning with :):
loop(Emit) ->
    receive
        {event, E} -> Emit(E), loop(Emit)
    after 15_000 ->
        Emit(<<":heartbeat">>),
        loop(Emit)
    end.
Detect a disconnect
Emit returns {error, closed} once the client disconnects (the
H1/H2/H3 adapters surface this; the test adapter always returns
ok):
loop(Emit) ->
    receive {event, E} ->
        case Emit(E) of
            ok          -> loop(Emit);
            {error, _}  -> ok
        end
    end.
See also
	Guide: Return a streaming response
	Tutorial: Stream a response



  

    How to return trailers

Trailers are response headers sent after the body (HTTP/1.1
chunked-trailers, HTTP/2 and HTTP/3 trailer frames). You need them
when a value is only known once the body has been produced, such as
a checksum over the bytes you streamed.
Attach trailers to a response
Pass a list of {Name, Value} pairs to
livery_resp:with_trailers/2:
fetch(_Req) ->
    Resp = livery_resp:text(200, payload()),
    livery_resp:with_trailers([{<<"x-checksum">>, checksum()}], Resp).
Compute a trailer lazily
When the trailer depends on bytes that have not been produced yet,
pass a fun instead. Livery evaluates it after the body has been
emitted:
livery_resp:with_trailers(
    fun() -> [{<<"x-checksum">>, final_hash()}] end,
    livery_resp:stream(200, [], Producer)).
Notes
	Trailers are always supported on HTTP/2 and HTTP/3. On HTTP/1.1
they require chunked transfer encoding; the H1 adapter
auto-promotes when trailers are present.
	Check the adapter's capabilities map
(livery_adapter:capabilities/1) if your code must adapt by
protocol.

See also
	Reference: livery_resp
	Reference: livery_adapter



  

    How to serve a file

livery_resp:file/2,3 sends a file from disk as the response body,
streaming it straight to the wire instead of reading it all into
memory. You need it for downloads, static assets, or any response
backed by a file on disk.
Send a file
livery_resp:file(200, <<"/var/www/index.html">>).
Livery streams the file in 64 KiB chunks on H1, H2, and H3.
Content-Length is set from the file size unless your handler
already set it.
Set the content type yourself; Livery does not guess it:
fun(_Req) ->
    R = livery_resp:file(200, <<"/var/www/app.css">>),
    livery_resp:with_header(<<"content-type">>, <<"text/css">>, R)
end.
Serve a byte range
Pass {Offset, Length} to send a slice. Length may be eof to
read to the end of the file. Livery adds a Content-Range header
and Content-Length for the slice. Set the status to 206
yourself when you serve a partial range:
%% bytes 1024-2047 of the file
livery_resp:file(206, Path, {1024, 1024}).

%% from byte 1024 to the end
livery_resp:file(206, Path, {1024, eof}).
Confine paths built from request data
livery_resp:file/2,3 serves exactly the path you give it; Livery
does not confine it to a directory. If you build the path from
request data (a path parameter, query string, header), an attacker
can use .. to escape your intended root and read arbitrary files.
Confine it yourself before serving:
serve_asset(Req) ->
    Name = livery_req:binding(<<"name">>, Req),
    Root = <<"/var/www/assets">>,
    Path = filename:join(Root, Name),
    %% Reject anything that resolves outside Root.
    Safe = filename:absname(Path),
    case binary:match(filename:absname(Path), filename:absname(Root)) of
        {0, _} -> livery_resp:file(200, Safe);
        _      -> livery_resp:text(403, <<"forbidden">>)
    end.
Prefer an allowlist of known filenames where you can.
Error handling
	Situation	Response
	File does not exist	404
	Range starts past the end of the file	416
	Path is a directory or unreadable	stream reset

See also
	Reference: livery_resp, livery
	Concept: Streaming and backpressure



  

    How to serve static files

livery_static:handler/1,2 serves a directory of files (assets, a
built SPA, downloads) over HTTP, with correct Content-Type,
conditional GET, and Range support, and without exposing anything
outside the directory. You need it when you want to ship a folder of
files rather than write a handler per asset.
Mount it on a wildcard route
Mount the handler on a router wildcard route. The *path segment
captures the rest of the URL, which the handler maps to a file under
the root:
Router = livery_router:add(
    '_', <<"/assets/*path">>, livery_static:handler("priv/assets"), #{}, Router0
).
GET /assets/css/app.css serves priv/assets/css/app.css with
Content-Type: text/css, an ETag, and (if the client sends Range)
partial content.
Serve it without the router
If you are not using the router, configure a prefix to strip from the
request path:
{livery_static, never}  %% NB: it is a handler, not middleware
%% as a service handler:
livery:start_listener(h1, #{
    port => 8080,
    handler => livery_static:handler("public", #{prefix => <<"/">>})
}).
Options
livery_static:handler("priv/assets", #{
    binding => <<"path">>,                 %% router binding name (default)
    prefix => <<"/assets/">>,              %% fallback when there is no binding
    index => <<"index.html">>,             %% served for a directory; false to disable
    cache_control => [{max_age, 3600}, public],  %% optional Cache-Control
    etag => true,                          %% weak ETag from size+mtime (default)
    range => true                          %% honor Range requests (default)
}).
Behaviour
	Content-Type is inferred from the file extension (text types get
; charset=utf-8), defaulting to application/octet-stream.
	A weak ETag (W/"size-mtime") is emitted; a matching
If-None-Match returns 304 Not Modified.
	Range: bytes=... returns 206 Partial Content; an unsatisfiable
range returns 416.
	HEAD returns headers (including Content-Length) with no body.
	Only GET/HEAD are served; other methods get 405 with Allow.
	A directory request serves index if present, else 404 (no
directory listing).

Notes
	The sub-path is percent-decoded and then confined: any .. segment,
absolute path, control byte, or bad escape is rejected with 404, so a
request can never traverse out of the root.
	Only regular files are served (directories and symlinks yield 404),
so a symlink inside the root cannot be used to escape it.

See also
	Reference: livery_static, livery_resp (file/2,3)
	Guide: Add HTTP caching
	Guide: Serve a file



  

    How to send an empty or redirect response

Some responses carry no body: a 204 No Content after a successful
delete, a 304 Not Modified, or a redirect that points the client
elsewhere. livery_resp gives you small builders for both, so you
return the right status without assembling headers by hand.
Send an empty response
livery_resp:empty(204).   %% No Content
livery_resp:empty(304).   %% Not Modified
empty/1 sends headers with end_stream set; no body bytes are
emitted on the wire.
Redirect
livery_resp:redirect(302, <<"/login">>).
livery_resp:redirect(308, <<"https://example.com/api/v2/items">>).
The builder sets the Location header and an empty body. Pass
additional headers as a third argument:
livery_resp:redirect(303, <<"/items/42">>,
    [{<<"cache-control">>, <<"no-store">>}]).
Common patterns
%% After a POST that created a resource
livery_resp:redirect(303, [<<"/items/">>, Id]).

%% Force HTTPS upgrade
livery_resp:redirect(301, [<<"https://">>, livery_req:authority(Req),
                           livery_req:path(Req)]).
See also
	Reference: livery_resp



  

    How to write a custom middleware

A middleware runs before or after every handler in a stack: auth, CORS,
rate limiting, feature flags, request mutation. You need one when that
behaviour is cross-cutting and you do not want to repeat it in each
handler.
Implement the behaviour
Implement the livery_middleware behaviour. One callback:
call(Req, Next, State) -> Resp.
-module(my_cors).
-behaviour(livery_middleware).
-export([call/3]).

call(Req, Next, #{origins := Allowed} = State) ->
    case livery_req:header(<<"origin">>, Req) of
        undefined ->
            Next(Req);
        Origin ->
            case lists:member(Origin, Allowed) of
                true ->
                    Resp = Next(Req),
                    livery_resp:with_header(
                        <<"access-control-allow-origin">>, Origin, Resp);
                false ->
                    livery_resp:text(403, <<"origin not allowed">>)
            end
    end.
Wire it into a stack as {my_cors, #{origins => [...]}}.
Use the sugar helpers
For simple shapes, use the constructors instead of a full module:
%% Mutate the request, then continue.
livery_middleware:before(fun(R) ->
    livery_req:set_meta(start, erlang:monotonic_time(), R)
end).

%% Mutate the response on the way out.
livery_middleware:after_response(fun(R) ->
    livery_resp:with_header(<<"X-Server">>, <<"livery">>, R)
end).

%% Catch downstream exceptions and turn them into a response.
livery_middleware:wrap(fun(Class, Reason, _Stack) ->
    livery_resp:text(500,
        iolist_to_binary(io_lib:format("~p: ~p", [Class, Reason])))
end).
Pick a shape
A middleware takes one of three shapes:
	Pass-through. Transform request or response. Always call
Next. Example: livery_request_id, livery_access_log.
	Short-circuit. Skip Next and return a response directly.
Example: auth failures, rate limit hits.
	Wrapper. Run Next inside try/catch or a monitor.
Example: livery_middleware:wrap, livery_timeout.

Store state on the request
Use livery_req:set_meta/3 to thread values from middleware to
handler:
call(Req, Next, _State) ->
    {ok, User} = verify(Req),
    Next(livery_req:set_meta(user, User, Req)).
The handler reads it back with livery_req:meta(user, Req).
Order the stack
The first entry in the stack list is outermost. Put auth before
business logic. Put request id and error wrappers at the very top so
every response carries them.
Test it
denies_when_origin_missing_test() ->
    Cap = livery_test_adapter:run(
        [{my_cors, #{origins => [<<"https://app">>]}}],
        fun (_R) -> livery_resp:text(200, <<>>) end,
        #{headers => [{<<"origin">>, <<"https://evil">>}]}),
    ?assertEqual(403, livery_test_adapter:status(Cap)).
See also
	Tutorial: Compose a middleware stack
	Reference: livery_middleware
	Reference: livery_request_id, livery_body_limit, livery_timeout, livery_access_log



  

    How to share config across handlers

config is one value, set once at startup, that every request can
read. You need it when your handlers all want the same things: a
database pool, a cache, settings you read at boot. It saves you
from capturing them in a closure for every handler, reaching for a
global, or smuggling them through the per-request meta map (which
is really for per-request scratch).
Pass config at startup
Pass config when you start the service. It is whatever you like,
most often a map of handles, and the same value reaches every
request:
{ok, Pid} = livery:start_service(#{
    http   => #{port => 8080},
    config => #{db => DbPool, cache => CachePid},
    router => Router
}).
Read it in a handler
Use livery_req:config/1 for the whole value:
list_users(Req) ->
    #{db := Db} = livery_req:config(Req),
    livery_resp:json(200, json:encode(users:all(Db))).
or livery_req:config/2,3 to pull one key out of a map config:
list_users(Req) ->
    Db = livery_req:config(db, Req),
    livery_resp:json(200, json:encode(users:all(Db))).
Middleware sees the same request, so it can read config too:
call(Req, Next, _Opts) ->
    Limiter = livery_req:config(limiter, Req),
    enforce(Limiter, Req, Next).
Use a record, if you prefer
Config is any term, so a record gives you a little more discipline
than a map:
%% -record(app, {db, cache}).
show(Req) ->
    App = livery_req:config(Req),
    livery_resp:json(200, fetch(App#app.db)).
Set config on a single listener
livery:start_listener/2 takes config the same way:
{ok, _} = livery:start_listener(livery_h1, #{
    port => 8080, config => App, stack => Stack, handler => Handler
}).
A config inside one protocol's map on start_service/1 overrides
the service-wide one for that listener, handy when, say, your TLS
endpoint should point at a different pool.
Test with config in the spec
Handlers stay testable with no socket: put config in the request
spec.
Cap = livery_test_adapter:run([], fun my_app:list_users/1,
    #{method => <<"GET">>, config => #{db => FakeDb}}).
Notes
	config is service-wide and set at startup: the same value for
every request, read-only. Use it for shared handles and settings.
	meta is per-request scratch a middleware writes for this one
request, like the authenticated user or a trace id. See
Write a custom middleware.

See also
	Concept: Request and response model
	Guide: Write a custom middleware
	Reference: livery_req, livery_service



  

    How to cap request body size

livery_body_limit is a middleware that rejects oversized request
bodies with a 413 before they reach the handler. You need it when a
client could send a body larger than your handler is prepared to
buffer.
Add it to the stack
Stack = [
    {livery_body_limit, #{max => 1_048_576}},  %% 1 MiB
    %% ... handler runs only for bodies <= 1 MiB
].
A buffered body whose size exceeds max short-circuits with
livery_resp:text(413, <<"payload too large">>). The handler is not
invoked.
Count streaming bodies yourself
livery_body_limit inspects {buffered, IoData} bodies and uses
iolist_size/1. Streaming bodies ({stream, _}) pass through
unchecked, so count bytes in the handler as you drain the reader:
consume(R, Acc) when Acc > Max -> too_large();
consume(R, Acc) ->
    case livery_body:read(R, 5_000) of
        {ok, Chunk, R1} -> consume(R1, Acc + iolist_size(Chunk));
        {done, _}       -> ok
    end.
Set different limits per route
Mount the middleware separately per route group when limits differ:
UploadStack  = [{livery_body_limit, #{max => 50_000_000}} | Common],
JsonApiStack = [{livery_body_limit, #{max => 65_536}}      | Common].
Each router group runs its own stack. Route-level mounting lives in
livery_service and livery_router.
See also
	Reference: livery_request_id, livery_body_limit, livery_timeout, livery_access_log
	Guide: Read a streaming request body



  

    How to add per-request deadlines

livery_timeout is a middleware that bounds how long a handler may
run. You need it when a slow handler would otherwise hang the client:
instead of waiting forever, the client gets a 504.
Add it to the stack
Stack = [
    {livery_timeout, #{after_ms => 30_000}}   %% 30 second deadline
    %% ... handler
].
livery_timeout runs the rest of the pipeline in a monitored worker
process. If the worker does not return within after_ms, the process
is killed and 504 is emitted. Handler crashes are mapped to 500.
Set per-route deadlines
Stack the middleware multiple times with different keys, or mount
separate stacks per route group:
FastApi    = [{livery_timeout, #{after_ms => 1_000}} | Common],
LongPolls  = [{livery_timeout, #{after_ms => 60_000}} | Common].
Notes
	Streaming request bodies: the deadline runs in a spawned, monitored
worker, but body messages from the adapter target the original
request process (livery_req_proc). Handlers that read body chunks
via livery_body:read/2 will not see them under this middleware.
Either place a body-buffering middleware in front of
livery_timeout, or apply the middleware only to routes whose
handlers do not stream input.
	Long-lived streams: SSE and chunked streaming handlers are
open-ended by design. Do not place livery_timeout in front of
them. If you need an idle timer for streams, implement it inside the
producer with receive ... after Ms.

See also
	Reference: livery_request_id, livery_body_limit, livery_timeout, livery_access_log
	Reference: livery_resp



  

    How to limit concurrency (load-shedding)

livery_concurrency is a middleware that caps the number of in-flight
requests and sheds the overflow with 503. You need it when a traffic
spike can pile up more requests than your workers (or a downstream model)
can handle, and you would rather drop the excess than let the service
collapse.
Add it to the stack
Build the limiter with the limiter/1 factory, which creates the shared
counter once, and put it in your stack:
Stack = [
    {livery_concurrency, livery_concurrency:limiter(1000)}
    %% ... handler runs only while fewer than 1000 requests are in flight
].
While at or under the limit the request proceeds. Over the limit it is
shed immediately with 503 Service Unavailable and the handler is never
called. The counter is a lock-free atomics cell shared across request
processes, so there is no extra process and no lock.
Change the response
livery_concurrency:limiter(500, #{
    status => 429,                 %% default 503
    body => <<"slow down">>,       %% default <<"service unavailable">>
    retry_after => 5               %% adds Retry-After: 5 (seconds, or a binary)
})
Use global and per-route limits
limiter/1,2 returns a State carrying its own counter, so each call is
an independent limiter:
%% one global limit in the service stack
ServiceStack = [{livery_concurrency, livery_concurrency:limiter(2000)}],

%% a tighter limit on an expensive route group
InferStack = [{livery_concurrency, livery_concurrency:limiter(8)} | Common].
Notes
	A slot is held from admission until the handler RETURNS its response.
Body streaming runs after that (outside the middleware stack), so the
slot does not cover a long streamed/SSE body. For inference that
streams tokens, gate the streaming work yourself if you need to bound
active streams.
	The slot is always released, including when the handler crashes.
	The limit is approximate under a burst (a request that increments past
the limit decrements again), which is the expected behavior for
load-shedding.

See also
	Reference: livery_concurrency
	Guide: Add per-request deadlines
	Guide: Cap request body size



  

    How to rate-limit requests

livery_ratelimit throttles how fast each client may call the API and
answers 429 Too Many Requests once a client exceeds its allowance.
You need it to protect an endpoint from being called faster than it
can serve.
Add it to the stack
Add livery_ratelimit with the limiter/2,3 factory. Each client
gets a token bucket of Capacity tokens that refills at
RefillPerSec:
Stack = [
    {livery_ratelimit, livery_ratelimit:limiter(100, 10)}  %% burst 100, 10/s
].
A request consumes a token; an empty bucket sheds 429 (the handler
is not called). "N requests per minute" maps to limiter(N, N/60)
(burst N, sustained N/60).
Identify clients
The client IP is NOT available (the wire libraries do not surface the
peer address), so the default key is the Authorization bearer token
(livery_ext:bearer_token/1). A request with no token is NOT limited.
Provide your own key fun to throttle by an API-key header or
anything else:
livery_ratelimit:limiter(60, 1, #{
    key => fun(Req) -> livery_req:header(<<"x-api-key">>, Req) end
})
A key fun that returns undefined skips limiting for that request.
Keys are SHA-256 hashed before storage, so raw tokens are never kept
in memory.
The bearer-token default gives per-credential quotas, not flood
protection: a client that rotates tokens gets a fresh bucket each
time. For flood protection, key on an identity the client cannot
freely rotate (an authenticated user id, or a forwarded-IP header you
trust because you sit behind a known proxy). The store also caps its
total key count (ratelimit_max_keys, default 1,000,000) and reaps
idle buckets every minute, so a distinct-key flood bounds memory
regardless of the key.
Tune headers and options
Allowed responses carry RateLimit-Limit, RateLimit-Remaining, and
RateLimit-Reset; a 429 adds Retry-After. Tune with:
livery_ratelimit:limiter(100, 10, #{
    status => 429,                 %% shed status (default 429)
    body => <<"slow down">>,       %% shed body
    headers => false,              %% suppress all RateLimit-*/Retry-After
    name => my_api                 %% share one keyspace across stacks
})
Each limiter/2,3 call allocates an isolated keyspace, so a global
limit and tighter per-route limits do not interfere. Pass an explicit
name to deliberately share one budget across several stacks.
Notes
	The token bucket is approximate-free under concurrency: the consume
is a lock-free compare-and-swap, so parallel requests for the same
key never over-admit.
	RefillPerSec => 0 is a pure fixed quota (no refill); those buckets
are kept until the node restarts (they cannot be safely reclaimed
without granting fresh quota).
	Per-key state lives in the supervised livery_ratelimit_store ETS
table; idle buckets that have fully refilled are reclaimed
automatically.

See also
	Reference: livery_ratelimit, livery_ratelimit_store
	Guide: Limit concurrency
	Guide: Extract a bearer token



  

    How to log every request

livery_access_log is a middleware that emits one structured log entry
per completed request, with method, path, status, duration, and request
id. You need it when you want a single audit line for each request that
reaches your service.
Add it to the stack
Stack = [
    {livery_request_id, undefined},
    {livery_access_log, #{}}
    %% ... handler
].
livery_access_log emits one entry through logger:log/2 after the
handler returns. Fields:
	Key	Value
	msg	"livery_access"
	protocol	h1 / h2 / h3
	method	request method, binary
	path	request path, binary
	status	response status code
	duration_us	request duration in microseconds
	request_id	id from livery_request_id, or <<>>

Configure the level
The default level is info. Override it in state:
{livery_access_log, #{level => notice}}
If your logger primary level is at notice (the OTP default), use
notice or higher, or raise the primary level for development:
logger:set_primary_config(level, info).
Read the entries
This is a standard logger handler. To send entries to a custom
destination, add a handler:
logger:add_handler(my_access, my_handler,
    #{level => info,
      filters => [{access_only,
        {fun (#{msg := {report, #{msg := "livery_access"}}}, _) -> log;
             (_, _) -> stop
         end, []}}]}).
Order the stack
Place livery_access_log after livery_request_id so the recorded
request_id is the one the client also receives. Place it inside an
error wrapper so 500s are still logged.
Stack = [
    {livery_request_id, undefined},
    livery_middleware:wrap(fun my_app:errors_to_resp/3),
    {livery_access_log, #{}},
    %% ... business middlewares and handler
].
Correlate access logs with traces
If you also run the livery_instrument_trace middleware, install the
instrument logger filter once at boot:
ok = livery_instrument_trace:install_logger().
The filter enriches every logger event emitted while a span is active
with the span's trace_id, span_id, and trace_flags in the event
metadata. Stack the trace middleware outside livery_access_log and
each access-log line carries the same ids as the request's span:
Stack = [
    {livery_request_id, undefined},
    {livery_instrument_trace, #{}},
    {livery_access_log, #{}},
    %% ... handler
].
Any logger call your handler makes during the request inherits the
same ids, so application logs and access logs line up with the trace in
your backend.
See also
	Reference: livery_request_id, livery_body_limit, livery_timeout, livery_access_log, livery_instrument_trace
	Guide: Propagate request IDs



  

    How to make outbound HTTP requests

livery_client is the outbound twin of Livery's middleware: you stack
layers around a request the same way you stack them around a handler. You
need it when your service has to call other services (a payment API, an
internal microservice, a webhook endpoint) and you want the same
guarantees you put in front of your own handlers, a timeout, a few
retries, a circuit breaker, a concurrency cap, without hand-rolling them
around every call site.
Build a client and call it
Build a client once, keep it around, and call it. The layers run
outermost-first, and every call returns {ok, Response} or
{error, Reason}, so failures are values you match on, not exceptions
you chase.
Client = livery_client:new(#{
    base_url => <<"https://api.example.com">>,
    headers  => [{<<"authorization">>, <<"Bearer token">>}],
    stack    => [
        livery_client:timeout(5000),
        livery_client:retry(#{max => 3}),
        livery_client:circuit_breaker(#{name => payments}),
        livery_client:concurrency(50)
    ]
}),

case livery_client:get(Client, <<"/users/42">>) of
    {ok, Resp} ->
        200 = livery_client:status(Resp),
        {full, Body} = livery_client:body(Resp),
        handle(Body);
    {error, timeout}      -> slow;
    {error, circuit_open} -> degrade;
    {error, Reason}       -> {failed, Reason}
end.
post/3, put/3, delete/2, and request/3,4 round it out. With a
base_url set you pass paths; without one you pass full URLs.
A real client, end to end
In practice you wrap the client in a small module: build it once, give
each call a name, and turn the HTTP response into a domain result. Here
is a typed wrapper around a JSON API, the shape you will actually write.
-module(billing_api).
-export([client/1, get_invoice/2, create_invoice/2]).

%% Build once at startup (or in your supervision tree) and reuse.
client(Token) ->
    Auth = iolist_to_binary([<<"Bearer ">>, Token]),
    livery_client:new(#{
        base_url => <<"https://billing.internal">>,
        headers  => [
            {<<"authorization">>, Auth},
            {<<"accept">>, <<"application/json">>}
        ],
        stack    => [
            livery_client:timeout(5000),
            livery_client:retry(#{max => 3, backoff => {200, 2.0}}),
            livery_client:circuit_breaker(#{name => billing, window => 20, trip => 0.5})
        ]
    }).

get_invoice(Client, Id) ->
    Path = <<"/invoices/", Id/binary>>,
    case livery_client:get(Client, Path) of
        {ok, Resp} -> decode(Resp);
        {error, _} = E -> E
    end.

create_invoice(Client, Invoice) ->
    Body = json:encode(Invoice),
    case livery_client:post(Client, <<"/invoices">>, Body) of
        {ok, Resp} -> decode(Resp);
        {error, _} = E -> E
    end.

%% One place to turn an HTTP response into a domain result.
decode(Resp) ->
    {full, Body} = livery_client:body(Resp),
    case livery_client:status(Resp) of
        S when S >= 200, S < 300 -> {ok, json:decode(Body)};
        404 -> {error, not_found};
        S -> {error, {http, S, Body}}
    end.
Two things worth copying: build the multi-segment URL into a variable
before the call (Path = <<"/invoices/", Id/binary>>), and keep one
decode/1 that every verb funnels through, so status handling lives in
one place.
The layers
Each constructor returns a stack entry; order matters (outermost first,
so timeout wraps retry wraps the rest).
	timeout(Ms) returns {error, timeout} if the call overruns, and
tears down the in-flight connection.
	retry(Opts) retries transport errors and 502/503/504 with
exponential backoff. Idempotent methods only unless
retry_non_idempotent => true. Opts: max, backoff
({BaseMs, Factor}), statuses.
	circuit_breaker(Opts) trips once the failure ratio over a window
crosses a threshold, then fails fast with {error, circuit_open}
until it half-opens to probe. Opts: name (required), window,
trip, cooldown.
	concurrency(N) caps in-flight requests, returning {error, overloaded} past N.

Ordering, and why
The order is the same reasoning as the server stack. A useful default:
[
    livery_client:timeout(5000),       %% a hard ceiling over everything
    livery_client:retry(#{max => 3}),  %% retries live under the ceiling
    livery_client:circuit_breaker(#{name => api}),
    livery_client:concurrency(50)      %% closest to the wire
].
timeout outermost means the deadline covers all retries, not each
attempt. circuit_breaker below retry means a tripped breaker stops
the retries too. concurrency innermost caps real connections.
Writing your own layer
Layers are the same shape as server middleware, so a one-off is just a
fun. This one stamps a request id on every outbound call:
StampId = fun(Req, Next) ->
    Id = integer_to_binary(erlang:unique_integer([positive])),
    Next(livery_client:set_header(<<"x-request-id">>, Id, Req))
end,
Client = livery_client:new(#{base_url => Base, stack => [StampId]}).
For the common cases reach for the sugar: livery_client:before/1
(transform the request), after_response/1 (transform the response),
wrap/1 (catch a downstream crash).
Streaming
For a large download, ask for a streamed response and read it chunk by
chunk instead of holding it all in memory:
{ok, Resp} = livery_client:request(Client, get, <<"/big.csv">>, #{stream => true}),
{stream, Reader} = livery_client:body(Resp),
{ok, All} = livery_client:read_body(Reader).
read_body/1 drains the whole body; to process as it arrives, loop with
read/2:
drain(Reader, Acc) ->
    case livery_client:read(Reader, 5000) of
        {ok, Chunk, Reader1} -> drain(Reader1, [Acc, Chunk]);
        {done, _}            -> {ok, iolist_to_binary(Acc)};
        {error, _} = E       -> E
    end.
To stream a request body, hand a producer that yields chunks:
Body = {stream, fun() -> next_chunk() end},   %% {ok, Chunk, NextFun} | eof
{ok, _} = livery_client:request(Client, post, <<"/upload">>, #{body => Body}).
A streamed (one-shot) request body is never retried, since its chunks
are already gone once sent; put retry on buffered calls.
Spread load across endpoints
When the service you call has several replicas, swap the single
base_url for a balance layer over a pool: it picks a replica per
request, leans away from loaded or failing ones, and fails over for you.
See Load-balance outbound requests.
Protocols and the transport
The default transport is livery_client_hackney, and hackney 4.2 speaks
HTTP/1.1, HTTP/2, and HTTP/3, so one client reaches all three (TLS, ALPN,
pooling, IPv6). Steer protocol and TLS details with adapter_opts:
livery_client:new(#{
    base_url     => <<"https://h3.example.com">>,
    adapter_opts => #{hackney => [{ssl_options, [{verify, verify_peer}]}]}
}).
The transport is a livery_client_adapter, the client-side dual of
livery_adapter. To front a different client, implement that behaviour
and pass adapter => your_module.
See also
	Tutorial: Call another service
	Concept: The middleware pipeline
	Concept: Adapters
	Reference: livery_client, livery_client_adapter



  

    How to load-balance outbound requests

The balance layer spreads your outbound calls across a pool of
endpoints, leans away from a slow replica, and stops sending to a dead
one until it recovers. You need it when the service you call runs as
several replicas and you want the client to do the balancing, with no
separate proxy in front.
Add a balance layer
Instead of a base_url, give the client a pool of endpoints and pass
paths. The layer picks an endpoint per request and supplies the host.
Client = livery_client:new(#{
    stack => [
        livery_client:retry(#{max => 3}),
        livery_client:balance(#{
            name      => users,
            endpoints => [
                <<"http://10.0.0.1:8080">>,
                <<"http://10.0.0.2:8080">>,
                <<"http://10.0.0.3:8080">>
            ]
        })
    ]
}),
{ok, Resp} = livery_client:get(Client, <<"/users/42">>),
200 = livery_client:status(Resp).
By default the layer uses power-of-two-choices: it samples two endpoints
and sends to the one with fewer in-flight requests, which resists piling
onto a slow node. Pass policy => round_robin for plain rotation.
Tune ejection and recovery
The balancer watches outcomes. An endpoint that fails eject_after
times in a row (default 5) is ejected from the pool for eject_for ms
(default 10000). A failure is any {error, _} or, by default, any
response with status >= 500, so a replica answering 503 is treated as
unhealthy even though the call technically returned. Override what counts
with fail_status:
livery_client:balance(#{
    name        => users,
    endpoints   => Endpoints,
    eject_after => 3,
    eject_for   => 5000,
    fail_status => [500, 502, 503, 504]
}).
Recovery is lazy and safe: once the cooldown passes, the next request is
leased as a single probe (an atomic compare-and-swap means only one
caller probes, even under load). If it succeeds the endpoint rejoins; if
it fails the endpoint stays out for another cooldown. Stack retry above
balance, as shown above, and that one probe failure is retried onto a
healthy endpoint, invisibly to the caller.
If every endpoint is ejected, a call returns {error, no_endpoint}.
Change the pool at runtime
When a deploy adds a replica, or a node drains, adjust the live pool
without rebuilding the client:
ok = livery_client:add_endpoint(users, <<"http://10.0.0.4:8080">>),
ok = livery_client:remove_endpoint(users, <<"http://10.0.0.1:8080">>).
The pool is identified by its name, so every client built with the same
name shares it. The endpoints list seeds the pool once, on first use;
after that your add/remove calls are authoritative and a later
request will not bring a removed endpoint back.
Resolve endpoints from discovery
endpoints can be a {Module, Arg} pair naming a livery_client_discover
provider instead of a fixed list. The shipped provider is static; a
custom one can resolve endpoints from DNS or a registry:
livery_client:balance(#{name => users, endpoints => {my_discovery, prod}}).
See also
	Guide: Make outbound HTTP requests
	Concept: The middleware pipeline
	Reference: livery_client, livery_client_balance, livery_client_discover



  

    How to use a cookie jar

The cookie_jar layer is the outbound twin of a browser's cookie store:
it keeps the cookies a response sets and sends the matching ones back on
later requests, so you never touch the Cookie header by hand. You need
it when the service you call uses cookies to carry state across requests,
a login that sets a session cookie, a CSRF token, an API that hands you a
cookie on the first call and expects it on the rest.
Add a cookie jar
Put cookie_jar() in the stack and reuse the same client across the
calls that should share cookies. A response that sets a cookie fills the
jar; the next request through that client carries it.
Client = livery_client:new(#{
    base_url => <<"https://api.example.com">>,
    stack    => [livery_client:cookie_jar()]
}),

%% Log in: the response sets a session cookie, the jar keeps it.
{ok, _} = livery_client:post(Client, <<"/login">>, json:encode(#{user => U, pass => P})),

%% Later calls through the same client send that cookie automatically.
{ok, Resp} = livery_client:get(Client, <<"/account">>),
200 = livery_client:status(Resp).
It stacks with the other layers like any of them, outermost-first:
stack => [
    livery_client:timeout(5000),
    livery_client:retry(#{max => 3}),
    livery_client:cookie_jar()
]
What the jar sends, and what it drops
The jar follows the client-side rules of RFC 6265, so it sends a stored
cookie only when it genuinely belongs on the request:
	host: a cookie set without a Domain is sent back only to the exact
host that set it; a Domain cookie also reaches its sub-domains.
	path: a cookie scoped to /admin goes to /admin and below, not to
/.
	secure: a Secure cookie is sent over https only, never plain
http.

When several cookies match, they are ordered longest-path-first in the
one Cookie header. A Cookie header you set yourself is kept, the jar
appends to it rather than clobbering it. Cookies expire on their own:
a Max-Age of 0 or a past Expires deletes the cookie, and expired
ones are dropped before each send.
Tune the jar
cookie_jar/1 takes options:
livery_client:cookie_jar(#{max_cookies => 500}).
	max_cookies caps how many cookies the jar holds (default 3000); past
the cap the oldest are evicted.
	store names the backing store module (default
livery_client_cookie_store_ets); see below.

Build the client where it will live
The default store is a public ETS table created by the constructor and
owned by the process that calls it. That table lives as long as its
owner, so build the client in a process that outlives the requests, your
supervision tree, a long-lived worker, an application's setup, not a
short-lived request process that takes the jar down with it when it
exits. Once built, the client value is safe to share: the table is
public, so any number of processes can issue requests through the same
jar at once.
Back the jar with something else
The jar keeps no cookies of its own. It reads and writes through the
livery_client_cookie_store behaviour, four callbacks over an opaque
handle:
-callback init(Opts :: map()) -> store().
-callback get(store()) -> [cookie()].
-callback put(store(), key(), cookie()) -> ok.
-callback delete(store(), key()) -> ok.
The default is the per-jar ETS table. To survive the building process,
share one store across clients, or push cookies into an external cache,
implement the behaviour over a supervised process and name it:
livery_client:cookie_jar(#{store => my_cookie_store}).
Cookies and keys are opaque to the store, it persists and returns them
without looking inside, so a custom store is only the four callbacks.
What it does not do
This is a deliberate subset for talking to services: no public suffix
list, no third-party-cookie policy, no persistence to disk. SameSite
is parsed but not enforced. For browser-grade behaviour you would layer
those on top.
See also
	Guide: Make outbound HTTP requests
	Guide: Use signed session cookies (the server side)
	Reference: livery_client, livery_client_cookie, livery_client_cookie_store



  

    How to propagate request IDs

livery_request_id gives every request a stable id that appears in
logs and on the response, and that clients can pin to track work
across services. You need it as soon as a request crosses more than
one log line or one service.
Add it to the stack
Stack = [
    {livery_request_id, undefined}
    %% ... other middleware and handler
].
livery_request_id:
	Looks at X-Request-ID on the inbound request.
	If present, reuses it.
	If absent, generates a 32-character lowercase hex id from
crypto:strong_rand_bytes/1.
	Stores it on #livery_req{} via livery_req:set_req_id/2.
	Echoes the same value on the response as X-Request-ID.

Read it from your code
my_handler(Req) ->
    Id = livery_req:req_id(Req),
    logger:info(#{event => start, request_id => Id}),
    livery_resp:text(200, <<>>).
Pass it to downstream calls
my_handler(Req) ->
    Id = livery_req:req_id(Req),
    {ok, _} = http_client:get("https://other/api",
                              [{<<"x-request-id">>, Id}]),
    livery_resp:empty(204).
When the downstream service also runs Livery with
livery_request_id, it honors the value and keeps the chain
consistent.
Place it first
livery_request_id should be the outermost entry in the stack so
every response carries the id, including ones produced by
short-circuiting middleware below it.
See also
	Reference: livery_request_id, livery_body_limit, livery_timeout, livery_access_log
	Guide: Log every request



  

    How to catch handler errors

When a handler crashes (error(badmatch), throw(_), division by
zero, etc.) you want a controlled response instead of a propagating
exit. Wrap the rest of the stack with livery_middleware:wrap/1 and
turn each class of failure into the response shape you want.
Wrap the stack
Stack = [
    {livery_request_id, undefined},
    livery_middleware:wrap(fun errors_to_resp/3),
    %% ... handler
].

errors_to_resp(throw, {validation, Why}, _Stack) ->
    livery_resp:text(400, Why);
errors_to_resp(error, {badkey, K}, _Stack) ->
    livery_resp:text(422,
        iolist_to_binary([<<"missing field: ">>, K]));
errors_to_resp(_Class, _Reason, _Stack) ->
    livery_resp:text(500, <<"internal error">>).
The wrapper catches throw, error, and exit from anything
downstream. Class is throw | error | exit.
Rely on the default without a wrapper
When a handler runs inside livery_req_proc (the worker the H1/H2/H3
adapters spawn), a crash is automatically mapped to
livery_resp:text(500, <<"internal server error">>). The wrapper is
for when you want a custom shape (validation errors as 400, business
errors as 422, etc.).
Catch errors in tests
livery_test_adapter:run/3 runs synchronously. Without a wrapper a
crash propagates up through the test process. Either:
	Add a wrapper in the stack you are testing, or
	Drive through livery_req_proc:start_link/1 to exercise the
default 500 mapping.

Use domain exceptions as control flow
Throw to short-circuit from deep inside the call tree:
authenticate(Req) ->
    case verify(Req) of
        {ok, U} -> U;
        error   -> throw({validation, <<"bad credentials">>})
    end.

show(Req) ->
    _User = authenticate(Req),
    livery_resp:json(200, payload()).
The wrap middleware turns the throw({validation, ...}) into a
400 without explicit handler-level error handling.
See also
	Reference: livery_middleware
	Tutorial: Compose a middleware stack



  

    How to cancel work when the client disconnects

A request sometimes triggers expensive work (an LLM inference, a long
query). You need this when the client disconnects mid-request: instead
of finishing the work for nobody, you want to stop it. Livery signals
the request handler when the client resets the stream or closes the
connection, across HTTP/1.1, HTTP/2, and HTTP/3. There are two ways to
react, depending on how your handler is shaped.
React in a streaming receive loop
A producer that streams tokens already loops on its data source. It
also matches the disconnect message, and stops when Emit reports a
failed send:
chat(Req) ->
    {ok, InferRef} = my_llm:start(prompt(Req)),   %% streams {token, InferRef, T}
    livery_resp:sse(200, fun(Emit) -> stream(Emit, InferRef) end).

stream(Emit, InferRef) ->
    receive
        {token, InferRef, T} ->
            case Emit(#{data => T}) of
                ok         -> stream(Emit, InferRef);
                {error, _} -> my_llm:cancel(InferRef)   %% send failed: client gone
            end;
        {done, InferRef} ->
            ok;
        {livery_disconnect, _Ref, _Reason} ->            %% explicit disconnect
            my_llm:cancel(InferRef)
    end.
{livery_disconnect, _, _} is delivered to the handler's process; the
Emit error return is a second backstop. Chunked, SSE, and NDJSON
producers all propagate the send error now, so returning {error, _}
from the producer also stops the terminal write.
React from a blocking handler
A handler that blocks in a NIF cannot loop. Register a cancel
callback; Livery runs it in a separate process the moment the client
disconnects, so the NIF is signalled even though the handler is busy:
complete(Req) ->
    {ok, InferRef} = my_llm:new(),
    ok = livery_req:on_disconnect(Req, fun() -> my_llm:cancel(InferRef) end),
    livery_resp:json(200, my_llm:infer_blocking(InferRef, prompt(Req))).
on_disconnect/2 returns immediately. The callback runs at most
once, only on a real disconnect (never on normal completion),
and on the test adapter it is a no-op (handler unit tests are
unaffected).
Notes
	Default is signal-only: Livery does not kill your handler. It runs
any cleanup it likes, then returns. A handler that ignores the
signal keeps running.
	HTTP/1.1 is half-duplex. A disconnect is detected when the
connection closes (via the connection monitor) or when a send
fails; a paused streaming response that never sends again may not
notice until the connection drops. H2 and H3 multiplex, so a
reset/close is detected promptly.
	livery_req:disconnect_tag/0 returns the message tag
(livery_disconnect) for guard-style matching.

See also
	Reference: livery_req (on_disconnect/2), livery_resp
	Guide: Return a streaming response,
Serve MCP tools



  

    How to enable CORS

livery_cors is a middleware that adds Cross-Origin Resource Sharing
headers to your responses and answers preflight OPTIONS requests. You
need it when a browser app served from another origin calls your API:
without these headers the browser blocks the response.
Add it to the stack
Every config key is optional. The default allows any origin:
Stack = [
    {livery_cors, #{
        origins => [<<"https://app.example.com">>],
        methods => [<<"GET">>, <<"POST">>],
        headers => mirror,            %% echo Access-Control-Request-Headers
        expose  => [<<"x-total-count">>],
        credentials => true,
        max_age => 600
    }}
    %% ... handler
].
A preflight (OPTIONS carrying Access-Control-Request-Method) is
answered directly with 204 and the Access-Control-Allow-* headers;
your handler never runs. A normal request runs the handler, then the CORS
headers are added to its response.
Match origins
origins => '*'                                  %% any origin (default)
origins => [<<"https://a.test">>, <<"https://b.test">>]
origins => fun(Origin) -> is_tenant_origin(Origin) end
When the origin is not allowed, no Access-Control-Allow-Origin is
emitted and the browser blocks the response.
Use credentials
Access-Control-Allow-Origin: * is invalid with credentials. When you set
credentials => true, livery_cors echoes the request Origin instead
of * and adds Access-Control-Allow-Credentials: true.
Notes
	Vary is set for you so shared caches stay correct. Vary: Origin is
added to every response whose output depends on the origin (any config
except a plain non-credentialed '*'), and mirroring preflights also add
Vary: Access-Control-Request-Headers. Existing Vary tokens are never
duplicated.
	A plain origins => '*' without credentials is origin-independent, so no
Vary is added.

See also
	Reference: livery_cors, livery_security_headers
	Guide: Set security headers
	Guide: Write a custom middleware



  

    How to set security headers

livery_security_headers is a middleware that adds baseline
hardening headers to responses (X-Content-Type-Options,
X-Frame-Options, Referrer-Policy, Strict-Transport-Security,
optionally Content-Security-Policy). You need it when you want
these defaults applied across your service without setting them in
every handler.
Add it to the stack
With no config it applies sensible defaults:
Stack = [
    {livery_security_headers, #{}}
    %% ... handler
].
Defaults emitted:
	X-Content-Type-Options: nosniff
	X-Frame-Options: DENY
	Referrer-Policy: no-referrer
	Strict-Transport-Security: max-age=31536000; includeSubDomains
(HTTPS / TLS requests only)

HSTS only on secure requests
Strict-Transport-Security is meaningless over plain HTTP, so it is
emitted only when the request is secure (scheme is https or TLS
info is present). Tune or disable it:
{livery_security_headers, #{
    hsts => #{max_age => 63072000, include_subdomains => true, preload => true}
}}

{livery_security_headers, #{hsts => false}}  %% never send HSTS
Content-Security-Policy is opt-in
A wrong CSP breaks pages, so there is no default. Set it explicitly:
{livery_security_headers, #{csp => <<"default-src 'self'">>}}
Override per header
Any key set to a value replaces the default; set it to false to drop
that header entirely:
{livery_security_headers, #{
    frame_options => <<"SAMEORIGIN">>,
    referrer_policy => false
}}
Notes
	A header the handler already set on the response is preserved, so a
handler can override any of these per response.

See also
	Reference: livery_security_headers, livery_cors
	Guide: Enable CORS
	Guide: Write a custom middleware



  

    How to compress responses

livery_compress is a middleware that compresses response bodies when
the client supports it. You need it when you want gzip or deflate
without touching every handler.
Add it to the stack
gzip and deflate are built in:
Stack = [
    {livery_compress, #{}}
    %% ... handler
].
It reads the request Accept-Encoding, picks a codec the client
accepts, compresses the response body, and sets Content-Encoding plus
Vary: Accept-Encoding. A client that sends no Accept-Encoding (or
none the server has) gets the response uncompressed, so any HTTP client
works: those that advertise gzip decode it transparently, the rest get
identity.
Control what gets compressed
Eligible responses are {full, _} bodies at least min_size bytes and
{chunked, _} streams, with a compressible Content-Type and no
existing Content-Encoding. SSE, file, empty, and upgrade responses
pass through untouched.
{livery_compress, #{
    min_size => 1024,                       %% default; full bodies only
    types => [<<"text/">>, <<"application/json">>]  %% compressible prefixes
}}
Content-Type matching is case-insensitive and ignores parameters, so
Application/JSON; charset=utf-8 is compressed.
Set server preference
A coding is acceptable when its Accept-Encoding q-value is greater
than zero (q=0 rejects). Among acceptable codings the SERVER decides
which to use, in the order of the codec list; client q-weights are only
an accept/reject filter. Control the order with codecs:
{livery_compress, #{codecs => [livery_codec_gzip]}}   %% gzip only
Add more codecs
livery_compress negotiates over livery_codec:registered(), which is
[livery_codec_gzip, livery_codec_deflate] plus any codec a separate
app registered. A codec app implements the livery_codec behaviour and
calls livery_codec:register(Module) at its own start; it is then
negotiated automatically (e.g. a future livery_brotli advertising
br). The built-ins are always present and cannot be displaced by
registration.
See also
	Reference: livery_compress, livery_codec, livery_codec_gzip,
livery_codec_deflate
	Guide: Enable CORS
	Guide: Set security headers



  

    How to add HTTP caching (ETag and Cache-Control)

You want clients and CDNs to revalidate cheaply: hold a copy, send
If-None-Match, and get a bodyless 304 Not Modified when nothing
changed, plus a way to set Cache-Control. Add livery_etag to the
stack: it gives a strong ETag to cacheable GET/HEAD responses and
answers 304 on a matching If-None-Match.
Add it to the stack
Stack = [
    {livery_etag, #{}}
    %% ... handler
].
A first request returns 200 with an ETag; a later request that
sends that ETag in If-None-Match gets a 304 with no body.
Set your own ETag and Cache-Control
The middleware computes an ETag automatically from {full, _} bodies
that don't already have one. A handler can set its own (respected on
any body type, including file/chunked):
show(Req) ->
    Resp = livery_resp:json(200, render(Req)),
    R1 = livery_resp:with_etag(<<"post-42-v3">>, Resp),     %% -> ETag: "post-42-v3"
    livery_resp:with_cache_control([public, {max_age, 300}], R1).
with_cache_control/2 takes a verbatim binary or a directive list
(no_cache, no_store, public, private, immutable,
must_revalidate, proxy_revalidate, no_transform, {max_age, N},
{s_maxage, N}, {stale_while_revalidate, N}, {stale_if_error, N}).
Tune the options
{livery_etag, #{
    auto => true,        %% auto-hash full bodies without an ETag (default)
    weak => false,       %% auto ETags are strong "..."; true emits W/"..."
    statuses => [200]    %% statuses eligible for ETag/304 (default [200])
}}
With auto => false the middleware only acts on handler-set ETags.
Place it relative to compression
Put livery_etag OUTSIDE livery_compress (earlier in the stack
list) so the ETag covers the bytes actually sent on the wire:
Stack = [{livery_etag, #{}}, {livery_compress, #{}} | Rest].
If you place it inside compression, the ETag is computed from the
uncompressed body; rely on Vary: Accept-Encoding (which
livery_compress already sets) so caches keep per-encoding variants
distinct.
Notes
	If-None-Match: * matches any current representation; weak
comparison (RFC 9110) is used, so W/"x" and "x" match.
	The 304 is bodyless and drops content-* headers while
preserving ETag, Cache-Control, and Vary.
	Only GET/HEAD are handled; unsafe-method preconditions (412)
are out of scope.

See also
	Reference: livery_etag, livery_resp (with_etag/2,
with_cache_control/2)
	Guide: Compress responses



  

    How to generate OpenAPI docs and validate requests

Livery can turn your route metadata into an OpenAPI 3.1 spec, serve a
browsable docs page from it, and reject malformed request bodies. You
need this when you want a machine-readable contract for your routes and
automatic validation against it.
Generate the spec
livery_openapi:build/1 turns route metadata into an OpenAPI 3.1
document. Livery path templates (:param, *wildcard) become {param}
and gain synthesised path parameters:
Doc = livery_openapi:build(#{
    info   => #{title => <<"My API">>, version => <<"1.0.0">>},
    routes => [
        {<<"GET">>, <<"/users/:id">>, {users, show},
         #{summary   => <<"Fetch a user">>,
           responses => #{200 => #{description => <<"the user">>}}}}
    ]
}).
Serve it as JSON with livery_openapi:handler/1, mounted at
/openapi.json:
{<<"GET">>, <<"/openapi.json">>, livery_openapi:handler(Doc)}
Serve a docs UI
Both UIs are self-contained HTML pages that load the spec from a URL; the
JS bundles come from a CDN, so no static files are needed. Pick one:
%% Redoc
{<<"GET">>, <<"/docs">>, livery_openapi:redoc_handler()}

%% Swagger UI
{<<"GET">>, <<"/docs">>, livery_openapi:swagger_ui_handler()}
Pass a custom spec URL to either: redoc_handler(<<"/v2/openapi.json">>).
Validate request bodies
livery_openapi_validate rejects bodies that do not match a schema with
422, and stores the decoded body under meta(body, _) on success:
Schema = #{
    type     => <<"object">>,
    required => [<<"email">>],
    properties => #{
        <<"email">> => #{type => <<"string">>, pattern => <<"@">>},
        <<"age">>   => #{type => <<"integer">>, minimum => 0}
    },
    additionalProperties => false
}.

Stack = [{livery_openapi_validate, #{body_schema => Schema}}],
Supported keywords cover type (single or a list), enum, const, the
numeric bounds (minimum/maximum/exclusive*/multipleOf), string
minLength/maxLength/pattern, object
required/properties/additionalProperties/min/maxProperties,
array items/min/maxItems/uniqueItems, and the
allOf/anyOf/oneOf combinators. A 422 body lists each failure as
{path, error}.
See also
	Reference: livery_openapi, livery_openapi_validate
	Concept: Routing



  

    How to serve MCP tools

livery_mcp:handler/1 exposes tools, resources, and prompts to MCP
clients (Claude, IDEs, agents) over the MCP Streamable HTTP
transport. You need it when you want those clients to reach your
tools alongside your other routes, on the same Livery service.
Mount the handler
The handler bridges Livery to the barrel_mcp protocol engine.
Livery owns the wire (H1/H2/H3, router, middleware); the engine
handles the MCP protocol (POST requests, GET SSE streams, DELETE
session termination). Mount it at /mcp:
Mcp = livery_mcp:handler(#{session_enabled => true}),
Router = livery_router:compile([
    {<<"POST">>,   <<"/mcp">>, Mcp},
    {<<"GET">>,    <<"/mcp">>, Mcp},
    {<<"DELETE">>, <<"/mcp">>, Mcp},
    {<<"OPTIONS">>,<<"/mcp">>, Mcp}
]),
livery:start_service(#{
    https  => #{port => 8443, cert => Cert, key => Key},
    router => Router
}).
Register tools
Tools live in the shared barrel_mcp_registry. Register them with
barrel_mcp's own API; livery_mcp does not wrap it:
ok = barrel_mcp:reg_tool(<<"echo">>, my_tools, echo, #{
    description  => <<"Echo a value back">>,
    input_schema => #{
        <<"type">> => <<"object">>,
        <<"properties">> => #{<<"value">> => #{<<"type">> => <<"string">>}}
    }
}).

%% my_tools:echo/1 receives the decoded arguments map.
echo(#{<<"value">> := V}) -> <<"echo: ", V/binary>>.
The barrel_mcp application starts automatically as a Livery
dependency, so the registry is ready once your release boots.
Options
handler/1 accepts a map:
	Key	Default	Meaning
	session_enabled	true	Use Mcp-Session-Id sessions
	auth	none	A barrel_mcp auth provider config
	allowed_origins	any	any or a list of allowed Origins
	allow_missing_origin	true	Accept requests with no Origin
	resource_metadata	none	OAuth protected-resource-metadata

For public deployments, set allowed_origins to your client
origins to guard against DNS-rebinding.
Notes
	The handler writes the response straight to the wire and returns
the taken_over sentinel, so do not stack response-mutating
middleware after it.
	The same handler serves all three protocols; mount it once on a
multi-protocol service and MCP rides H2/H3 automatically.

See also
	Reference: livery_mcp, and the barrel_mcp docs for the tool/
resource/prompt registry and auth providers.
	Concept: Routing



  

    How to serve WebTransport

livery_wt:upgrade/3 accepts a WebTransport session (bidi/uni
streams and datagrams) on an extended-CONNECT request and hands the
stream to the webtransport library. You need it when a client
wants a low-latency bidirectional channel over HTTP/3 (or HTTP/2),
driven by a handler you implement (webtransport_handler
behaviour).
Advertise the settings and upgrade
The listener must advertise the WebTransport settings. Merge
webtransport:h3_settings/0 (H3) or webtransport:h2_settings/0
(H2) into the listener options; the adapter forwards the SETTINGS,
datagram support, and stream routing to the wire library:
Handler = fun(Req) -> livery_wt:upgrade(Req, my_wt_handler, #{}) end,
Opts = maps:merge(webtransport:h3_settings(), #{
    cert => Cert, key => Key, stack => [], handler => Handler
}),
{ok, _} = livery_h3:start(Opts).
WebTransport runs over H3 and H2 (RFC 9220 extended CONNECT). On
H1, upgrade/3 returns 501.
Implement the session handler
my_wt_handler implements the webtransport_handler behaviour
(from erlang-webtransport). An echo handler:
-module(my_wt_handler).
-behaviour(webtransport_handler).
-export([init/3, handle_stream_fin/4, handle_datagram/2]).

init(Session, _Req, _Opts) -> {ok, #{session => Session}}.

handle_stream_fin(StreamId, bidi, Data, State) ->
    {ok, State, [{send, StreamId, Data, fin}]};
handle_stream_fin(_StreamId, uni, _Data, State) ->
    {ok, State}.

handle_datagram(Data, State) ->
    {ok, State, [{send_datagram, Data}]}.
Notes
	On success upgrade/3 returns the taken_over sentinel; the
session belongs to the webtransport process after that, so do
not stack response-mutating middleware after it.
	Requires webtransport >= 0.2.3 (so accept/4 works from
Livery's per-request worker process).
	See livery_wt_SUITE for an end-to-end bidi-stream and datagram
echo over H3.

See also
	Reference: livery_wt, and the erlang-webtransport docs for
the session API and handler behaviour.
	Concept: Adapters



  

    How to shut down gracefully

On deploy or scale-down you want to stop a service without cutting
off requests that are mid-flight: finish them, refuse new ones, then
close. livery:drain/2 does this, where livery:stop_service/1
would cut in-flight requests off.
Drain instead of stopping
{ok, Pid} = livery:start_service(#{http => #{port => 8080}, router => R}),
%% ... serving ...
ok = livery:drain(Pid, #{timeout => 30000}).
drain/2:
	Stops accepting: closes the listen sockets so no new
connections are taken. Connections already open keep serving.
	Waits up to timeout (default 30s) for the requests already
in flight to finish.
	Stops the service.

It returns ok once everything drained, or {error, timeout} if
the window elapsed with requests still running. Either way the
service is stopped when drain/2 returns.
livery:stop_service/1 remains the immediate, non-graceful stop; it
cuts off in-flight requests.
Wire it into shutdown
Call drain/2 from your application's stop/1, or from a SIGTERM
handler, before the node halts:
stop(_State) ->
    _ = livery:drain(whereis(my_service), #{timeout => 25000}),
    ok.
Pick a timeout shorter than your orchestrator's kill grace period
(e.g. Kubernetes terminationGracePeriodSeconds) so the drain
finishes before a hard kill.
Notes
	In-flight requests are counted node-wide (every request runs under
one shared supervisor). On a single-service node this is exactly
that service's requests; on a multi-service node drain/2 waits
for all of them. livery_drain:in_flight/0 reports the current
count.
	"Stop accepting" closes the listen socket; it does not send GOAWAY
on existing keep-alive connections, so a client reusing an open
connection can still send one more request until the drain
completes.

See also
	Concept: Request lifecycle
	Reference: livery_drain, livery



  

    How to add health and readiness checks

An orchestrator (Kubernetes, a load balancer) needs liveness and
readiness probes: is the process up, and is it ready to take
traffic? Mount the livery_health handlers on routes to answer both.
Mount the handlers
R0 = livery_router:new(),
R1 = livery_router:add('GET', <<"/healthz">>, livery_health:live(), #{}, R0),
R2 = livery_router:add(
    'GET', <<"/readyz">>,
    livery_health:ready([
        {<<"db">>, fun() -> my_db:ping() end},
        {<<"cache">>, fun() -> my_cache:ping() end}
    ]),
    #{}, R1
).
Liveness
livery_health:live() always answers 200 {"status":"ok"}. Use it
for the liveness probe; it only signals that the process is running.
Readiness
livery_health:ready(Checks) runs each {Name, Fun} check. A check
passes when its Fun() returns ok; any other return or a raised
exception counts as a failure.
	All pass -> 200 {"status":"ok"}.
	Any fail -> 503 {"status":"unavailable","failed":["db"]} listing
the failed names.

Notes
	ready([]) is always ready.
	Checks run synchronously in the request process, so keep them fast
(wrap slow dependencies with your own timeout).

See also
	Reference: livery_health
	Guide: Export Prometheus metrics



  

    How to export Prometheus metrics

When you run a service in production you want Prometheus to scrape
its metrics at /metrics. Livery records HTTP server metrics
through the livery_instrument_metrics middleware and exposes them
with the livery_metrics handler. You add the middleware to the
stack and mount the handler on a route.
Add the middleware and mount the handler
R1 = livery_router:add('GET', <<"/metrics">>, livery_metrics:handler(), #{}, R0),
livery:start_service(#{
    router => R1,
    middleware => [{livery_instrument_metrics, #{}}]
}).
GET /metrics returns the registered metrics in Prometheus text
format with Content-Type: text/plain; version=0.0.4; charset=utf-8.
What is exported
livery_instrument_metrics records the OpenTelemetry HTTP server
metrics:
	http.server.active_requests (gauge): concurrent in-flight
requests.
	http.server.request.duration (histogram, seconds): request
latency with _bucket/_sum/_count series.

Any other metric your app registers via the instrument library is
exported too. livery_metrics:handler() renders the whole
instrument registry.
Notes
	Metric names are exposed verbatim, so the dots in the
OpenTelemetry names are preserved.

See also
	Reference: livery_metrics, livery_instrument_metrics
	Guide: Add health and readiness checks



  

    How to test handlers without a socket

livery_test_adapter:run/3 runs a synthetic request through a
stack and handler and captures the emitted response. You need it
when you want fast unit tests for a handler or a stack, without
binding ports, without HTTP clients, without docker.
Run a request through a handler
ok_test() ->
    Cap = livery_test_adapter:run(
        [], fun my_handler:show/1,
        #{method => <<"GET">>, path => <<"/items/1">>,
          bindings => #{<<"id">> => <<"1">>}}),
    ?assertEqual(200, livery_test_adapter:status(Cap)),
    ?assertEqual(<<"application/json">>,
                 livery_test_adapter:header(<<"content-type">>, Cap)).
Build a request spec
The spec map accepts any #livery_req{} field. Defaults: GET on /
over h1.
#{
    method   => <<"POST">>,
    path     => <<"/items">>,
    raw_query => <<"draft=true">>,
    headers  => [{<<"content-type">>, <<"application/json">>}],
    bindings => #{<<"id">> => <<"42">>},
    body     => {buffered, <<"{\"name\":\"saw\"}">>},
    peer     => {{127,0,0,1}, 4242}
}
Inspect the response
	Accessor	Returns
	livery_test_adapter:status/1	100..599 | undefined
	livery_test_adapter:headers/1	[{binary(), binary()}]
	livery_test_adapter:header/2	one header value or undefined
	livery_test_adapter:body/1	concatenated body as binary()
	livery_test_adapter:body_chunks/1	individual chunks as [iodata()]
	livery_test_adapter:trailers/1	trailers or undefined
	livery_test_adapter:reset_reason/1	reset reason if the stream was aborted
	livery_test_adapter:end_stream/1	boolean, true after the final frame

Spawn a worker when run/3 is not enough
Spawn through livery_req_proc if you need the per-request worker
semantics: 500-on-crash, body-message routing via mailbox,
multi-request concurrency.
{ok, Pid} = livery_req_proc:start_link(#{
    adapter => livery_test_adapter,
    stream => Stream,
    req => Req,
    stack => Stack,
    handler => Handler
}),
wait_for_exit(Pid),
Cap = livery_test_adapter:capture(Stream).
See Testing handlers for the
four test levels and when to use each.
Drive body messages
Streaming handlers receive body chunks. Feed them through the
test adapter helper:
Stream = livery_test_adapter:new_stream(Tab),
Ref = make_ref(),
livery_test_adapter:feed_body(Ref, Pid, {data, <<"chunk">>}),
livery_test_adapter:feed_body(Ref, Pid, eof).
See also
	Reference: livery_test_adapter
	Tutorial: Test your handlers



  

    How to migrate from Cowboy

This guide maps Cowboy's request, routing, and streaming APIs onto their
Livery counterparts. You need it when you have a service running on Cowboy
and you want to move it to Livery without rewriting handlers from scratch.
Mapping table
	Cowboy	Livery
	cowboy:start_clear/3, cowboy:start_tls/3	livery:start_service/1
	cowboy_router:compile/1	livery_router:compile/1
	Handler init(Req, Opts) -> {ok, Req, Opts}	fun(Req) -> Resp
	cowboy_req:method/1	livery_req:method/1
	cowboy_req:header/2,3	livery_req:header/2,3
	cowboy_req:bindings/1	livery_req:bindings/1
	cowboy_req:read_body/1,2	livery_body:read_all/2 (after stream body)
	cowboy_req:reply/2,3,4	livery_resp:text/2, :json/2, :empty/1, builders
	cowboy_req:set_resp_header/3	livery_resp:with_header/3
	cowboy_req:stream_reply/2,3 + stream_body/3	livery_resp:stream/3 with Emit
	cowboy_loop + init/2 + info/3 + terminate/3	livery_resp:stream/3 with receive inside the producer
	cowboy_stream access log handler	livery_access_log middleware
	cowboy_middleware modules	livery_middleware modules
	cowboy_req:read_body/2 with length	livery_body_limit middleware + livery_body:read_all/2

Step-by-step
1. Convert one plain handler
Cowboy:
init(Req0, Opts) ->
    Body = json:encode(#{ok => true}),
    Req1 = cowboy_req:reply(200, json_headers(), Body, Req0),
    {ok, Req1, Opts}.
Livery:
handle(_Req) ->
    livery_resp:json(200, json:encode(#{ok => true})).
No init, no Opts, no Req0/Req1 threading.
2. Convert a streaming cowboy_loop handler
Cowboy:
init(Req0, Opts) ->
    Req1 = cowboy_req:stream_reply(200, ndjson_headers(), Req0),
    pipeline:subscribe(self(), Opts),
    {cowboy_loop, Req1, Opts, hibernate}.

info({progress, P}, Req, State) ->
    Line = [json:encode(#{pct => P}), <<"\n">>],
    cowboy_req:stream_body(Line, nofin, Req),
    {ok, Req, State, hibernate};
info(done, Req, State) ->
    cowboy_req:stream_body(<<>>, fin, Req),
    {stop, Req, State}.
Livery:
handle(_Req) ->
    livery_resp:stream(200, ndjson_headers(), fun(Emit) ->
        pipeline:subscribe(self()),
        loop(Emit)
    end).

loop(Emit) ->
    receive
        {progress, P} ->
            Emit([json:encode(#{pct => P}), <<"\n">>]),
            loop(Emit);
        done ->
            ok
    end.
The producer fun runs in the per-request process. It can receive
between emits and hibernate during idle stretches the same way
cowboy_loop does, with one function instead of a three-callback state
machine.
3. Convert the access log stream handler
Cowboy registers a custom cowboy_stream handler module for access
logging. In Livery the equivalent is a middleware:
Stack = [
    {livery_request_id, undefined},
    {livery_access_log, #{}}
    %% ...
].
livery_access_log emits one structured logger entry per request with
method, path, status, duration, and request id.
4. Convert the listener
Cowboy:
{ok, _} = cowboy:start_clear(my_listener,
    [{port, 8080}],
    #{env => #{dispatch => Dispatch},
      middlewares => [cowboy_router, cowboy_handler],
      stream_handlers => [my_access_log, cowboy_stream_h]}).
Livery:
{ok, _} = livery:start_service(#{
    http  => #{port => 8080},
    router => Router,
    middleware => Stack
}).
The H1/H2/H3 adapters are wired, so the same handler set serves all three
protocols from one start_service/1 call. You can also drive handlers in
EUnit through livery_test_adapter:run/3.
Validated against Cowboy
examples/livery_example_migration.erl is the "after" side of this
guide: a plain handler, a small REST resource, SSE, a streaming
(cowboy_loop) replacement, and a WebSocket echo, all in Livery.
test/livery_cowboy_parity_SUITE.erl runs that exact handler set behind
both a live Cowboy listener and Livery and diffs the observable behaviour
(status, content-type, body, framing) over H1, then drives the same
Livery handlers over H2 and H3 to show the protocol upgrade Cowboy cannot
give you. The mappings in this guide are enforced by that suite.
Cowboy concepts that do not move
	cowboy_rest: there is no equivalent. Use plain handlers with
livery_ext extractors. A REST helper module is not on the current
roadmap.
	cowboy_req:cast/2: not needed. The request process owns its state;
send a message to livery_req:engine_pid/1 or use application-level
pub/sub.
	cowboy_stream custom handlers: replaced by middleware. There is no
second extension point.

See also
	Concept: Architecture
	Tutorial: Your first service
	Example: examples/livery_example_migration.erl and
test/livery_cowboy_parity_SUITE.erl



  

    Architecture

This page explains the overall shape of Livery: how the pieces fit
together and why they are split the way they are. Read it when you
want a mental model of where your code runs before you dive into any
single part. Livery is one OTP application that sits on top of three
external wire libraries and exposes one developer-facing surface, so
you write your handlers once and they serve every protocol.
                 ┌─────────────────────┐
                 │       livery        │
                 │  service runtime    │
                 └──────────┬──────────┘
                            │
        ┌───────────────────┼───────────────────┐
        │                   │                   │
   livery_h1           livery_h2           livery_h3
    over h1            over h2           over quic_h3
        │                   │                   │
        └───────────────────┼───────────────────┘
                            │
                     router + middleware
                            │
        ┌───────────────────┼───────────────────┐
        │                   │                   │
      REST               MCP              streaming/SSE
    OpenAPI          Streamable HTTP       WebSocket, WT
The two layers
Wire layer. h1, h2, quic, ws are independent hex
packages. They own framing, HPACK, QPACK, QUIC state, TLS, flow
control, and the WebSocket codec. Livery does not reimplement any
of this.
Developer layer. Livery owns the request value, response
value, router, middleware, extractors, body reader, per-request
process, service runtime, observability, auth, OpenAPI, MCP, and
WebTransport integration.
One app, three adapters
livery:start_service/1 brings up H3 on UDP, H2 on TLS,
and H1 on TCP under one supervisor. All three feed into the same
router and the same middleware stack. Responses on H1 and H2 carry
Alt-Svc: h3=":443" so clients can race and upgrade.
Adapters are translators:
	Adapter callback	Job
	start/3	hand a listener spec to the wire library
	send_headers/4	emit status + headers (with end_stream hint)
	send_data/3	emit body bytes
	send_trailers/2	emit trailers and close the send half
	reset/2	abort a stream with a protocol-specific reason
	peer_info/1	report peer address, TLS info, ALPN
	capabilities/1	report trailers, extended_connect, datagrams, capsules

No state machine, no buffering, no framing. The adapter answers
"how do I make this engine emit headers".
Per-request process
For each inbound request the adapter spawns a short-lived worker via
livery_req_sup:start_request/1. The worker:
	Owns the body reference and receives {livery_body, Ref, _}
messages from the adapter.
	Runs the middleware stack and handler via livery:dispatch/3.
	Walks the response variant via livery:emit/3 into the
adapter's send_* callbacks.
	Exits when done.

The listener process is never blocked on a slow handler: it handed the
request to its own worker and moved on. Crashes are mapped to 500 and
the worker exits normally. The request lifecycle
page follows this path step by step.
What this enables
	Handlers see one request value regardless of protocol.
	Bug fixes in framing or congestion control land in h1/h2/quic
as dep bumps, not Livery patches.
	A future protocol needs only a new adapter implementing the same
callbacks; the router, middleware, and handlers do not change.

See also
	Adapters - the behaviour in detail
	Request lifecycle - message flow
	Tutorial: Build a complete service
	Long-form: design.md



  

    Request and response model

This page explains how Livery models a request and a response, and why
that model is shaped the way it is. Read it once early: most of what you
write touches these two values. A handler in Livery is a plain function:
it takes one request value and returns one response value. No mutable
request object, no response handle you write into, no init/2 and reply
tuple. One value in, one value out. That is the whole model, and it is
why handlers are easy to test (you build a request, you check the
response) and safe to pass between processes.
greet(Req) ->
    Name = livery_req:binding(<<"name">>, Req),
    livery_resp:text(200, [<<"hello, ">>, Name]).
Requests are values
A request is an immutable #livery_req{} record. You read it through
livery_req accessors and, in middleware, derive a new value with the
setters and pass it on with Next(Req1). The fields:
	Field	Type	Source
	protocol	h1 | h2 | h3	adapter
	method	binary()	adapter
	scheme	binary()	adapter (<<"http">>/<<"https">>)
	authority	binary()	adapter (host:port)
	path	binary()	adapter
	raw_query	binary()	adapter
	bindings	#{binary() => binary()}	router
	headers	[{binary(), binary()}]	adapter (lowercased names)
	peer	{ip, port} | undefined	adapter
	tls	map() | undefined	adapter
	body	empty | {buffered, _} | {stream, _}	adapter
	req_id	binary()	middleware (e.g. livery_request_id)
	meta	map()	middleware

Reading the common things looks like this:
Method = livery_req:method(Req),                       %% <<"POST">>
Id     = livery_req:binding(<<"id">>, Req),            %% from /things/:id
Accept = livery_req:header(<<"accept">>, Req),         %% undefined if absent
Page   = livery_ext:query(<<"page">>, Req).            %% query string param
meta is your extension point. Use livery_req:set_meta/3 and
livery_req:meta/2,3 to carry values without growing the record (see
"Threading values" below).
Reading the body
The body is one of three shapes, and the adapter chooses which:
	empty - there is no body.
	{buffered, IoData} - the adapter already has it in memory.
	{stream, Reader} - pull it with livery_body.

The socket adapters deliver {stream, Reader}, so read it to the end
before decoding. Accepting {buffered, _} too means the same handler
also runs under the in-memory test adapter:
read_json(Req) ->
    Bin =
        case livery_req:body(Req) of
            {stream, Reader}   -> {ok, B, _} = livery_body:read_all(Reader), B;
            {buffered, IoData} -> iolist_to_binary(IoData);
            empty              -> <<>>
        end,
    try {ok, json:decode(Bin)} catch _:_ -> {error, invalid_json} end.
For huge bodies you can stream rather than buffer; see
Streaming and backpressure.
Responses are values
A response is an immutable #livery_resp{}. You build one with a
livery_resp constructor and, if needed, adjust it with the setters. The
constructor encodes the body variant, and livery:emit/3 walks that
variant into adapter calls:
	Body variant	Built by	Emission
	empty	empty/1	one send_headers, stream ended
	{full, IoData}	json/2, text/2, html/2	headers + body (coalesced where possible)
	{chunked, Producer}	stream/3	headers + repeated send_data
	{sse, Producer}	sse/2,3	as chunked, with SSE framing
	{file, Path, Range}	file/2,3	sendfile where supported
	{upgrade, ws | wt, _}	upgrade/2	handed to livery_ws/livery_wt

Which constructor, when:
	Situation	Use
	JSON API reply	livery_resp:json/2
	plain text / health check	livery_resp:text/2
	an HTML page	livery_resp:html/2
	created a resource, point at it	json/2 + livery_resp:with_header/3 (location)
	nothing to return (204, etc.)	livery_resp:empty/1
	send the caller elsewhere	livery_resp:redirect/2
	a file on disk	livery_resp:file/2
	a live or unbounded body	stream/3, sse/2, ndjson/2

A created-resource reply, lifting the location into a variable (a binary
with an embedded comma would otherwise read oddly):
create(Req) ->
    Note = save(Req),
    Id = maps:get(<<"id">>, Note),
    Location = <<"/notes/", Id/binary>>,
    Resp = livery_resp:json(201, json:encode(Note)),
    livery_resp:with_header(<<"location">>, Location, Resp).
Headers are lowercased on construction and on with_header/3 /
append_header/3, so later lookups are case-direct.
Threading values from middleware to handler
When a middleware computes something the handler needs (the
authenticated user, a parsed body, a trace id), it stores it in meta
and the handler reads it back. Nothing mutates; each stage passes a new
request forward.
%% in a middleware's call/3
authenticate(Req, Next) ->
    User = lookup_user(Req),
    Next(livery_req:set_meta(user, User, Req)).

%% in the handler
profile(Req) ->
    User = livery_req:meta(user, Req),
    livery_resp:json(200, json:encode(User)).
Config vs meta
These two look similar but do opposite jobs, so keep them straight:
	config is service-wide and set once at startup: a DB pool, a
cache, settings. The same value for every request, read-only, via
livery_req:config/1. See
Share config across handlers.
	meta is per-request scratch a middleware writes for this one
request: the authenticated user, a trace id, a parsed body, via
livery_req:set_meta/3 and meta/2.

If you find yourself putting a database pool in meta, you want
config; if you put the current user in config, you want meta.
Extractors
livery_ext is a thin typed layer over the accessors. It returns a value
or {error, Reason}, so you can pattern-match the good case:
	Extractor	Returns
	livery_ext:json/1	{ok, Term} | {error, _}
	livery_ext:form/1	{ok, [{Key, Value}]} | {error, _}
	livery_ext:query/2	binary() | undefined
	livery_ext:header/2	binary() | undefined
	livery_ext:bearer_token/1	binary() | undefined

livery_ext:json/1 works on a buffered body; for a streamed body read it
with livery_body first, as shown above.
See also
	Tutorial: Your first service
	Tutorial: Build a complete service
	Guide: Parse a JSON body
	Reference: livery_req, livery_resp, livery_ext



  

    The middleware pipeline

This page explains what middleware is in Livery, the shape it takes, and
why it is a continuation over values rather than a mutable response you
write into. Read it when you have cross-cutting work to add. Middleware
is the code that runs around your handlers: the work that does not belong
to any one route but to many. A request id on every response, an access
log line, a body-size cap, an auth check, a CORS preflight, a timeout.
You write each concern once and stack it.
A Livery middleware is a function over immutable values, in the
Tower/Axum style: it receives the request and a Next continuation, and
it returns a response. It can change the request before calling Next,
change the response after, decline to call Next at all, or wrap the
call. There is no shared mutable response object to write into and
remember to forward.
When you want middleware (and when you do not)
Use middleware when the behaviour applies to a family of routes:
authentication, logging, rate limiting, CORS, compression, security
headers, request ids, deadlines. Keep it in the handler when the
logic is specific to one endpoint. Put it on a route's Meta when it
applies to just a few routes (see Routing).
A modern, value-based model
Livery's middleware is the Tower/Axum model, not the legacy
(req, res, next) one (principle #4 in design.md:
"Axum + Tower ergonomics").
Legacy (Express, Rack, Cowboy middlewares): a middleware gets a
mutable request and response object plus a next callback. You mutate
the response in place and remember to call next(); control flow is
implicit and the response is shared, mutable state.
%% legacy shape - mutate-and-next
fun(Req, Res, Next) -> Res2 = set_header(Res, ...), Next(Req, Res2) end
Livery (continuation over immutable values): a middleware gets the
request and a Next continuation, and returns a response.
%% Livery shape - continuation-passing, values in/out
call(Req, Next, State) ->
    Resp = Next(Req),                       %% run the rest of the stack
    livery_resp:with_header(<<"x-served-by">>, <<"livery">>, Resp).
Why it matters:
	Immutable values. Req and Resp are plain records, never a
shared mutable handle: safe to pass between processes, easy to test.
	Composition is a value. Next is "the rest of the pipeline" as a
function; wrapping it in try/catch, a timeout, or a span means
calling it inside your own code.
	Pairs with extractors. Typed input comes from livery_ext
(json/1, query/2, bearer_token/1), not from mutating the request.

Shape
A stack is an ordered list. Each entry is either:
	{Module, State} where Module implements the livery_middleware
behaviour; or
	fun(Req, Next) -> Resp for one-off inline middleware.

livery:dispatch/3 runs the stack against a request and a handler. The
first entry is outermost: it sees the request first and the response
last.
Request  ──> M1 ──> M2 ──> M3 ──> Handler ──> M3 ──> M2 ──> M1 ──> Response
              ↑                                                       ↓
              └────── short-circuit returns response without ─────────┘
                       going deeper into the pipeline
A complete middleware
A reusable middleware is a module implementing the one callback,
call(Req, Next, State). State is whatever you configured the entry
with. This one rejects requests without a known API key, and otherwise
gets out of the way:
-module(my_api_key).
-behaviour(livery_middleware).

-export([call/3]).

call(Req, Next, #{keys := Keys}) ->
    case livery_req:header(<<"x-api-key">>, Req) of
        Key when is_binary(Key) ->
            case lists:member(Key, Keys) of
                true  -> Next(Req);                          %% pass through
                false -> livery_resp:text(403, <<"forbidden">>)  %% short-circuit
            end;
        undefined ->
            livery_resp:text(401, <<"missing api key">>)
    end.
Wiring it in
A middleware does nothing until it is in a stack. Put it in the
service-wide stack to cover every route:
Stack = [
    {livery_request_id, undefined},
    {livery_access_log, #{}},
    {my_api_key, #{keys => [<<"s3cret">>]}}
].
Or hang it off a single route's Meta, so it runs only there, nested
inside the service-wide stack:
{<<"GET">>, <<"/admin">>, {admin, index},
 #{middleware => [{my_api_key, #{keys => [<<"s3cret">>]}}]}}
The three shapes
	Pass-through. Always calls Next; optionally transforms the
request before or the response after. Examples: livery_request_id,
livery_access_log.
	Short-circuit. Returns a response without calling Next.
Examples: auth failures, rate-limit hits, CORS preflight.
	Wrapper. Calls Next inside try/catch, a monitor, or a
spawned worker. Examples: livery_middleware:wrap, livery_timeout.

Sugar constructors, and when to use them
For the common cases you do not need a whole module: lift a small
function into a stack entry.
livery_middleware:before(fun(Req)  -> ... end)               %% request transform
livery_middleware:after_response(fun(Resp) -> ... end)       %% response transform
livery_middleware:wrap(fun(Class, Reason, Stack) -> ... end) %% try/catch
Which to reach for:
	You need to ...	Use
	tweak the request, always continue	before/1
	tweak the response, always continue	after_response/1
	recover from downstream crashes	wrap/1
	short-circuit, hold config, or reuse it	a call/3 module

Threading state to the handler
A middleware stores values for the handler with livery_req:set_meta/3;
the handler reads them with livery_req:meta/2. Common payloads: the
authenticated user, a trace id, parsed form data. The handler may also
write meta for a downstream after_response.
Ordering rules of thumb
	Position	Why
	livery_request_id outermost	every response carries an id
	error wrapper just below	catches everything, including auth and routing
	livery_access_log after wrapper	sees the final status
	livery_body_limit further in	bodies are checked once
	livery_timeout further still	deadline covers body + handler
	auth before business logic	handlers can assume meta(user, _) is set
	handler last	a single function, never explicit

Performance
The pipeline is built per request as a chain of closures: each Next is
fun(R) -> run(Rest, Handler, R) end. The BEAM handles these well; the
per-request overhead is a few calls plus the real work. Keep stacks under
about ten entries.
Outbound: the same model, the other direction
The same composable model runs in the other direction. livery_client
is the outbound twin of this pipeline: you stack layers (timeout, retry,
circuit breaker, concurrency) around an HTTP request the same way you
stack middleware around a handler, and each layer is the same
call(Request, Next, State) shape, returning {ok, Response} | {error, _}. See
Make outbound HTTP requests.
See also
	Tutorial: Compose a middleware stack
	Guide: Write a custom middleware
	Guide: Make outbound HTTP requests
	Reference: livery_middleware, livery_request_id, livery_body_limit, livery_timeout, livery_access_log



  

    Routing

This page explains how Livery turns a method and a path into a handler,
and the few rules that govern matching. Read it when your service grows
past a handful of endpoints. A router maps a method and a path to a
handler: you give Livery a flat list of routes, it compiles them into a
radix trie once, and from then on each request is matched to its handler
in time proportional to the path depth, not the number of routes.
When you want a router
Use a router when you have more than a couple of endpoints, path
parameters (/things/:id), or different methods on the same path. Skip
it when the service is a single catch-all (a health probe, a webhook
sink, a proxy); there you can give start_service/1 a plain handler
function instead of a router. Most services want the router.
Shape
livery_router:compile/1 takes {Method, Path, Handler} triples (with
an optional fourth Meta element):
Router = livery_router:compile([
    {<<"GET">>,  <<"/">>,            {hello, index}},
    {<<"GET">>,  <<"/hi/:name">>,    {hello, greet}},
    {<<"GET">>,  <<"/files/*rest">>, {files, serve}},
    {<<"POST">>, <<"/items">>,       {items, create}}
]).
A handler is {Module, Function} or a fun((Req) -> Resp). match/3
returns one of:
{ok, {hello, greet}, #{<<"name">> => <<"alice">>}, _Meta} =
    livery_router:match(<<"GET">>, <<"/hi/alice">>, Router).

{error, not_found} =
    livery_router:match(<<"GET">>, <<"/nope">>, Router).

{error, {method_not_allowed, [<<"POST">>]}} =
    livery_router:match(<<"GET">>, <<"/items">>, Router).
From route to handler
The captured path parameters land on the request as bindings, and the
handler reads them by name. The route {<<"GET">>, <<"/hi/:name">>, {hello, greet}} points at this function:
greet(Req) ->
    Name = livery_req:binding(<<"name">>, Req),
    livery_resp:text(200, [<<"hello, ">>, Name]).
You rarely call match/3 yourself. livery:router_handler/1 turns a
compiled router into a request handler: it matches, sets the bindings,
invokes the route handler, and produces 404 for an unknown path or
405 (with an Allow header) for a known path on the wrong method.
Handler = livery:router_handler(Router).
%% Handler :: fun((livery_req:req()) -> livery_resp:resp())
Give the router straight to the service and it wires that for you:
livery:start_service(#{
    http   => #{port => 8080},
    router => Router
}).
start_service/1 takes exactly one of router or handler.
livery:router_handler/2 accepts not_found and method_not_allowed
funs to override the default 404/405.
Segment kinds
	Pattern	Matches	Binding
	/users	exactly users	none
	/users/:id	one segment, captured	#{<<"id">> => Seg}
	/files/*rest	one or more trailing segments	#{<<"rest">> => Joined}

Static segments match first, then :param, then *wildcard.
Use a :param for a resource identifier (/things/:id). Use a
*wildcard when the tail is itself a path: serving static files under
a prefix, or mounting a sub-application. For example
{<<"GET">>, <<"/assets/*path">>, {my_static, serve}} hands the joined
remainder to a handler that reads livery_req:binding(<<"path">>, Req)
and serves a confined file (see Serve static files).
Per-route middleware and metadata
The optional fourth element is a Meta map: an operation id, summary,
schemas, tags (which livery_openapi:build/1 turns into an OpenAPI 3.1
document), and a middleware key. That key is a stack
livery:router_handler/1 runs for that route only, nested inside any
service-level stack:
{<<"GET">>, <<"/admin">>, {admin, index},
 #{middleware => [{my_api_key, #{keys => [<<"s3cret">>]}}]}}
Composing routers
A router is a value, so you can build it in pieces and join them. This is
how you keep a self-contained feature's routes together and stitch them
in, the way Axum's nest/merge work:
	livery_router:merge/2 puts two routers side by side (the later one
wins on a clash).
	livery_router:nest/3 mounts a sub-router under a prefix, so
livery_mcp:router() (at /mcp) can land at /ai/mcp.
	livery_router:layer/2 wraps a whole router in a middleware stack, the
easy way to guard a mounted subtree.
	livery_router:routes/1 reconstructs the flat route list from any
router, composed or not (the inverse of compile/1).

See Mount a router on a service.
Performance
The trie allocates nothing on a lookup besides the bindings map, and
empty bindings reuse one shared #{}. Matching an N-segment path is O(N)
regardless of route count, so the router is not a hot path in benchmarks.
See also
	Tutorial: Your first service
	Tutorial: Build a complete service
	Concept: The middleware pipeline
	Reference: livery_router



  

    Request lifecycle

This page follows one request from the moment it lands on a listener to
the moment its response is on the wire. Read it when you want to know
where your code runs, or when something about timing or crashes
surprises you. The path explains the two things that catch people coming
from other frameworks: why a handler may block freely, and why a handler
crash never takes the server down.
The short version: every request gets its own process. The adapter
spawns a worker, the worker runs your middleware and handler, and it
writes the response back through the adapter. The listener process is
never the one running your code, so a slow or crashing handler cannot
stall or sink it.
Sequence
client                  adapter                 worker              handler
  │                        │                       │                  │
  │── headers + body ───→ │                       │                  │
  │                        │── start_request ─────→│  (proc_lib:spawn)│
  │                        │   (adapter, stream,   │                  │
  │                        │    req, stack, fun)   │                  │
  │── body chunk ───────→ │                       │                  │
  │                        │── {livery_body, ...} →│                  │
  │                        │                       │── dispatch ─────→│
  │                        │                       │   middleware →   │
  │                        │                       │   handler        │
  │                        │                       │←── #livery_resp{}│
  │                        │←── send_headers ──────│ via livery:emit  │
  │                        │←── send_data ─────────│                  │
  │                        │←── send_trailers ─────│                  │
  │←── response ──────────│                       │                  │
  │                        │                       │── exit normal ───│
Steps in detail
	The wire library decodes a request and calls the adapter's inbound
callback with the method, path, headers, and a stream handle.
	The adapter builds an initial request value and calls
livery_req_sup:start_request/1 with the adapter, stream, request,
middleware stack, and handler.
	start_request/1 admits the request against the concurrency cap and,
if there is room, spawns a livery_req_proc worker directly with
proc_lib:spawn (not a supervised child; see the note below). The
worker receives the body, chunk by chunk, as {livery_body, Ref, _}
messages.
	The worker runs livery:dispatch/3: the middleware stack, then the
handler.
	The handler returns a #livery_resp{} value.
	The worker walks that response with livery:emit/3, which calls the
adapter's send_headers, send_data, and send_trailers in turn.
	The worker exits normally. If anything in step 4 to 6 crashed, the
worker maps it to a 500 (when nothing was sent yet) and still exits
normally, so the failure stays contained.

The worker doing the dispatch is livery_req_proc; the entry point is
run/1. The whole of it:
dispatch(Adapter, Stream, Stack, Handler, Req) ->
    Resp = livery:dispatch(Stack, Handler, Req),
    livery:emit(Adapter, Stream, Resp).
Body messages
The body protocol on the worker's mailbox:
{livery_body, Ref, {data, IoData}}
{livery_body, Ref, {trailers, [{Name, Value}]}}
{livery_body, Ref, eof}
{livery_body, Ref, {reset, Reason}}
You do not match these by hand. The request carries a reader, and
livery_body:read/2 (one chunk) or livery_body:read_all/1 (the whole
body) drains them for you. Messages with other tags are left untouched,
which is exactly why a streaming handler can receive its own
application messages in the same loop. See
Streaming and backpressure.
Why you can block in a handler
Because the handler owns its process, you may call receive, sleep, wait
on a gen_server, or loop for as long as the request lives, without a
yield or a callback in sight. This is what makes the streaming producer
in the previous page a plain recursive function. The listener keeps
accepting new connections the whole time; it handed your request to its
own worker and moved on.
Cancellation
When the client resets the stream or drops the connection, the wire
library tells the adapter, and the adapter's per-stream translator
notifies the worker. Two things happen: the worker is sent a
{livery_disconnect, Ref, Reason} message (match it with
livery_req:disconnect_tag/0) so a handler parked in a receive wakes
up, and any callbacks registered with livery_req:on_disconnect/2 run. A
handler that is mid-send_data instead sees {error, closed} from the
next write. Either signal is your cue to stop and clean up.
Graceful shutdown
livery_req_sup keeps a lock-free count of in-flight requests in a
counters array: it bumps the count when a worker is admitted and drops
it when the worker exits (it monitors each one, so even a killed worker
is accounted for). livery_drain:in_flight/0 reads that count.
Draining uses it: stop the listeners from accepting new connections, wait
for the in-flight count to reach zero within a window, then stop the
service. See Shut down gracefully.
Note: earlier versions ran each worker as a supervised child and
counted in-flight requests as the supervisor's active children. That
single supervisor became a serialization point on the hot path, so the
worker is now spawned directly and the count lives in a counters ref.
The externally visible behaviour (drain, the 500-on-crash mapping) is
unchanged.

See also
	Concept: Architecture
	Concept: Streaming and backpressure
	Guide: Shut down gracefully
	Tutorial: Build a complete service
	Reference: livery_req_proc, livery_drain



  

    Adapters

This page explains what an adapter is and why Livery keeps it thin. You
rarely write one, but understanding the boundary tells you where each
kind of work belongs. An adapter is the thin translator between a wire
library and Livery's request/response model. It is the only part of
Livery that knows there is a socket. Everything above it (the router, the
middleware, your handlers) works in terms of request and response values,
and the adapter turns those into the bytes a particular protocol expects.
Because the adapter owns so little, the same handler runs unchanged over
HTTP/1.1, HTTP/2, and HTTP/3, and over an in-memory test harness with no
socket at all.
When you would write one
Almost never: the four shipped adapters cover HTTP/1.1, HTTP/2, HTTP/3,
and in-memory testing. You write an adapter when you want Livery's
handler model over a transport it does not speak yet, for example a
different HTTP implementation, an RPC over a message bus, or a bespoke
test harness. If you find yourself reaching for one to add buffering,
routing, or protocol logic, that work belongs upstream in the wire
library or downstream in a middleware instead.
The behaviour
An adapter implements the livery_adapter behaviour:
-callback start(Name, ListenSpec, Opts) -> {ok, Listener}.
-callback stop(Listener) -> ok.
-callback send_headers(Stream, Status, Headers, SendOpts) -> SendResult.
-callback send_data(Stream, IoData, SendOpts) -> SendResult.
-callback send_trailers(Stream, Trailers) -> SendResult.
-callback reset(Stream, Reason) -> ok.
-callback peer_info(Stream) -> #{peer, tls, alpn}.
-callback capabilities(Listener) -> #{trailers, extended_connect, datagrams, capsules}.
SendOpts is #{end_stream => boolean(), flush => boolean()}.
SendResult is ok | {error, closed | flow | term()}. There is an
optional send_full/5 an adapter may export to coalesce headers and body
into one write; livery:emit/3 uses it when present.
Adapters that ship
	Adapter	Serves	Backed by
	livery_test_adapter	in-memory	ETS, no socket
	livery_h1	HTTP/1.1	h1
	livery_h2	HTTP/2	h2
	livery_h3	HTTP/3	quic (quic_h3 subsystem)

The test adapter is the one to read first: it is the smallest complete
implementation, and the parity SUITE drives one handler set through every
adapter to prove they behave the same.
What an adapter is not
	Not a state machine. Framing, header compression, flow control, and
TLS belong to the wire library.
	Not a buffer. The body reader buffers; the adapter does not.
	Not a router. Routing happens in middleware, after the request
reaches the worker.

How an adapter is wired
On a new request the adapter builds a request value, asks
livery_req_sup:start_request/1 to spawn the per-request worker, and
feeds the body in as {livery_body, Ref, _} messages:
{ok, Worker} = livery_req_sup:start_request(#{
    adapter => ?MODULE, stream => Stream, req => Req,
    stack => Stack, handler => Handler
}),
Worker ! {livery_body, BodyRef, {data, Chunk}},
Worker ! {livery_body, BodyRef, eof}.
The worker runs the middleware and handler, then drives the response back
out through livery:emit/3, which calls your send_headers/4,
send_data/3, and send_trailers/2. So the adapter is two halves: turn
inbound wire events into the body protocol, and implement the send_*
callbacks for the outbound side.
examples/livery_example_adapter.erl is a complete, readable adapter that
does exactly this, capturing the response in ETS instead of a socket so
the wiring is easy to follow. Section 10 of
Build a complete service walks
it. To grow it into a real transport, keep the callbacks, replace the ETS
sink with socket writes, translate your wire's body events into
{livery_body, Ref, _} messages, then add a group to
test/livery_parity_SUITE.erl so it is held to the same behaviour as the
others.
Capability gating
A handler can branch on what the arriving protocol supports:
Adapter = livery_req:adapter(Req),
case Adapter:capabilities(livery_req:stream(Req)) of
    #{trailers := true} ->
        livery_resp:with_trailers([{<<"x-fin">>, <<"1">>}], Resp);
    _ ->
        Resp
end.
Call capabilities/1 on the concrete adapter module the request arrived
on (livery_req:adapter/1), not on livery_adapter. trailers and
extended_connect are protocol-specific; datagrams and capsules
apply to WebTransport on H3.
Listen address
Every adapter takes the same ip => inet:ip_address() and
inet6 => boolean() listen options, translated to the wire library by
livery_inet:socket_addr_opts/1. See
Bind to an address or IPv6.
The client adapter, its dual
The same idea runs outbound. livery_client_adapter is the dual of this
behaviour: it owns the wire for an outgoing request, while the client's
layers (timeout, retry, circuit breaker) own the policy above it. The
default livery_client_hackney covers HTTP/1.1, HTTP/2, and HTTP/3. When
the target is a pool of replicas, a balance layer spreads requests
across them and livery_client_discover resolves the endpoint set. See
Make outbound HTTP requests and
Load-balance outbound requests.
See also
	Concept: Architecture
	Concept: Request lifecycle
	Tutorial: Build a complete service
	Guide: Bind to an address or IPv6
	Reference: livery_adapter, livery_test_adapter



  

    Streaming and backpressure

This page explains how you stream a body in either direction, where the
producing function lives, and what happens when one side cannot keep up.
Read it when a body is too large to hold in memory, or when you want
bytes to reach the client as they are produced. Most responses are one
short burst: a handler builds a value and Livery writes it. Streaming is
for the other kind, where the body arrives, or leaves, in pieces over
time.
The thing to hold onto: a request runs in its own process (the
per-request worker). So the function that produces a stream is free to
block, to receive, to wait on a database or another process. Nothing
else shares that process, so there is no callback to register and no
event loop to yield to. You write a normal Erlang loop.
When to stream, and which one
Reach for streaming when the whole body should not, or cannot, sit in
memory at once, or when you want bytes to reach the client as they are
produced rather than at the end.
	You want to ...	Use	Content type
	send a normal, complete body	livery_resp:json/2, text/2, html/2	as set
	push live updates to a browser	livery_resp:sse/2	text/event-stream
	stream records to a tool or service	livery_resp:ndjson/2	application/x-ndjson
	stream arbitrary bytes (a big export)	livery_resp:stream/3	as set
	send a file from disk	livery_resp:file/2	as set

Use sse/2 when the client is a browser EventSource or you want
named events with automatic reconnect semantics: dashboards, progress
bars, notifications, LLM tokens. Use ndjson/2 when the consumer is
a CLI or another service reading one JSON object per line. Use
stream/3 when you only need to push opaque chunks (a CSV report
generated row by row, a proxied payload). Prefer file/2 over
reading a file yourself; adapters that can will use sendfile.
Outbound: where the producer lives
livery_resp:stream/3, sse/2, and ndjson/2 all take a producer: a
function Livery hands an Emit callback to. You call Emit once per
chunk; Livery frames it and writes it. The producer runs inside the
per-request worker, so you can write it as a plain recursive function.
The following is an excerpt from examples/livery_example_stream.erl. The
handler is a one-liner; the real work is tick/3, a named top-level
function, so it is easy to read and to test:
clock(_Req) ->
    livery_resp:sse(200, fun(Emit) -> tick(Emit, 10, 1000) end).

tick(_Emit, 0, _Interval) ->
    ok;
tick(Emit, Remaining, Interval) ->
    receive
        {livery_disconnect, _Ref, _Reason} ->
            ok
    after Interval ->
        Now = integer_to_binary(erlang:system_time(second)),
        case Emit(#{event => <<"tick">>, data => Now}) of
            ok         -> tick(Emit, Remaining - 1, Interval);
            {error, _} -> ok
        end
    end.
Emit returns the adapter's send result, and you act on it:
	ok - the chunk went out; keep going.
	{error, closed} - the peer is gone. Stop and clean up.
	{error, flow} - temporary backpressure (see below); back off and retry.
	{error, _Other} - an adapter-specific failure; stop.

For sse/2 you emit a map (#{event => _, id => _, data => _} or just
data); for stream/3 and ndjson/2 you emit iodata (ndjson encodes
and newline-frames each term for you).
Outbound, receive-driven: the long-lived stream
The clock above paces itself with after. The more common shape is a
stream fed by another process: an LLM emitting tokens, a pub/sub topic,
a job reporting progress. The producer receives those messages and
forwards them, and it also matches the disconnect message so it can stop
the upstream work when the client leaves. This is Livery's answer to
Cowboy's cowboy_loop.
chat(Req) ->
    {ok, InferRef} = my_llm:start(prompt(Req)),   %% streams {token, InferRef, T}
    livery_resp:sse(200, fun(Emit) -> relay(Emit, InferRef) end).

relay(Emit, InferRef) ->
    receive
        {token, InferRef, T} ->
            case Emit(#{data => T}) of
                ok         -> relay(Emit, InferRef);
                {error, _} -> my_llm:cancel(InferRef)   %% client gone: stop work
            end;
        {done, InferRef} ->
            ok;
        {livery_disconnect, _Ref, _Reason} ->
            my_llm:cancel(InferRef)
    end.
The disconnect message tag is livery_req:disconnect_tag/0
(livery_disconnect). You do not register anything to get it; the worker
is sent {livery_disconnect, Ref, Reason} when the client resets the
stream. If your handler is not sitting in a receive, register a
callback instead with livery_req:on_disconnect/2. See
Cancel on client disconnect.
Inbound: reading a streamed request body
A large upload arrives the same way, as messages on the worker's mailbox:
{livery_body, Ref, {data, IoData}}
{livery_body, Ref, {trailers, [{Name, Value}]}}
{livery_body, Ref, eof}
{livery_body, Ref, {reset, Reason}}
You rarely match those yourself. The request carries a reader, and
livery_body drains it for you. To buffer the whole body (with a size
cap), use read_all:
upload(Req) ->
    {stream, Reader} = livery_req:body(Req),
    {ok, Bin, _Reader1} = livery_body:read_all(Reader),
    livery_resp:text(201, integer_to_binary(byte_size(Bin))).
To process the body without ever holding all of it, loop with
livery_body:read/2 (it returns one chunk per call) until eof, folding
as you go, for example hashing or counting:
count_bytes(Reader, Acc) ->
    case livery_body:read(Reader, 5000) of
        {ok, Data, Reader1} -> count_bytes(Reader1, Acc + iolist_size(Data));
        {done, _Reader1}    -> Acc;
        {error, Reason, _}  -> {error, Reason}
    end.
See Read a streaming request body.
Backpressure
Backpressure is the framework refusing to buffer without bound when one
side stalls, so a slow client cannot make the server run out of memory.
It is handled per protocol, and you mostly feel it through return values.
Outbound. When the client's window is full, send_data does not
buffer forever:
	H1: the kernel socket buffer fills and the write blocks.
	H2: a full stream window makes Emit return {error, flow}.
	H3: the same, on QUIC stream credits.

So the rule from the producer's side is simple: drive Emit and react to
its result. ok means proceed, {error, flow} means wait a moment and
retry, {error, closed} means give up.
Inbound. To pull more body under flow control, call
livery_body:signal_demand/2. It is a no-op on adapters with no demand
mechanism (H1) and a window update on the others, so the same handler
code is correct everywhere.
Failure modes
	Client disconnects mid-stream. You learn either way: Emit returns
{error, closed}, or a {livery_disconnect, _, _} message arrives.
Stop and release upstream resources. The worker then exits.
	The producer crashes. Headers are usually already on the wire, so
the crash cannot become a 500; the stream resets instead. Do cleanup
inside the loop (on the error and disconnect branches) rather than
relying on a wrapper turning it into a response.
	The body exceeds the limit. With livery_body_limit in the stack,
an over-limit body is rejected with 413 before your handler runs.

Hibernation
A stream that is idle for long stretches (slow tokens, infrequent
updates) should hibernate so it costs almost no memory while it waits.
The worker is an ordinary BEAM process, so erlang:hibernate/3 works:
relay(Emit, Source) ->
    receive
        {Source, Event} ->
            _ = Emit(#{data => format(Event)}),
            relay(Emit, Source)
    after 30_000 ->
        erlang:hibernate(?MODULE, relay, [Emit, Source])
    end.
See also
	Guide: Return a streaming response
	Guide: Return Server-Sent Events
	Guide: Read a streaming request body
	Guide: Cancel on client disconnect
	Example: examples/livery_example_stream.erl
	Tutorial: Build a complete service
	Reference: livery_resp, livery_body



  

    Ecosystem

Companion libraries built on Livery. Each is a separate hex/git project
with its own docs and release cycle; reach for one when you need that
integration without leaving the Livery stack. They reuse Livery's own
HTTP client and HTTP/2 engine, so retries, circuit breakers, middleware,
and streaming work the same way you already know.
livery_grpc
gRPC server and client on Livery's HTTP/2 stack. You write plain Erlang;
the wire format is generated from your .proto files. All four call types
(unary, server-streaming, client-streaming, bidirectional), deadlines,
gRPC-Web, server reflection, and the standard health service.
	Repo: https://github.com/benoitc/livery_grpc

livery_s3
S3-compatible object storage client on the Livery HTTP client. Signs every
request with AWS Signature V4 and works with AWS S3, Garage, MinIO, Ceph,
and Wasabi. Object CRUD, byte ranges, multipart uploads, versioning,
batch delete, and presigned URLs, with credential providers (static, env,
shared config, IMDS, STS/web-identity).
	Repo: https://github.com/benoitc/livery_s3

livery_stripe
Stripe API client on the Livery HTTP client. Covers customers, products,
prices, Checkout, the Billing Portal, subscriptions, payment and setup
intents, invoices, refunds, coupons, and webhook signature verification.
	Repo: https://github.com/benoitc/livery_stripe



  

    Livery Design Document

1. What Livery is
Livery is a modern Erlang web framework. You define routes, handlers,
and a middleware stack once. Livery serves them over HTTP/1.1,
HTTP/2, and HTTP/3 on the same host, WebSocket on any of the three,
WebTransport on H2 and H3, Server-Sent Events on all three, and MCP
Streamable HTTP at /mcp, with OIDC/OAuth2, OpenAPI 3.1, and
OpenTelemetry-style observability as built-in middleware.
It is written in the spirit of Axum + Tower + Hyper. It does not
reimplement the wire: the three HTTP protocol libraries
(h1, h2, quic/quic_h3) and the WebSocket library (ws) are
separate hex packages that Livery consumes as deps. Livery is the
developer-facing layer on top of them.
2. Problem
Erlang has several HTTP servers. None of them delivers the full
modern web surface in one place:
	Cowboy covers H1, H2, and has WS and SSE, but no H3, no built-in
OpenAPI, no OIDC, no MCP, and its middleware story is ad-hoc.
	There is no BEAM-native framework with first-class H3 and
WebTransport.
	Libraries for MCP (Model Context Protocol) exist but are tied to
Cowboy and force a second listener next to the main app.
	Observability requires wiring telemetry, a tracer, a metrics
backend, and log correlation by hand.

The result is that building a small production service in Erlang
today involves gluing several libraries together and still missing
things that are table stakes in Rust/Go (H3, Alt-Svc upgrade,
OpenAPI, OIDC, MCP).
Livery closes that gap. One dep, one config, one router, one
middleware stack.
3. Who it is for
	Teams building REST or GraphQL APIs who want H3 and HTTP/2 out of
the box and browser-friendly SSE without extra libraries.
	Teams building agent or tool servers that need MCP over HTTP, with
authentication and tracing already wired.
	Teams that already run Erlang/OTP and want to stop importing
Cowboy plus ten adjunct libraries.
	New Erlang adopters who have used Axum, Fastify, or FastAPI and
expect the same ergonomics.

4. Design principles
	Protocol neutrality. The handler does not know whether it is
talking over H1, H2, or H3. The request value is the same. The
response value is the same. Differences surface only through
capabilities (trailers, extended_connect, datagrams).
	Race H3, fall back to H2, fall back to H1. A service runs all
three on the same host, one router and one middleware stack
serving the lot, and advertises Alt-Svc so clients can upgrade.
	Thin adapters. Each protocol adapter is a translator, not a
state machine. Flow control, HPACK, QPACK, QUIC, framing all live
upstream.
	Axum + Tower ergonomics. Axum-style handler signature and
extractors. Tower-style ordered middleware stack with request and
response transformation.
	Data, not processes. Requests and responses are values.
Middleware transforms values. Processes only exist where they
earn their keep: per-request process for isolation, listener
processes for socket ownership.
	Backpressure by default. Streaming bodies read on demand.
When a client stalls, Livery applies backpressure to the handler
before it falls behind the wire.
	Composable integrations. Auth, MCP, OpenAPI, WebTransport,
and instrumentation are modules in the same app, engaged only
when the user mounts or configures them. They share the adapter
stack and middleware pipeline.
	No secret sauce in the wire. Anything visible on the network
is the job of the wire libraries. If something is wrong at the
frame or stream level, the fix lands there, not in Livery.

5. Architecture at a glance
                 ┌─────────────────────┐
                 │       livery        │
                 │  service runtime    │
                 └──────────┬──────────┘
                            │
        ┌───────────────────┼───────────────────┐
        │                   │                   │
   livery_h1           livery_h2           livery_h3
    over h1            over h2           over quic_h3
        │                   │                   │
        └───────────────────┼───────────────────┘
                            │
                     router + middleware
                            │
        ┌───────────────────┼───────────────────┐
        │                   │                   │
      REST               MCP              streaming/SSE
    OpenAPI          Streamable HTTP       WebSocket, WT
Wire is three sibling libraries plus ws. Livery is one OTP app
consuming them. There is one livery_sup, one livery_req_sup,
and three listener subtrees (H3, H2, H1) created by
livery_service as needed.
6. Developer experience
6.1 Handler
-module(hello).
-export([index/1, greet/1]).

index(Req) ->
    livery_resp:text(200, <<"hello, world">>).

greet(Req) ->
    Name = livery_req:binding(<<"name">>, Req, <<"stranger">>),
    livery_resp:text(200, [<<"hello, ">>, Name]).
6.2 Service with all three protocols
Router =
    livery_router:compile([
        {<<"GET">>, <<"/">>,         {hello, index}},
        {<<"GET">>, <<"/hi/:name">>, {hello, greet}}
    ]),

Middleware =
    [ livery_middleware:wrap(fun livery_errors:to_resp/3)
    , {livery_instrument_trace,   #{}}
    , {livery_instrument_metrics, #{}}
    , {livery_auth_bearer,        #{issuer => <<"https://auth.example">>}}
    ],

livery:start_service(#{
    host       => <<"example.com">>,
    http3      => #{port => 443, cert => Cert, key => Key},
    https      => #{port => 443, cert => Cert, key => Key,
                    alpn  => [h2, http1]},
    http       => #{port => 80, redirect => https},
    router     => Router,
    middleware => Middleware,
    alt_svc    => advertise
}).
One call brings up H3 on UDP:443, H2 on TLS:443, and H1 on TCP:80.
Responses on H1 and H2 carry Alt-Svc: h3=":443", so clients race
and upgrade to H3 on the next request.
6.3 Extractors
create_user(Req) ->
    case livery_ext:json(Req) of
        {ok, #{<<"email">> := Email}} ->
            ok = users:create(Email),
            livery_resp:empty(201);
        {error, malformed_json} ->
            livery_resp:text(400, <<"bad json">>);
        {error, {missing, <<"email">>}} ->
            livery_resp:text(422, <<"email required">>)
    end.
6.4 WebSocket
upgrade_chat(Req) ->
    livery_ws:upgrade(Req, chat_handler, #{}).
chat_handler implements ws_handler from erlang_ws. Livery
plugs a transport adapter that drives the same stream whether the
client arrived over H1 Upgrade: websocket, H2 extended CONNECT
(RFC 8441), or H3 extended CONNECT (RFC 9220).
6.5 SSE
stream_events(Req) ->
    livery_resp:sse(200, fun(Emit) ->
        lists:foreach(
            fun(I) -> Emit(#{event => tick, data => integer_to_binary(I)}) end,
            lists:seq(1, 10))
    end).
6.6 Streaming NDJSON
pull(Req) ->
    livery_resp:ndjson(200, fun(Emit) ->
        Ref = pipeline:subscribe(self()),
        emit_loop(Ref, Emit)
    end).

emit_loop(Ref, Emit) ->
    receive
        {Ref, {progress, Pct}} ->
            Emit(#{status => downloading, pct => Pct}),
            emit_loop(Ref, Emit);
        {Ref, done} ->
            Emit(#{status => done})
    end.
The callback runs in the per-request process and is free to
receive between emits. Livery hibernates the process during long
idle stretches (model pull, slow LLM token output). There is no
separate loop or info/3 callback shape: a streaming handler is
a fun that yields chunks through Emit. The same model applies to
livery_resp:sse/2 and livery_resp:stream/3. Client disconnect
surfaces as an error return from Emit. This is the Livery
replacement for Cowboy's cowboy_loop.
6.7 MCP
Mcp = livery_mcp:handler(#{session_enabled => true}),
Router2 = livery_router:compile([
    {<<"POST">>,   <<"/mcp">>, Mcp},
    {<<"GET">>,    <<"/mcp">>, Mcp},
    {<<"DELETE">>, <<"/mcp">>, Mcp}
    | Routes
]),
livery:start_service(#{router => Router2, ...}).
livery_mcp:handler/1 bridges to barrel_mcp's protocol engine;
tools register through barrel_mcp:reg_tool/4. The MCP endpoint
reuses the same middleware stack, the same auth, the same tracing,
and is served over H1, H2, and H3 automatically.
7. Request lifecycle
	Client arrives on one of the three listeners.
	The protocol engine (h1, h2, quic_h3) decodes framing,
header compression, and flow control. It invokes Livery's
adapter handler fun with
(Conn, StreamId, Method, Path, Headers).
	The adapter builds a #livery_req{}, spawns a livery_req_proc
under livery_req_sup (simple_one_for_one), and redirects body
messages to that pid. The engine continues to serve other
streams.
	The request process runs the middleware stack followed by the
handler. The body reader drains adapter messages lazily with
bounded buffering.
	The handler returns #livery_resp{}. Core walks the body
variant ({full, _}, {chunked, Fun}, {sse, Fun},
{file, _, _}, {upgrade, _, _}) and drives the adapter's
send_headers/send_data/send_trailers.
	On client disconnect, the adapter resets the stream; the
request process observes it and terminates.

No part of this pipeline is protocol-specific above the adapter
boundary.
8. Core concepts
	Concept	Module	Shape
	Request	livery_req	#livery_req{} value, pattern-matchable
	Response	livery_resp	#livery_resp{} value built by pure builders
	Router	livery_router	Radix-style path trie, static, :param, *wildcard
	Middleware	livery_middleware	Ordered list, call(Req, Next, State) -> Resp
	Extractors	livery_ext	json/1, form/1, path_param/2, query/2, bearer_token/1
	Body	livery_body	Opaque reader, lazy, bounded buffer
	Adapter behaviour	livery_adapter	start, stop, send_headers, send_data, send_trailers, reset
	Service runtime	livery_service	Orchestrates H3+H2+H1, Alt-Svc, drain

9. Protocol race and fallback
A live public service on :443 will typically receive requests in
four flavours over time:
	New client on H3: direct to UDP:443. Fastest path.
	New client on H2 or H1: hits TLS:443 or TCP:80. Response carries
Alt-Svc: h3=":443" so the next request races.
	Client on H1, no H3 support: stays on H1. Livery serves it.
	Client upgrading within a session: H1 with Upgrade: websocket,
H2 with RFC 8441 extended CONNECT, H3 with RFC 9220 extended
CONNECT. All three land in the same handler via livery_ws.

The service contract is: one handler, any client, best available
transport.
10. Feature surface
	REST: router, extractors, JSON response builder (user-chosen
codec), content negotiation helpers, ranges on file responses.
	OpenAPI: routes carry metadata, livery_openapi:build/1
emits a 3.1 document, /openapi.json is served, optional
request/response validation middleware, Redoc and Swagger UI
from priv/.
	MCP: Streamable HTTP handler mounted at a user-chosen path,
bridging to barrel_mcp's protocol core. No second listener. No
separate auth. No separate tracing.
	WebSocket: RFC 6455 via ws with upgrade paths for H1
(Upgrade), H2 (RFC 8441), H3 (RFC 9220). Permessage-deflate
available.
	WebTransport: via webtransport on H2 and H3. Datagram send
and bidirectional streams.
	SSE: livery_resp:sse/2 with heartbeat and disconnect
detection, works identically on H1 (chunked), H2 (DATA frames),
H3 (DATA frames).
	Auth: OIDC discovery, JWKS rotation, JWT RS256 and ES256
verification, optional RFC 7662 introspection, optional session
cookie. livery_auth_bearer middleware, user/1 extractor in
livery_ext.
	Observability: livery_instrument_trace opens a span per
request via instrument_tracer, propagates W3C traceparent,
attaches HTTP semantic attributes. livery_instrument_metrics
records counters, gauges, and histograms via instrument_meter
following the OpenTelemetry HTTP server semantic conventions.
Structured logs carry trace_id and span_id.
	Graceful shutdown: livery_drain stops accepting new
streams, lets in-flight requests finish within a configurable
window, then closes.
	Built-in middleware: livery_request_id generates or honors
X-Request-ID; livery_body_limit caps inbound body size with
a 413 response; livery_timeout enforces a per-route deadline
with a 504 response; livery_access_log emits one structured
log line per request (the in-stack replacement for Cowboy's
cowboy_stream access-log handler). Each is opt-in by adding it
to the user's middleware stack.

11. Performance principles
	Zero-copy iodata through the pipeline. No per-chunk
serialization round-trips.
	Header lists lowercased on ingest once; lookups are case-direct
after that.
	Per-request process is short-lived and uses minimal heap. No
gen_server mailbox churn for small requests.
	Streaming reads demand-driven, bounded buffer, reset on
overflow.
	Dispatch path dialyzer-clean and inline-friendly.
	Continuous benchmarks against a reference handler on wrk, h2load,
and quiche-client. CI fails on a p99 regression larger than 10
percent.

12. Out of scope
	HTTP/2 server push (PUSH_PROMISE). Deprecated, disabled in
browsers.
	HTTP/2 priority tree. Replaced by RFC 9218 and handled upstream
in h2 if at all.
	In-tree HTTP/1.1 parser, HPACK, QPACK, QUIC state machine. Owned
by the wire libraries.
	Built-in HTML templating, view helpers, ORM. Composable with
user-chosen libraries.
	Built-in JSON codec. Users plug thoas, jsx, or any other
codec. Livery's json/2 accepts pre-encoded iodata.

13. Success criteria
Livery v1.0 ships when:
	livery:start_service/1 brings up H1, H2, and H3 on :443/:80,
all serving one handler set.
	test/livery_parity_SUITE.erl is green: the same handler matrix
passes against livery_test_adapter, livery_h1, livery_h2,
livery_h3.
	h2spec, QUIC interop (quiche-client, ngtcp2-client), and
Autobahn suites are green in docker-CI.
	A Keycloak-protected route, an /openapi.json, an MCP tool
over Inspector, a WebSocket echo, an SSE feed, and a WT echo
session all work from a single umbrella service.
	Tracing is visible in Jaeger with the HTTP semantic attributes
set and traceparent propagated.
	Performance on the reference handler is within 10 percent p99
of the legacy baseline.
	rebar3 dialyzer and rebar3 xref are clean.
	erllama_server runs against livery:start_service/1 over the
full H3 -> H2 -> H1 chain: its CT suite passes when driven over
H1, H2, and H3 with the same handler set, NDJSON streaming on
/api/pull and /api/chat works on each protocol, and clients
race up to H3 via Alt-Svc. Concrete proof that Livery replaces
Cowboy in a live service and unlocks H2 and H3 in the process.
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Alt-Svc advertising middleware.
State: #{value => Value}. Injects Alt-Svc: Value on responses
served over H1 and H2 so clients can race up to H3 on the next
request. Responses already served over H3 are passed through
unchanged.
Wired automatically by livery:start_service/1 when the service
config sets alt_svc => advertise and an http3 listener is
configured.
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          -spec call(livery_req:req(), livery_middleware:next(), #{value := binary()}) -> livery_resp:resp().


      



  


        

      


  

    
livery_client 
    



      
A composable HTTP client: the outbound twin of the server middleware.
Build a client once with new/1 (a transport adapter, a base URL,
default headers, and a layer stack), then call it with get/2, post/3,
request/3,4. Layers run outermost-first and each is
call(Request, Next, State) -> {ok, response()} | {error, term()}, the
same shape as server middleware, with errors threaded as values.
Client = livery_client:new(#{
    base_url => <<"https://api.example.com">>,
    stack    => [
        livery_client:timeout(5000),
        livery_client:retry(#{max => 3}),
        livery_client:circuit_breaker(#{name => api}),
        livery_client:concurrency(50)
    ]
}),
{ok, Resp} = livery_client:get(Client, <<"/users/42">>),
200 = livery_client:status(Resp).
The transport is a livery_client_adapter; the default,
livery_client_hackney, speaks HTTP/1.1, HTTP/2, and HTTP/3.
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        add_endpoint(Name, Endpoint)

      


        Add an endpoint to a balance pool at runtime.



    


    
      
        after_response(Fun)

      


    


    
      
        balance(Opts)

      


        Spread requests across a pool of endpoints, with passive outlier
ejection and lazy half-open recovery. Opts: name (required),
endpoints (base URLs or a {Module, Arg} discovery pair), policy
(p2c | round_robin), eject_after, eject_for, fail_status.
With balance you pass paths; the chosen endpoint supplies the host.
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        cookie_jar()

      


        A cookie jar (RFC 6265 client subset). Stores the Set-Cookie cookies a
response carries and sends the matching ones (host, path, secure) on later
requests through this layer, in an in-memory per-jar store shared across
the client's request processes. Opts: max_cookies (default 3000),
store (a livery_client_cookie_store callback module; default ETS).
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        Build a client. Opts: adapter (default livery_client_hackney),
adapter_opts, base_url, headers (defaults applied to every
request), stack (the layers).
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        Pull the next chunk of a {stream, Reader} response body.



    


    
      
        read_body(Reader)

      


        Drain a {stream, Reader} response body to a single binary.
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        Point a request URL at a chosen endpoint. Strips any scheme+authority
the URL already carries and joins the endpoint with the remaining
path+query, so the balancer owns the host. Used by livery_client_balance.
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        Remove an endpoint from a balance pool at runtime.
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        request(Client, Method, Path, Opts)

      


        Send a request. Opts: body (iodata | {full, _} | {stream, Fun}),
headers, timeout, stream (true to receive a {stream, Reader}
response body), meta.



    


    
      
        retry(Opts)

      


    


    
      
        run(Client, Req)

      


        Run a fully built request through the client's layer stack.



    


    
      
        set_header/3

      


    


    
      
        status/1

      


    


    
      
        stop_stream/1

      


        Cancel a push stream and release its connection.



    


    
      
        stream_next/1

      


        Ask a flow => manual push stream for one more {chunk, _} message.
Ref is the value from the {push, Ref} response body.



    


    
      
        timeout(Ms)

      


    


    
      
        url/1

      


    


    
      
        wrap(Fun)

      


    





      


      
        Types


        


  
    
      
    
    
      client()



        
          
        

    

  


  

      

          -opaque client()


      



  



  
    
      
    
    
      endpoint()



        
          
        

    

  


  

      

          -type endpoint() :: binary().


      



  



  
    
      
    
    
      entry()



        
          
        

    

  


  

      

          -type entry() :: {module(), term()} | fun((request(), next()) -> result()).


      



  



  
    
      
    
    
      next()



        
          
        

    

  


  

      

          -type next() :: fun((request()) -> result()).


      



  



  
    
      
    
    
      request()



        
          
        

    

  


  

      

          -type request() ::
          #{method := atom() | binary(),
            url := binary(),
            headers := [{binary(), binary()}],
            body := empty | {full, iodata()} | {stream, fun()},
            timeout := timeout(),
            stream := boolean(),
            stream_to := pid() | undefined,
            flow := auto | manual,
            meta := map()}.


      



  



  
    
      
    
    
      response()



        
          
        

    

  


  

      

          -type response() ::
          #{status := 100..599 | undefined,
            headers := [{binary(), binary()}],
            body := {full, binary()} | {stream, term()} | {push, stream_ref()}}.


      



  



  
    
      
    
    
      result()



        
          
        

    

  


  

      

          -type result() :: {ok, response()} | {error, term()}.


      



  



  
    
      
    
    
      stack()



        
          
        

    

  


  

      

          -type stack() :: [entry()].


      



  



  
    
      
    
    
      stream_ref()



        
          
        

    

  


  

      

          -opaque stream_ref()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_endpoint(Name, Endpoint)



        
          
        

    

  


  

      

          -spec add_endpoint(term(), endpoint()) -> ok.


      


Add an endpoint to a balance pool at runtime.

  



  
    
      
    
    
      after_response(Fun)



        
          
        

    

  


  

      

          -spec after_response(fun((response()) -> response())) -> entry().


      



  



  
    
      
    
    
      balance(Opts)



        
          
        

    

  


  

      

          -spec balance(map()) -> entry().


      


Spread requests across a pool of endpoints, with passive outlier
ejection and lazy half-open recovery. Opts: name (required),
endpoints (base URLs or a {Module, Arg} discovery pair), policy
(p2c | round_robin), eject_after, eject_for, fail_status.
With balance you pass paths; the chosen endpoint supplies the host.

  



  
    
      
    
    
      before(Fun)



        
          
        

    

  


  

      

          -spec before(fun((request()) -> request())) -> entry().


      



  



  
    
      
    
    
      body/1



        
          
        

    

  


  

      

          -spec body(response()) -> {full, binary()} | {stream, term()}.


      



  



  
    
      
    
    
      circuit_breaker(Opts)



        
          
        

    

  


  

      

          -spec circuit_breaker(map()) -> entry().


      



  



  
    
      
    
    
      concurrency(Limit)



        
          
        

    

  


  

      

          -spec concurrency(non_neg_integer()) -> entry().


      



  



  
    
      
    
    
      cookie_jar()



        
          
        

    

  


  

      

          -spec cookie_jar() -> entry().


      


A cookie jar (RFC 6265 client subset). Stores the Set-Cookie cookies a
response carries and sends the matching ones (host, path, secure) on later
requests through this layer, in an in-memory per-jar store shared across
the client's request processes. Opts: max_cookies (default 3000),
store (a livery_client_cookie_store callback module; default ETS).

  



  
    
      
    
    
      cookie_jar(Opts)



        
          
        

    

  


  

      

          -spec cookie_jar(map()) -> entry().


      



  



  
    
      
    
    
      delete(Client, Path)



        
          
        

    

  


  

      

          -spec delete(client(), binary()) -> result().


      



  



  
    
      
    
    
      get(Client, Path)



        
          
        

    

  


  

      

          -spec get(client(), binary()) -> result().


      



  



  
    
      
    
    
      header(Name, Map)



        
          
        

    

  


  

      

          -spec header(binary(), request() | response()) -> binary() | undefined.


      



  



  
    
      
    
    
      header/3



        
          
        

    

  


  

      

          -spec header(binary(), request() | response(), Default) -> binary() | Default.


      



  



  
    
      
    
    
      headers/1



        
          
        

    

  


  

      

          -spec headers(request() | response()) -> [{binary(), binary()}].


      



  



  
    
      
    
    
      method/1



        
          
        

    

  


  

      

          -spec method(request()) -> atom() | binary().


      



  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(map()) -> client().


      


Build a client. Opts: adapter (default livery_client_hackney),
adapter_opts, base_url, headers (defaults applied to every
request), stack (the layers).

  



  
    
      
    
    
      post(Client, Path, Body)



        
          
        

    

  


  

      

          -spec post(client(), binary(), iodata()) -> result().


      



  



  
    
      
    
    
      put(Client, Path, Body)



        
          
        

    

  


  

      

          -spec put(client(), binary(), iodata()) -> result().


      



  



  
    
      
    
    
      read/2



        
          
        

    

  


  

      

          -spec read(term(), timeout()) -> {ok, binary(), term()} | {done, term()} | {error, term()}.


      


Pull the next chunk of a {stream, Reader} response body.

  



  
    
      
    
    
      read_body(Reader)



        
          
        

    

  


  

      

          -spec read_body(term()) -> {ok, binary()} | {error, term()}.


      


Drain a {stream, Reader} response body to a single binary.

  



  
    
      
    
    
      rebase(Endpoint, Url)



        
          
        

    

  


  

      

          -spec rebase(endpoint(), binary()) -> binary().


      


Point a request URL at a chosen endpoint. Strips any scheme+authority
the URL already carries and joins the endpoint with the remaining
path+query, so the balancer owns the host. Used by livery_client_balance.

  



  
    
      
    
    
      remove_endpoint(Name, Endpoint)



        
          
        

    

  


  

      

          -spec remove_endpoint(term(), endpoint()) -> ok.


      


Remove an endpoint from a balance pool at runtime.

  



  
    
      
    
    
      request(Client, Method, Path)



        
          
        

    

  


  

      

          -spec request(client(), atom() | binary(), binary()) -> result().


      



  



  
    
      
    
    
      request(Client, Method, Path, Opts)



        
          
        

    

  


  

      

          -spec request(client(), atom() | binary(), binary(), map()) -> result().


      


Send a request. Opts: body (iodata | {full, _} | {stream, Fun}),
headers, timeout, stream (true to receive a {stream, Reader}
response body), meta.
Push streaming: set stream_to to a pid and the response is delivered to
it as ordered messages, freeing the pid to selectively receive body chunks
alongside its own control messages instead of dedicating a process to a
pull loop. The reply is {ok, #{body := {push, Ref}}}; the recipient then
receives
{livery_response, Ref, {status, Status, Headers}}
{livery_response, Ref, {chunk, Binary}}      %% zero or more
{livery_response, Ref, done}
{livery_response, Ref, {error, Reason}}       %% instead of done, on failure
flow (default auto) pushes chunks as fast as the wire allows; manual
sends one chunk per stream_next/1 for backpressure. stop_stream/1
cancels the stream and drops its connection. Push streaming bypasses the
layer stack; the adapter owns the connection.

  



  
    
      
    
    
      retry(Opts)



        
          
        

    

  


  

      

          -spec retry(map()) -> entry().


      



  



  
    
      
    
    
      run(Client, Req)



        
          
        

    

  


  

      

          -spec run(client(), request()) -> result().


      


Run a fully built request through the client's layer stack.

  



  
    
      
    
    
      set_header/3



        
          
        

    

  


  

      

          -spec set_header(binary(), binary(), request()) -> request().


      



  



  
    
      
    
    
      status/1



        
          
        

    

  


  

      

          -spec status(response()) -> 100..599.


      



  



  
    
      
    
    
      stop_stream/1



        
          
        

    

  


  

      

          -spec stop_stream(stream_ref()) -> ok.


      


Cancel a push stream and release its connection.

  



  
    
      
    
    
      stream_next/1



        
          
        

    

  


  

      

          -spec stream_next(stream_ref()) -> ok | {error, term()}.


      


Ask a flow => manual push stream for one more {chunk, _} message.
Ref is the value from the {push, Ref} response body.

  



  
    
      
    
    
      timeout(Ms)



        
          
        

    

  


  

      

          -spec timeout(pos_integer()) -> entry().


      



  



  
    
      
    
    
      url/1



        
          
        

    

  


  

      

          -spec url(request()) -> binary().


      



  



  
    
      
    
    
      wrap(Fun)



        
          
        

    

  


  

      

          -spec wrap(fun((throw | error | exit, term(), list()) -> result())) -> entry().


      



  


        

      


  

    
livery_client_adapter behaviour
    



      
Behaviour for an outbound HTTP transport, the client-side dual of
livery_adapter.
An adapter owns the wire: it takes a livery_client:request() and
produces a livery_client:response() (or an error). The composable
layers (timeout, retry, concurrency, circuit breaker) sit above it and
do not care which transport runs underneath. The default adapter is
livery_client_hackney (HTTP/1.1, HTTP/2, and HTTP/3 via hackney);
write your own to front a different client.
Callbacks
	request(Request, Opts) -> {ok, Response} | {error, term()} - send
one request. The adapter owns its connections and pooling.

	read(Reader, Timeout) -> {ok, Data, Reader} | {done, Reader} | {error, term()} - optional; pull the next chunk of a streamed
response body. Only adapters that return a {stream, Reader} response
body implement it.

	stream(Request, Opts, StreamOpts) -> {ok, Ref} | {error, term()} -
optional; drive the request in a background process owned by the
adapter and deliver the response to StreamOpts's stream_to pid as
ordered {livery_response, Ref, _} messages ({status, Status, Headers}, {chunk, Binary}, done, {error, Reason}). StreamOpts
carries stream_to (the recipient) and flow (auto to push as fast
as the wire allows, manual to send one chunk per stream_next/1).
Ref is opaque and identifies the stream for stream_next/1 and
stop_stream/1.

	stream_next(Ref) -> ok | {error, term()} - optional; under flow => manual, ask for one more body chunk.

	stop_stream(Ref) -> ok - optional; cancel a push stream and release
its connection.


      


      
        Summary


  
    Types
  


    
      
        stream_opts()

      


    


    
      
        stream_ref()

      


    





  
    Callbacks
  


    
      
        read/2

      


    


    
      
        request/2

      


    


    
      
        stop_stream/1

      


    


    
      
        stream/3

      


    


    
      
        stream_next/1

      


    





      


      
        Types


        


  
    
      
    
    
      stream_opts()



        
          
        

    

  


  

      

          -type stream_opts() :: #{stream_to := pid(), flow := auto | manual}.


      



  



  
    
      
    
    
      stream_ref()



        
          
        

    

  


  

      

          -type stream_ref() :: term().


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      read/2


        (optional)


        
          
        

    

  


  

      

          -callback read(term(), timeout()) -> {ok, binary(), term()} | {done, term()} | {error, term()}.


      



  



  
    
      
    
    
      request/2



        
          
        

    

  


  

      

          -callback request(livery_client:request(), map()) -> {ok, livery_client:response()} | {error, term()}.


      



  



  
    
      
    
    
      stop_stream/1


        (optional)


        
          
        

    

  


  

      

          -callback stop_stream(stream_ref()) -> ok.


      



  



  
    
      
    
    
      stream/3


        (optional)


        
          
        

    

  


  

      

          -callback stream(livery_client:request(), map(), stream_opts()) -> {ok, stream_ref()} | {error, term()}.


      



  



  
    
      
    
    
      stream_next/1


        (optional)


        
          
        

    

  


  

      

          -callback stream_next(stream_ref()) -> ok | {error, term()}.


      



  


        

      


  

    
livery_client_balance 
    



      
Client layer: spread requests across a pool of endpoints.
Picks an endpoint from the pool named in the opts, rewrites the request
to target it, and records the outcome so a failing endpoint is ejected
and a recovering one is probed back in. Selection load and health live in
livery_client_balance_store. Add it with livery_client:balance/1.
Opts: name (required), endpoints (a list of base URLs, or a
{Module, Arg} discovery pair), policy (p2c default | round_robin),
eject_after (consecutive failures to eject, default 5), eject_for
(ms ejected before a half-open probe, default 10000), fail_status
(what counts as a failure: a fun((status()) -> boolean()) or a list of
statuses; default treats any status >= 500 and any {error, _} as a
failure).

      


      
        Summary


  
    Functions
  


    
      
        call(Req, Next, Opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, Opts)



        
          
        

    

  


  

      

          -spec call(livery_client:request(), livery_client:next(), map()) ->
              {ok, livery_client:response()} | {error, term()}.


      



  


        

      


  

    
livery_client_balance_store 
    



      
Owns the ETS table backing the client load balancers.
A gen_server that creates a public named table at startup; the
selection logic in livery_client_balance reads and writes it directly
(no per-request round trip through this process). One pool per name,
with one row per endpoint:
{{ep, Name, Endpoint}, Status, Fails, Until, Inflight}
Status is up | ejected. Inflight is a per-endpoint atomics ref
holding the in-flight request count (the P2C load metric). Until is an
erlang:monotonic_time(millisecond) deadline: while ejected, the
endpoint rejoins only after Until has passed, and recovery is a single
probe leased with an atomic compare-and-swap so concurrent callers cannot
all probe at once. A {{meta, Name}, RoundRobinRef} row marks the pool's
existence (for create-once ensure/2) and carries the round-robin
counter.

      


      
        Summary


  
    Types
  


    
      
        policy()

      


    


    
      
        state()

      


    





  
    Functions
  


    
      
        add(Name, Endpoint)

      


        Add an endpoint to a pool at runtime.



    


    
      
        ensure(Name, Endpoints)

      


        Seed a pool from Endpoints, once. If the pool already exists this is a
no-op, so a lazy call on a later request never undoes a runtime
remove/2 or re-adds a drained node. The cheap membership check runs in
the caller; only a miss talks to the gen_server.



    


    
      
        handle_call/3

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init/1

      


    


    
      
        pick(Name, Policy, EjectFor)

      


        Pick an endpoint for one request, incrementing its in-flight count.
Returns {ok, Endpoint, Token} (pass Token to release/1 when the
request finishes) or {error, no_endpoint}. A recovering endpoint whose
cooldown has expired is leased for a single probe via an atomic CAS;
otherwise selection is over the healthy endpoints by Policy.



    


    
      
        record(Name, Endpoint, Outcome, EjectAfter, EjectFor)

      


        Record a request outcome against the endpoint. ok resets the failure
streak and reinstates an ejected endpoint; err increments the streak
and ejects at EjectAfter, or re-ejects a failed probe. A missing row
(removed mid-flight) is a no-op.



    


    
      
        release(Ref)

      


        Release the in-flight slot taken by pick/3 (safe if removed).



    


    
      
        remove(Name, Endpoint)

      


        Remove an endpoint from a pool at runtime.



    


    
      
        reset(Name)

      


        Forget a pool entirely.



    


    
      
        start_link()

      


    





      


      
        Types


        


  
    
      
    
    
      policy()



        
          
        

    

  


  

      

          -type policy() :: p2c | round_robin.


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -type state() :: #state{}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(Name, Endpoint)



        
          
        

    

  


  

      

          -spec add(term(), binary()) -> ok.


      


Add an endpoint to a pool at runtime.

  



  
    
      
    
    
      ensure(Name, Endpoints)



        
          
        

    

  


  

      

          -spec ensure(term(), [binary()]) -> ok.


      


Seed a pool from Endpoints, once. If the pool already exists this is a
no-op, so a lazy call on a later request never undoes a runtime
remove/2 or re-adds a drained node. The cheap membership check runs in
the caller; only a miss talks to the gen_server.

  



  
    
      
    
    
      handle_call/3



        
          
        

    

  


  

      

          -spec handle_call(term(), {pid(), term()}, state()) -> {reply, ok, state()}.


      



  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  

      

          -spec handle_cast(term(), state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  

      

          -spec handle_info(term(), state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      init/1



        
          
        

    

  


  

      

          -spec init([]) -> {ok, state()}.


      



  



  
    
      
    
    
      pick(Name, Policy, EjectFor)



        
          
        

    

  


  

      

          -spec pick(term(), policy(), non_neg_integer()) ->
              {ok, binary(), atomics:atomics_ref()} | {error, no_endpoint}.


      


Pick an endpoint for one request, incrementing its in-flight count.
Returns {ok, Endpoint, Token} (pass Token to release/1 when the
request finishes) or {error, no_endpoint}. A recovering endpoint whose
cooldown has expired is leased for a single probe via an atomic CAS;
otherwise selection is over the healthy endpoints by Policy.

  



  
    
      
    
    
      record(Name, Endpoint, Outcome, EjectAfter, EjectFor)



        
          
        

    

  


  

      

          -spec record(term(), binary(), ok | err, pos_integer(), non_neg_integer()) -> ok.


      


Record a request outcome against the endpoint. ok resets the failure
streak and reinstates an ejected endpoint; err increments the streak
and ejects at EjectAfter, or re-ejects a failed probe. A missing row
(removed mid-flight) is a no-op.

  



  
    
      
    
    
      release(Ref)



        
          
        

    

  


  

      

          -spec release(atomics:atomics_ref()) -> ok.


      


Release the in-flight slot taken by pick/3 (safe if removed).

  



  
    
      
    
    
      remove(Name, Endpoint)



        
          
        

    

  


  

      

          -spec remove(term(), binary()) -> ok.


      


Remove an endpoint from a pool at runtime.

  



  
    
      
    
    
      reset(Name)



        
          
        

    

  


  

      

          -spec reset(term()) -> ok.


      


Forget a pool entirely.

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      



  


        

      


  

    
livery_client_circuit 
    



      
Client layer: a circuit breaker.
Tracks the recent failure ratio for a named target. While the circuit is
closed, requests pass and outcomes are tallied over a tumbling window;
once the failure ratio reaches trip, the circuit opens and further
requests fail fast with {error, circuit_open}. After cooldown ms the
breaker half-opens to let one probe through, closing again on success or
re-opening on failure. Add it with livery_client:circuit_breaker/1.
Opts: name (required), window (default 20), trip (default 0.5),
cooldown ms (default 5000).

      


      
        Summary
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        call(Req, Next, Opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, Opts)



        
          
        

    

  


  

      

          -spec call(livery_client:request(), livery_client:next(), map()) ->
              {ok, livery_client:response()} | {error, term()}.


      



  


        

      


  

    
livery_client_circuit_store 
    



      
Owns the ETS table backing the client circuit breakers.
A gen_server that creates a public named table at startup and clears it
on shutdown; the decision logic in livery_client_circuit reads and
writes the table directly (no per-request round trip through this
process). One row per breaker name: {Name, Status, Fails, Total, OpenedAtMs} where Status is closed | open | half_open.

      


      
        Summary


  
    Types
  


    
      
        state()

      


    





  
    Functions
  


    
      
        allow(Name, Cooldown)

      


        May a request pass? Half-opens an expired-cooldown breaker to probe.



    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init/1

      


    


    
      
        record(Name, Outcome, Window, Trip)

      


        Record a request outcome and update the breaker state.



    


    
      
        reset(Name)

      


        Forget a breaker's state.



    


    
      
        start_link()

      


    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -type state() :: #state{}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      allow(Name, Cooldown)



        
          
        

    

  


  

      

          -spec allow(term(), non_neg_integer()) -> allow | deny.


      


May a request pass? Half-opens an expired-cooldown breaker to probe.

  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  

      

          -spec handle_call(term(), {pid(), term()}, state()) -> {reply, ok, state()}.


      



  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  

      

          -spec handle_cast(term(), state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  

      

          -spec handle_info(term(), state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      init/1



        
          
        

    

  


  

      

          -spec init([]) -> {ok, state()}.


      



  



  
    
      
    
    
      record(Name, Outcome, Window, Trip)



        
          
        

    

  


  

      

          -spec record(term(), ok | err, pos_integer(), float()) -> ok.


      


Record a request outcome and update the breaker state.

  



  
    
      
    
    
      reset(Name)



        
          
        

    

  


  

      

          -spec reset(term()) -> ok.


      


Forget a breaker's state.

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      



  


        

      


  

    
livery_client_concurrency 
    



      
Client layer: cap in-flight requests.
A lock-free atomics counter admits up to limit concurrent requests
through this layer; past the cap a request returns {error, overloaded}
without calling downstream. Add it with livery_client:concurrency/1.

      


      
        Summary


  
    Types
  


    
      
        state()

      


    





  
    Functions
  


    
      
        call/3

      


    


    
      
        limiter(Limit)

      


    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -opaque state()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call/3



        
          
        

    

  


  

      

          -spec call(livery_client:request(), livery_client:next(), state()) ->
              {ok, livery_client:response()} | {error, term()}.


      



  



  
    
      
    
    
      limiter(Limit)



        
          
        

    

  


  

      

          -spec limiter(non_neg_integer()) -> state().


      



  


        

      


  

    
livery_client_cookie 
    



      
Client layer: a cookie jar (RFC 6265, client side).
Before each request it picks the stored cookies that match the target
(host, path, secure) and merges them into one Cookie header, keeping any
Cookie the caller already set. After the response it parses every
Set-Cookie header and updates the jar: a new cookie replaces the one
under the same (domain, path, name) key, and an expired one (a past
Expires, or Max-Age <= 0) deletes it. Add it with
livery_client:cookie_jar/0,1.
The jar keeps no cookies of its own; it reads and writes them through a
livery_client_cookie_store (default livery_client_cookie_store_ets),
an in-memory per-jar store shared across the request processes that run
the client.
This is a subset: no public suffix list, no third-party-cookie policy,
no persistence. SameSite is parsed but not enforced.
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        state()

      


    





  
    Functions
  


    
      
        call(Req, Next, State)

      


    


    
      
        jar()

      


        Build a jar with the default ETS store and cookie cap.



    


    
      
        jar(Opts)

      


        Build a jar. Opts: max_cookies (total cap before the oldest are
evicted, default 3000), store (a livery_client_cookie_store callback
module, default livery_client_cookie_store_ets). Any other keys are
passed through to the store's init/1.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -opaque state()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_client:request(), livery_client:next(), state()) ->
              {ok, livery_client:response()} | {error, term()}.


      



  



  
    
      
    
    
      jar()



        
          
        

    

  


  

      

          -spec jar() -> state().


      


Build a jar with the default ETS store and cookie cap.

  



  
    
      
    
    
      jar(Opts)



        
          
        

    

  


  

      

          -spec jar(map()) -> state().


      


Build a jar. Opts: max_cookies (total cap before the oldest are
evicted, default 3000), store (a livery_client_cookie_store callback
module, default livery_client_cookie_store_ets). Any other keys are
passed through to the store's init/1.

  


        

      


  

    
livery_client_cookie_store behaviour
    



      
Behaviour for the cookie jar's backing store.
livery_client_cookie keeps no cookies of its own; it reads and writes
them through this behaviour. The default, livery_client_cookie_store_ets,
holds them in a public ETS table created by the jar constructor and shared
across the concurrent request processes that run the client. Implement the
four callbacks to back a jar with something else (a shared process, an
external cache); the jar stays in-memory and per-jar either way.
Cookies and keys are opaque to the store: it persists and returns them
without looking inside.
	init(Opts) -> Store - build the store from the jar/1 opts and return
an opaque handle.
	get(Store) -> [Cookie] - every cookie currently held, in any order.
	put(Store, Key, Cookie) -> ok - store Cookie under Key, replacing
any cookie already there.
	delete(Store, Key) -> ok - forget the cookie under Key.
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        init(Opts)

      


    


    
      
        put/3
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          -type cookie() :: term().


      



  



  
    
      
    
    
      key()



        
          
        

    

  


  

      

          -type key() :: term().


      



  



  
    
      
    
    
      store()



        
          
        

    

  


  

      

          -type store() :: term().


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      delete/2



        
          
        

    

  


  

      

          -callback delete(store(), key()) -> ok.


      



  



  
    
      
    
    
      get/1



        
          
        

    

  


  

      

          -callback get(store()) -> [cookie()].


      



  



  
    
      
    
    
      init(Opts)



        
          
        

    

  


  

      

          -callback init(Opts :: map()) -> store().


      



  



  
    
      
    
    
      put/3



        
          
        

    

  


  

      

          -callback put(store(), key(), cookie()) -> ok.


      



  


        

      


  

    
livery_client_cookie_store_ets 
    



      
The default cookie jar store: a public ETS table.
livery_client:cookie_jar/0,1 uses it implicitly, so you rarely name it
directly. The constructor creates one unnamed public table per jar and
hands it back as the opaque store handle; every request process that runs
the client reads and writes the same table. The table is owned by the
process that built the jar, so build the jar under a process that outlives
its requests.
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        get(Tab)

      


    


    
      
        init(Opts)

      


    


    
      
        put(Tab, Key, Cookie)

      


    





      


      
        Functions


        


  
    
      
    
    
      delete(Tab, Key)



        
          
        

    

  


  

      

          -spec delete(ets:tid(), livery_client_cookie_store:key()) -> ok.


      



  



  
    
      
    
    
      get(Tab)



        
          
        

    

  


  

      

          -spec get(ets:tid()) -> [livery_client_cookie_store:cookie()].


      



  



  
    
      
    
    
      init(Opts)



        
          
        

    

  


  

      

          -spec init(map()) -> ets:tid().


      



  



  
    
      
    
    
      put(Tab, Key, Cookie)



        
          
        

    

  


  

      

          -spec put(ets:tid(), livery_client_cookie_store:key(), livery_client_cookie_store:cookie()) -> ok.


      



  


        

      


  

    
livery_client_discover behaviour
    



      
Behaviour for resolving a balance pool's endpoints.
A provider turns some Arg into the list of endpoint base URLs the
balancer should spread across. The shipped provider,
livery_client_discover_static, just returns a fixed list; live
providers (periodic DNS, a registry watcher) can implement the same
callback later without touching the balancer.
The endpoints option of livery_client:balance/1 is either a plain
list (sugar for the static provider) or {Module, Arg} naming a
provider.
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        endpoints(Arg)
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        resolve/1

      


        Resolve an endpoints option to a concrete list of base URLs.
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          -type endpoints() :: [binary()] | {module(), term()}.


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      endpoints(Arg)



        
          
        

    

  


  

      

          -callback endpoints(Arg :: term()) -> [binary()].


      



  


        

      

      
        Functions


        


  
    
      
    
    
      resolve/1



        
          
        

    

  


  

      

          -spec resolve(endpoints()) -> [binary()].


      


Resolve an endpoints option to a concrete list of base URLs.

  


        

      


  

    
livery_client_discover_static 
    



      
The default discovery provider: a fixed list of endpoints.
livery_client:balance/1 uses it implicitly when endpoints is a plain
list, so you rarely name it directly.
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        endpoints(List)

      


    





      


      
        Functions


        


  
    
      
    
    
      endpoints(List)



        
          
        

    

  


  

      

          -spec endpoints([binary()]) -> [binary()].


      



  


        

      


  

    
livery_client_hackney 
    



      
Default client adapter: hackney.
hackney 4.2 speaks HTTP/1.1, HTTP/2, and HTTP/3 (with TLS, pooling, and
IPv6), so this one adapter covers every protocol. The request body may be
buffered ({full, _}) or a producer ({stream, Fun}); the response is
buffered by default, or streamed ({stream, Reader}) when the request
sets stream => true.
Opts (the client's adapter_opts) may carry hackney => [opt], a list
of raw hackney options forwarded verbatim (e.g. {ssl_options, _}, a
pool name, HTTP/3 controls like zero_rtt/family).
hackney's request/5 always buffers the response, so any request that
either streams its body or wants a streamed response goes through the
connection API (request with a stream body, start_response,
stream_body).
Push streaming (stream/3, stream_next/1, stop_stream/1) runs the
request in hackney's async mode ({async, true | once}) under a small
relay process that translates hackney's {hackney_response, _, _}
messages into Livery's {livery_response, Ref, _} messages, folding
hackney's separate status and headers events into one
{status, Status, Headers}. The relay monitors the recipient and tears
the connection down if it dies, so a caller that aborts mid-download
never leaks a connection.

      


      
        Summary


  
    Functions
  


    
      
        read(Conn, Timeout)

      


    


    
      
        request(Req, Opts)

      


    


    
      
        stop_stream/1
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        stream_next/1
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      read(Conn, Timeout)



        
          
        

    

  


  

      

          -spec read(term(), timeout()) -> {ok, binary(), term()} | {done, term()} | {error, term()}.


      



  



  
    
      
    
    
      request(Req, Opts)



        
          
        

    

  


  

      

          -spec request(livery_client:request(), map()) -> {ok, livery_client:response()} | {error, term()}.


      



  



  
    
      
    
    
      stop_stream/1



        
          
        

    

  


  

      

          -spec stop_stream(livery_client_adapter:stream_ref()) -> ok.


      



  



  
    
      
    
    
      stream/3



        
          
        

    

  


  

      

          -spec stream(livery_client:request(), map(), livery_client_adapter:stream_opts()) ->
                {ok, livery_client_adapter:stream_ref()} | {error, term()}.


      



  



  
    
      
    
    
      stream_next/1



        
          
        

    

  


  

      

          -spec stream_next(livery_client_adapter:stream_ref()) -> ok.


      



  


        

      


  

    
livery_client_retry 
    



      
Client layer: retry failed requests with exponential backoff.
Retries on transport errors and on the configured retryable status codes
(502/503/504 by default), up to max extra attempts, sleeping
Base * Factor^Attempt ms plus jitter between tries. Only idempotent
methods (GET/HEAD/PUT/DELETE/OPTIONS) are retried unless
retry_non_idempotent => true, and a request with a one-shot streaming
body is never retried (the producer cannot be replayed). Add it with
livery_client:retry/1.
When a retryable response carries a Retry-After header (delta-seconds),
that delay is honored instead of the computed backoff, capped by
retry_after_max ms. An HTTP-date Retry-After falls back to backoff.
Opts: max (default 2), backoff ({BaseMs, Factor}, default
{200, 2.0}), statuses (default [502, 503, 504]),
retry_non_idempotent (default false), retry_after_max (default
120000).
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        call(Req, Next, Opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, Opts)



        
          
        

    

  


  

      

          -spec call(livery_client:request(), livery_client:next(), map()) ->
              {ok, livery_client:response()} | {error, term()}.


      



  


        

      


  

    
livery_client_timeout 
    



      
Client layer: bound a request to a deadline.
Runs the downstream call in a monitored child process and returns
{error, timeout} if it does not finish within Ms, killing the child
(which tears down the in-flight connection). Add it with
livery_client:timeout/1.
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    Functions
  


    
      
        call(Req, Next, Ms)

      


    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, Ms)



        
          
        

    

  


  

      

          -spec call(livery_client:request(), livery_client:next(), pos_integer()) ->
              {ok, livery_client:response()} | {error, term()}.


      



  


        

      


  

    
livery_codec_zlib 
    



      
Shared OTP zlib streaming backend for the gzip and deflate codecs.
The two built-in codecs differ only in the zlib WindowBits value
(31 for gzip framing, 15 for zlib-wrapped DEFLATE), so the streaming
machinery lives here once. stream_update/2 uses a sync flush so each
producer chunk is emittable immediately.

      


      
        Summary


  
    Functions
  


    
      
        stream_close(Z)

      


        Release the stream. Frees the underlying zlib resource.



    


    
      
        stream_finish(Z)

      


        Return the trailing bytes that finalize the stream.



    


    
      
        stream_init(WindowBits)

      


        Open a deflate stream with the given zlib WindowBits.



    


    
      
        stream_update(Z, Data)

      


        Compress a chunk and flush, returning the bytes emittable now.



    





      


      
        Functions


        


  
    
      
    
    
      stream_close(Z)



        
          
        

    

  


  

      

          -spec stream_close(zlib:zstream()) -> ok.


      


Release the stream. Frees the underlying zlib resource.

  



  
    
      
    
    
      stream_finish(Z)



        
          
        

    

  


  

      

          -spec stream_finish(zlib:zstream()) -> iodata().


      


Return the trailing bytes that finalize the stream.

  



  
    
      
    
    
      stream_init(WindowBits)



        
          
        

    

  


  

      

          -spec stream_init(integer()) -> zlib:zstream().


      


Open a deflate stream with the given zlib WindowBits.

  



  
    
      
    
    
      stream_update(Z, Data)



        
          
        

    

  


  

      

          -spec stream_update(zlib:zstream(), iodata()) -> iodata().


      


Compress a chunk and flush, returning the bytes emittable now.

  


        

      


  

    
livery_disconnect 
    



      
Internal helper for delivering a client-disconnect signal.
Called by the per-stream translator in each adapter when the client
resets the stream or closes the connection. It signals the request
worker two ways: a {livery_disconnect, Ref, Reason} message (for a
handler waiting in a receive loop) and a spawned run of each
registered cancel callback (for a handler blocked in a NIF that would
not see a mailbox message until it returns).
Callbacks are always run in a fresh process via spawn/1, so a slow
or crashing callback cannot block the translator or delay the worker's
'DOWN' cleanup.

      


      
        Summary


  
    Functions
  


    
      
        fire(WorkerPid, Ref, Reason, Callbacks)

      


        Signal WorkerPid that the client for Ref disconnected with
Reason, and spawn each registered cancel callback.



    


    
      
        fire_once/5

      


        Fire on the first disconnect only. Returns the new fired flag
(always true). A no-op when already fired, so a stream reset
followed by a connection close fires once.



    


    
      
        register/3

      


        Register a cancel callback. If the disconnect already fired, run it
immediately (spawned) and leave the list unchanged; otherwise prepend
it for the eventual fire.



    





      


      
        Functions


        


  
    
      
    
    
      fire(WorkerPid, Ref, Reason, Callbacks)



        
          
        

    

  


  

      

          -spec fire(pid(), reference(), term(), [fun(() -> term())]) -> ok.


      


Signal WorkerPid that the client for Ref disconnected with
Reason, and spawn each registered cancel callback.

  



  
    
      
    
    
      fire_once/5



        
          
        

    

  


  

      

          -spec fire_once(boolean(), pid(), reference(), term(), [fun(() -> term())]) -> true.


      


Fire on the first disconnect only. Returns the new fired flag
(always true). A no-op when already fired, so a stream reset
followed by a connection close fires once.

  



  
    
      
    
    
      register/3



        
          
        

    

  


  

      

          -spec register(boolean(), fun(() -> term()), [fun(() -> term())]) -> [fun(() -> term())].


      


Register a cancel callback. If the disconnect already fired, run it
immediately (spawned) and leave the list unchanged; otherwise prepend
it for the eventual fire.

  


        

      


  

    
livery_drain 
    



      
Graceful shutdown.
drain/1,2 stops a running service the polite way: it stops the
listeners from accepting new connections, waits for the requests
already in flight to finish within a configurable window, then
stops the service. Returns ok once fully drained or
{error, timeout} if the window elapsed with requests still
running (the service is stopped either way).
In-flight requests are counted node-wide via the global
livery_req_sup in-flight counter — every request, on every
protocol, runs in a livery_req_proc worker it tracks. A
single-service node drains exactly its own requests; on a
multi-service node drain/2 waits for all of them.
Stopping acceptance closes the listen socket (no new connections);
it does not send GOAWAY on existing keep-alive connections.
{ok, Pid} = livery:start_service(#{http => #{port => 8080}, router => R}),
%% ... serve ...
ok = livery:drain(Pid, #{timeout => 30000}).
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        opts()
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        await()

      


        Wait for in-flight requests to finish, default 30s window.



    


    
      
        await(Opts)

      


        Wait until no requests are in flight, or the timeout elapses.



    


    
      
        drain(Service)

      


        Gracefully drain and stop a service with default options.



    


    
      
        drain(Service, Opts)

      


        Gracefully drain and stop a service.



    


    
      
        in_flight()

      


        Number of requests currently in flight (0 if the app is down).
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          -type opts() :: #{timeout => timeout(), poll_interval => non_neg_integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      await()



        
          
        

    

  


  

      

          -spec await() -> ok | {error, timeout}.


      


Wait for in-flight requests to finish, default 30s window.

  



  
    
      
    
    
      await(Opts)



        
          
        

    

  


  

      

          -spec await(opts()) -> ok | {error, timeout}.


      


Wait until no requests are in flight, or the timeout elapses.
Opts: timeout (default 30000 ms; infinity allowed) and
poll_interval (default 100 ms).

  



  
    
      
    
    
      drain(Service)



        
          
        

    

  


  

      

          -spec drain(pid()) -> ok | {error, timeout}.


      


Gracefully drain and stop a service with default options.

  



  
    
      
    
    
      drain(Service, Opts)



        
          
        

    

  


  

      

          -spec drain(pid(), opts()) -> ok | {error, timeout}.


      


Gracefully drain and stop a service.
Stops accepting new connections, waits up to timeout (default
30s) for in-flight requests to finish, then stops the service.
The service is stopped regardless of whether the drain completed.

  



  
    
      
    
    
      in_flight()



        
          
        

    

  


  

      

          -spec in_flight() -> non_neg_integer().


      


Number of requests currently in flight (0 if the app is down).

  


        

      


  

    
livery_h1 
    



      
HTTP/1.1 adapter on top of the h1 library.
Starts an h1 server bound to a Livery middleware stack and
handler. For every inbound request the adapter:
	Builds a #livery_req{} from the method, path, and headers
delivered by h1.
	Spawns a livery_req_proc worker under livery_req_sup.
	Spawns a small translator that turns {h1, Conn, _} body and
trailer events into the {livery_body, Ref, _} shape the
worker reads via livery_body.
	Registers the translator as the h1 stream handler so the
engine never blocks on the worker.

Response emission goes through livery:emit/3 and lands on the
adapter callbacks (send_headers/4, send_full/5, send_data/3,
send_trailers/2, reset/2), which in turn call into
h1:send_response/4, h1:respond/5, h1:send_data/3,4, and
h1:send_trailers/3. Full bodies coalesce into a single
content-length write via send_full/5 -> h1:respond/5.
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        stream()
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        accept_ws/4

      


        Hand the stream's socket to the ws library to run a WebSocket
session.



    


    
      
        capabilities(Listener)
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        reset/2

      


    


    
      
        send_data/3

      


    


    
      
        send_full/5

      


    


    
      
        send_headers/4

      


    


    
      
        send_trailers/2

      


    


    
      
        start(Opts)

      


        Start a listener with the given options.



    


    
      
        start(Name, Opts, StartOpts)

      


    


    
      
        stop(Listener)
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      listen_opts()



        
          
        

    

  


  

      

          -type listen_opts() ::
          #{port => inet:port_number(),
            ip => inet:ip_address(),
            inet6 => boolean(),
            transport => tcp | ssl,
            cert => binary() | string(),
            key => binary() | string(),
            cacerts => [binary()],
            ssl_opts => [ssl:tls_server_option()],
            acceptors => pos_integer(),
            max_body => non_neg_integer() | infinity,
            idle_timeout => timeout(),
            request_timeout => timeout(),
            handshake_timeout => timeout(),
            early_response_drain => 0 | {non_neg_integer() | infinity, non_neg_integer() | infinity},
            lingering_timeout => timeout(),
            max_keepalive_requests => pos_integer() | infinity,
            config => term(),
            stack := livery_middleware:stack(),
            handler := livery_middleware:handler()}.
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          -type listener() :: h1:server_ref().


      



  



  
    
      
    
    
      stream()



        
          
        

    

  


  

      

          -type stream() :: {h1:connection(), h1:stream_id()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      accept_ws/4



        
          
        

    

  


  

      

          -spec accept_ws(stream(), livery_req:req(), module(), term()) -> {ok, pid()} | {error, term()}.


      


Hand the stream's socket to the ws library to run a WebSocket
session.
Validates the RFC 6455 handshake headers, replies 101 via
h1:accept_upgrade/3, takes ownership of the raw socket, and
calls ws:accept/5 with the supplied handler module and opts.
Returns {ok, SessionPid} on success or {error, _} on a bad
handshake or socket transfer failure.
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          -spec capabilities(listener()) -> livery_adapter:capabilities().
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          -spec peer_info(stream()) -> livery_adapter:peer_info().


      



  



  
    
      
    
    
      reset/2



        
          
        

    

  


  

      

          -spec reset(stream(), term()) -> ok.


      



  



  
    
      
    
    
      send_data/3



        
          
        

    

  


  

      

          -spec send_data(stream(), iodata(), livery_adapter:send_opts()) -> livery_adapter:send_result().


      



  



  
    
      
    
    
      send_full/5



        
          
        

    

  


  

      

          -spec send_full(stream(), 100..599, [{binary(), binary()}], iodata(), livery_adapter:send_opts()) ->
                   livery_adapter:send_result().


      



  



  
    
      
    
    
      send_headers/4



        
          
        

    

  


  

      

          -spec send_headers(stream(), 100..599, [{binary(), binary()}], livery_adapter:send_opts()) ->
                      livery_adapter:send_result().


      



  



  
    
      
    
    
      send_trailers/2



        
          
        

    

  


  

      

          -spec send_trailers(stream(), [{binary(), binary()}]) -> livery_adapter:send_result().


      



  



  
    
      
    
    
      start(Opts)



        
          
        

    

  


  

      

          -spec start(listen_opts()) -> {ok, listener()} | {error, term()}.


      


Start a listener with the given options.
Opts must include stack and handler. port defaults to 0
(random port). transport defaults to tcp. Returns the same
listener handle the h1 library does, suitable for passing to
stop/1 or to h1:server_port/1.

  



  
    
      
    
    
      start(Name, Opts, StartOpts)



        
          
        

    

  


  

      

          -spec start(atom() | undefined, listen_opts(), map()) -> {ok, listener()} | {error, term()}.


      



  



  
    
      
    
    
      stop(Listener)



        
          
        

    

  


  

      

          -spec stop(listener()) -> ok.


      



  


        

      


  

    
livery_h2 
    



      
HTTP/2 adapter on top of the h2 library.
Starts an h2 server bound to a Livery middleware stack and
handler. For every inbound request the adapter:
	Builds a #livery_req{} from the method, path, and headers
delivered by h2.
	Spawns a livery_req_proc worker under livery_req_sup.
	Spawns a small translator process that turns {h2, Conn, _}
body and trailer events into the {livery_body, Ref, _}
shape the worker reads via livery_body.
	Registers the translator as the h2 stream handler.

Response emission goes through livery:emit/3 and lands on the
adapter callbacks (send_headers/4, send_data/3,
send_trailers/2, reset/2), which call into
h2:send_response/4, h2:send_data/3,4, and
h2:send_trailers/3. extended_connect is reported as supported
in capabilities/1.
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        accept_ws/4

      


        Accept a WebSocket session on an extended-CONNECT stream.



    


    
      
        accept_wt/4

      


        Hand an extended-CONNECT stream to the webtransport library.



    


    
      
        capabilities(Listener)

      


    


    
      
        peer_info/1

      


    


    
      
        reset/2

      


    


    
      
        send_data/3

      


    


    
      
        send_full/5

      


    


    
      
        send_headers/4

      


    


    
      
        send_trailers/2

      


    


    
      
        start(Opts)

      


        Start a listener with the given options.



    


    
      
        start(Name, Opts, StartOpts)

      


    


    
      
        stop(Listener)

      


    





      


      
        Types


        


  
    
      
    
    
      listen_opts()



        
          
        

    

  


  

      

          -type listen_opts() ::
          #{port => inet:port_number(),
            ip => inet:ip_address(),
            inet6 => boolean(),
            transport => tcp | ssl,
            cert => binary() | string(),
            key => binary() | string(),
            cacerts => [binary()],
            ssl_opts => [ssl:tls_server_option()],
            acceptors => pos_integer(),
            enable_connect_protocol => boolean(),
            max_body => non_neg_integer() | infinity,
            config => term(),
            stack := livery_middleware:stack(),
            handler := livery_middleware:handler()}.


      



  



  
    
      
    
    
      listener()



        
          
        

    

  


  

      

          -type listener() :: h2:server_ref().


      



  



  
    
      
    
    
      stream()



        
          
        

    

  


  

      

          -type stream() :: {h2:connection(), h2:stream_id()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      accept_ws/4



        
          
        

    

  


  

      

          -spec accept_ws(stream(), livery_req:req(), module(), term()) -> {ok, pid()} | {error, term()}.


      


Accept a WebSocket session on an extended-CONNECT stream.
Validates the RFC 8441 handshake, replies 200 (extended CONNECT
uses 200, not 101), then hands the stream to the ws library
driven by the livery_ws_h2 transport.

  



  
    
      
    
    
      accept_wt/4



        
          
        

    

  


  

      

          -spec accept_wt(h2, livery_req:req(), module(), term()) -> {ok, pid()} | {error, term()}.


      


Hand an extended-CONNECT stream to the webtransport library.
Reconstructs the CONNECT pseudo-headers from the request value
(the adapter delivers method/path out of band, but
webtransport:accept/4 expects them inline) and calls
webtransport:accept/4 with transport => h2.

  



  
    
      
    
    
      capabilities(Listener)



        
          
        

    

  


  

      

          -spec capabilities(listener()) -> livery_adapter:capabilities().


      



  



  
    
      
    
    
      peer_info/1



        
          
        

    

  


  

      

          -spec peer_info(stream()) -> livery_adapter:peer_info().


      



  



  
    
      
    
    
      reset/2



        
          
        

    

  


  

      

          -spec reset(stream(), term()) -> ok.


      



  



  
    
      
    
    
      send_data/3



        
          
        

    

  


  

      

          -spec send_data(stream(), iodata(), livery_adapter:send_opts()) -> livery_adapter:send_result().


      



  



  
    
      
    
    
      send_full/5



        
          
        

    

  


  

      

          -spec send_full(stream(), 100..599, [{binary(), binary()}], iodata(), livery_adapter:send_opts()) ->
                   livery_adapter:send_result().


      



  



  
    
      
    
    
      send_headers/4



        
          
        

    

  


  

      

          -spec send_headers(stream(), 100..599, [{binary(), binary()}], livery_adapter:send_opts()) ->
                      livery_adapter:send_result().


      



  



  
    
      
    
    
      send_trailers/2



        
          
        

    

  


  

      

          -spec send_trailers(stream(), [{binary(), binary()}]) -> livery_adapter:send_result().


      



  



  
    
      
    
    
      start(Opts)



        
          
        

    

  


  

      

          -spec start(listen_opts()) -> {ok, listener()} | {error, term()}.


      


Start a listener with the given options.
Opts must include stack and handler. port defaults to 0
(random port). transport defaults to tcp for h2c; pass ssl
plus cert and key to serve over TLS with ALPN-negotiated h2.

  



  
    
      
    
    
      start(Name, Opts, StartOpts)



        
          
        

    

  


  

      

          -spec start(atom() | undefined, listen_opts(), map()) -> {ok, listener()} | {error, term()}.


      



  



  
    
      
    
    
      stop(Listener)



        
          
        

    

  


  

      

          -spec stop(listener()) -> ok.


      



  


        

      


  

    
livery_h3 
    



      
HTTP/3 adapter on top of the quic library's quic_h3 subsystem.
Starts a quic_h3 server bound to a Livery middleware stack and
handler. For every inbound request the adapter mirrors livery_h2's
pattern:
	Builds a #livery_req{} from the method, path, and headers
delivered by quic_h3.
	Spawns a livery_req_proc worker under livery_req_sup.
	Spawns a translator process that turns
{quic_h3, Conn, _} body and trailer events into the
{livery_body, Ref, _} shape the worker reads via
livery_body.
	Registers the translator as the stream handler via
quic_h3:set_stream_handler/3.

Response emission goes through livery:emit/3 and lands on the
adapter callbacks, which call into quic_h3:send_response/4,
quic_h3:send_data/3,4, and quic_h3:send_trailers/3.

      


      
        Summary
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        listen_opts()

      


    


    
      
        listener()

      


    


    
      
        stream()

      


    





  
    Functions
  


    
      
        accept_ws/4

      


        Accept a WebSocket session on an extended-CONNECT H3 stream.



    


    
      
        accept_wt/4

      


        Hand an extended-CONNECT stream to the webtransport library
with transport => h3.



    


    
      
        capabilities(Listener)

      


    


    
      
        peer_info/1

      


    


    
      
        reset/2

      


    


    
      
        send_data/3

      


    


    
      
        send_headers/4

      


    


    
      
        send_trailers/2

      


    


    
      
        start(Opts)

      


        Start a listener with the given options.



    


    
      
        start/3

      


    


    
      
        stop(Name)

      


    





      


      
        Types


        


  
    
      
    
    
      listen_opts()



        
          
        

    

  


  

      

          -type listen_opts() ::
          #{name => atom(),
            port => inet:port_number(),
            ip => inet:ip_address(),
            inet6 => boolean(),
            cert := binary(),
            key := term(),
            sni_callback =>
                fun((binary() | undefined) ->
                        {ok, #{cert := binary(), key := term(), cert_chain => [binary()]}} |
                        {error, term()}),
            settings => map(),
            quic_opts => map(),
            max_body => non_neg_integer() | infinity,
            config => term(),
            stack := livery_middleware:stack(),
            handler := livery_middleware:handler()}.


      



  



  
    
      
    
    
      listener()



        
          
        

    

  


  

      

          -type listener() :: atom().


      



  



  
    
      
    
    
      stream()



        
          
        

    

  


  

      

          -type stream() :: {pid(), non_neg_integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      accept_ws/4



        
          
        

    

  


  

      

          -spec accept_ws(stream(), livery_req:req(), module(), term()) -> {ok, pid()} | {error, term()}.


      


Accept a WebSocket session on an extended-CONNECT H3 stream.
Validates the RFC 9220 handshake, replies 200, then hands the
stream to the ws library driven by the livery_ws_h3 transport.

  



  
    
      
    
    
      accept_wt/4



        
          
        

    

  


  

      

          -spec accept_wt(h3, livery_req:req(), module(), term()) -> {ok, pid()} | {error, term()}.


      


Hand an extended-CONNECT stream to the webtransport library
with transport => h3.

  



  
    
      
    
    
      capabilities(Listener)



        
          
        

    

  


  

      

          -spec capabilities(listener()) -> livery_adapter:capabilities().


      



  



  
    
      
    
    
      peer_info/1



        
          
        

    

  


  

      

          -spec peer_info(stream()) -> livery_adapter:peer_info().


      



  



  
    
      
    
    
      reset/2



        
          
        

    

  


  

      

          -spec reset(stream(), term()) -> ok.


      



  



  
    
      
    
    
      send_data/3



        
          
        

    

  


  

      

          -spec send_data(stream(), iodata(), livery_adapter:send_opts()) -> livery_adapter:send_result().


      



  



  
    
      
    
    
      send_headers/4



        
          
        

    

  


  

      

          -spec send_headers(stream(), 100..599, [{binary(), binary()}], livery_adapter:send_opts()) ->
                      livery_adapter:send_result().


      



  



  
    
      
    
    
      send_trailers/2



        
          
        

    

  


  

      

          -spec send_trailers(stream(), [{binary(), binary()}]) -> livery_adapter:send_result().


      



  



  
    
      
    
    
      start(Opts)



        
          
        

    

  


  

      

          -spec start(listen_opts()) -> {ok, listener()} | {error, term()}.


      


Start a listener with the given options.
Opts must include cert, key, stack, and handler. port
defaults to 0 (random port). name defaults to a unique atom.
Returns the listener atom (passable to stop/1 and
quic:get_server_port/1).
Pass an explicit, stable name if you start and stop listeners
repeatedly: quic_h3 registers under an atom name, and an
auto-generated name mints a fresh atom per start (atoms are never
garbage-collected). livery_service derives a stable name from the
port for this reason.

  



  
    
      
    
    
      start/3



        
          
        

    

  


  

      

          -spec start(atom() | undefined, listen_opts(), map()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      stop(Name)



        
          
        

    

  


  

      

          -spec stop(listener()) -> ok.


      



  


        

      


  

    
livery_inet 
    




      
        Summary


  
    Functions
  


    
      
        socket_addr_opts(Opts)

      


        Build inet listen options from the ip'/inet6' keys of a listen-opts map.



    





      


      
        Functions


        


  
    
      
    
    
      socket_addr_opts(Opts)



        
          
        

    

  


  

      

          -spec socket_addr_opts(map()) -> [inet6 | {ip, inet:ip_address()}].


      


Build inet listen options from the ip'/inet6' keys of a listen-opts map.
An IPv6 ip' tuple (an 8-tuple) orinet6 => true' selects the inet6' family;ip' sets the bind address. Returns a list suitable for the
gen_tcp'/ssl' listen options or quic's extra_socket_opts'. Returns[]' when neither key is set, so callers fall back to default binding.

  


        

      


  

    
livery_openapi 
    



      
OpenAPI 3.1 document generation from route metadata.
build/1 turns a list of routes into an OpenAPI 3.1 document
(a JSON-encodable map). Each route is
{Method, Path, Handler} or {Method, Path, Handler, Meta}; the
optional Meta map carries operation-level fields:
#{
    operation_id => binary(),
    summary      => binary(),
    description  => binary(),
    tags         => [binary()],
    parameters   => [map()],   %% extra (non-path) parameters
    request_body => map(),     %% OpenAPI requestBody object
    responses    => #{100..599 | binary() => map()}
}
Livery path templates (:param, *wildcard) are rewritten to
OpenAPI's {param} form, and a path parameter is synthesised for
each captured segment.
Doc = livery_openapi:build(#{
    info   => #{title => <<"My API">>, version => <<"1.0.0">>},
    routes => [
        {<<"GET">>, <<"/users/:id">>, {users, show},
         #{summary => <<"Fetch a user">>,
           responses => #{200 => #{description => <<"the user">>}}}}
    ]
}),
JsonBytes = livery_openapi:to_json(Doc).
handler/1 returns a Livery handler that serves the document as
application/json; mount it at /openapi.json.

      


      
        Summary


  
    Types
  


    
      
        build_opts()

      


    


    
      
        document()

      


    


    
      
        route()

      


    





  
    Functions
  


    
      
        build(Opts)

      


        Build an OpenAPI 3.1 document map from routes + info.



    


    
      
        handler(Doc)

      


        Return a Livery handler that serves the given document as
application/json. Mount it at /openapi.json.



    


    
      
        redoc_handler()

      


        Redoc UI handler loading the spec from /openapi.json.



    


    
      
        redoc_handler(SpecUrl)

      


        Return a Livery handler serving a Redoc documentation page that
loads the OpenAPI spec from SpecUrl. Self-contained HTML (the
Redoc bundle is pulled from a CDN); no static files or
livery_resp:file support needed.



    


    
      
        swagger_ui_handler()

      


        Swagger UI handler loading the spec from /openapi.json.



    


    
      
        swagger_ui_handler(SpecUrl)

      


        Return a Livery handler serving a Swagger UI documentation page
that loads the OpenAPI spec from SpecUrl. Self-contained HTML
(the Swagger UI bundle is pulled from a CDN); no static files
needed.



    


    
      
        to_json(Doc)

      


        Encode an OpenAPI document to JSON bytes.



    





      


      
        Types


        


  
    
      
    
    
      build_opts()



        
          
        

    

  


  

      

          -type build_opts() :: #{info := map(), routes := [route()], servers => [map()]}.


      



  



  
    
      
    
    
      document()



        
          
        

    

  


  

      

          -type document() :: map().


      



  



  
    
      
    
    
      route()



        
          
        

    

  


  

      

          -type route() :: {binary(), binary(), term()} | {binary(), binary(), term(), map()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build(Opts)



        
          
        

    

  


  

      

          -spec build(build_opts()) -> document().


      


Build an OpenAPI 3.1 document map from routes + info.

  



  
    
      
    
    
      handler(Doc)



        
          
        

    

  


  

      

          -spec handler(document()) -> fun((livery_req:req()) -> livery_resp:resp()).


      


Return a Livery handler that serves the given document as
application/json. Mount it at /openapi.json.

  



  
    
      
    
    
      redoc_handler()



        
          
        

    

  


  

      

          -spec redoc_handler() -> fun((livery_req:req()) -> livery_resp:resp()).


      


Redoc UI handler loading the spec from /openapi.json.

  



  
    
      
    
    
      redoc_handler(SpecUrl)



        
          
        

    

  


  

      

          -spec redoc_handler(binary()) -> fun((livery_req:req()) -> livery_resp:resp()).


      


Return a Livery handler serving a Redoc documentation page that
loads the OpenAPI spec from SpecUrl. Self-contained HTML (the
Redoc bundle is pulled from a CDN); no static files or
livery_resp:file support needed.

  



  
    
      
    
    
      swagger_ui_handler()



        
          
        

    

  


  

      

          -spec swagger_ui_handler() -> fun((livery_req:req()) -> livery_resp:resp()).


      


Swagger UI handler loading the spec from /openapi.json.

  



  
    
      
    
    
      swagger_ui_handler(SpecUrl)



        
          
        

    

  


  

      

          -spec swagger_ui_handler(binary()) -> fun((livery_req:req()) -> livery_resp:resp()).


      


Return a Livery handler serving a Swagger UI documentation page
that loads the OpenAPI spec from SpecUrl. Self-contained HTML
(the Swagger UI bundle is pulled from a CDN); no static files
needed.

  



  
    
      
    
    
      to_json(Doc)



        
          
        

    

  


  

      

          -spec to_json(document()) -> binary().


      


Encode an OpenAPI document to JSON bytes.

  


        

      


  

    
livery_openapi_validate 
    



      
Request validation against a JSON-Schema subset, plus a middleware
that rejects malformed request bodies with 422.
validate/2 checks a decoded JSON term (maps with binary keys,
lists, binaries, numbers, booleans, null) against a schema map.
Supported keywords:
	core: type (single or a list of types), enum, const
	numbers: minimum, maximum, exclusiveMinimum,
exclusiveMaximum, multipleOf
	strings: minLength, maxLength, pattern
	objects: required, properties, additionalProperties
(false or a schema), minProperties, maxProperties
	arrays: items, minItems, maxItems, uniqueItems
	combinators: allOf, anyOf, oneOf

Schema keys may be atoms or binaries; property names inside
properties must be binaries (they are matched against decoded
JSON keys). It is a pragmatic subset, not a complete JSON Schema
implementation ($ref, if/then/else, patternProperties,
and dependentSchemas are not supported).
The call/3 middleware reads #{body_schema => Schema} from its
state, decodes the request's JSON body, validates it, and on
failure short-circuits with a 422 whose body lists the errors.
On success it stores the decoded body under meta(body, Decoded).

      


      
        Summary


  
    Types
  


    
      
        error()

      


    


    
      
        schema()

      


    





  
    Functions
  


    
      
        call/3

      


    


    
      
        validate(Value, Schema)

      


        Validate a decoded JSON term against a schema subset.



    





      


      
        Types


        


  
    
      
    
    
      error()



        
          
        

    

  


  

      

          -type error() :: {binary(), binary()}.


      



  



  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          -type schema() :: map().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call/3



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), #{body_schema := schema()}) -> livery_resp:resp().


      



  



  
    
      
    
    
      validate(Value, Schema)



        
          
        

    

  


  

      

          -spec validate(term(), schema()) -> ok | {error, [error()]}.


      


Validate a decoded JSON term against a schema subset.

  


        

      


  

    
livery_service 
    



      
Service runtime.
Brings up H3 on UDP, H2 on TLS, and H1 on TCP under one
supervisor, sharing one router/middleware/handler. Optionally
advertises Alt-Svc on H1 and H2 responses so clients race up to
H3.
Configuration map:
livery:start_service(#{
    host       => <<"example.com">>,
    http3      => #{port => 443, cert => Cert, key => Key},
    https      => #{port => 443, cert => Cert, key => Key},
    http       => #{port => 80},
    handler    => fun handler/1,
    middleware => Stack,
    alt_svc    => advertise
}).
Supply exactly one of handler (a single catch-all) or router
(a compiled livery_router the service dispatches through, via
livery:router_handler/1).
Returns {ok, ServicePid}. The service pid owns the listeners and
shuts them down when stopped via livery:stop_service/1. A crash
takes them all down together. For a polite shutdown that lets
in-flight requests finish, use livery:drain/1,2.

      


      
        Summary


  
    Types
  


    
      
        listener_opts()

      


    


    
      
        service_opts()

      


    





  
    Functions
  


    
      
        code_change/3

      


    


    
      
        handle_call/3

      


    


    
      
        handle_cast/2

      


    


    
      
        handle_info/2

      


    


    
      
        init(Opts)

      


    


    
      
        start_link(Opts)

      


        Start a service from a config map.



    


    
      
        stop(Pid)

      


        Stop a running service.



    


    
      
        stop_accepting(Pid)

      


        Stop the service's listeners (no new connections) while leaving
the gen_server and any in-flight requests running. Used by
livery_drain to begin a graceful shutdown.



    


    
      
        terminate(Reason, State)

      


    


    
      
        which_listeners(Pid)

      


        Return the ports the service is bound to, by protocol. Keys are
present only for protocols that were configured.



    





      


      
        Types


        


  
    
      
    
    
      listener_opts()



        
          
        

    

  


  

      

          -type listener_opts() ::
          #{name => atom(),
            port => inet:port_number(),
            ip => inet:ip_address(),
            inet6 => boolean(),
            cert => binary() | string(),
            key => binary() | string() | term(),
            cacerts => [binary()],
            acceptors => pos_integer(),
            sni_callback =>
                fun((binary() | undefined) ->
                        {ok, #{cert := binary(), key := term(), cert_chain => [binary()]}} |
                        {error, term()}),
            settings => map(),
            quic_opts => map(),
            early_response_drain => 0 | {non_neg_integer() | infinity, non_neg_integer() | infinity},
            lingering_timeout => timeout(),
            config => term()}.


      



  



  
    
      
    
    
      service_opts()



        
          
        

    

  


  

      

          -type service_opts() ::
          #{host => binary(),
            http => listener_opts(),
            https => listener_opts(),
            http3 => listener_opts(),
            handler => livery_middleware:handler(),
            router => livery_router:router(),
            middleware => livery_middleware:stack(),
            config => term(),
            alt_svc => advertise | none}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      code_change/3



        
          
        

    

  


  

      

          -spec code_change(term(),
                  #state{h1 :: {livery_h1:listener(), inet:port_number()} | undefined,
                         h2 :: {livery_h2:listener(), inet:port_number()} | undefined,
                         h3 :: {livery_h3:listener(), inet:port_number()} | undefined},
                  term()) ->
                     {ok,
                      #state{h1 :: {livery_h1:listener(), inet:port_number()} | undefined,
                             h2 :: {livery_h2:listener(), inet:port_number()} | undefined,
                             h3 :: {livery_h3:listener(), inet:port_number()} | undefined}}.


      



  



  
    
      
    
    
      handle_call/3



        
          
        

    

  


  

      

          -spec handle_call(term(),
                  {pid(), term()},
                  #state{h1 :: {livery_h1:listener(), inet:port_number()} | undefined,
                         h2 :: {livery_h2:listener(), inet:port_number()} | undefined,
                         h3 :: {livery_h3:listener(), inet:port_number()} | undefined}) ->
                     {reply,
                      term(),
                      #state{h1 :: {livery_h1:listener(), inet:port_number()} | undefined,
                             h2 :: {livery_h2:listener(), inet:port_number()} | undefined,
                             h3 :: {livery_h3:listener(), inet:port_number()} | undefined}}.


      



  



  
    
      
    
    
      handle_cast/2



        
          
        

    

  


  

      

          -spec handle_cast(term(),
                  #state{h1 :: {livery_h1:listener(), inet:port_number()} | undefined,
                         h2 :: {livery_h2:listener(), inet:port_number()} | undefined,
                         h3 :: {livery_h3:listener(), inet:port_number()} | undefined}) ->
                     {noreply,
                      #state{h1 :: {livery_h1:listener(), inet:port_number()} | undefined,
                             h2 :: {livery_h2:listener(), inet:port_number()} | undefined,
                             h3 :: {livery_h3:listener(), inet:port_number()} | undefined}}.


      



  



  
    
      
    
    
      handle_info/2



        
          
        

    

  


  

      

          -spec handle_info(term(),
                  #state{h1 :: {livery_h1:listener(), inet:port_number()} | undefined,
                         h2 :: {livery_h2:listener(), inet:port_number()} | undefined,
                         h3 :: {livery_h3:listener(), inet:port_number()} | undefined}) ->
                     {noreply,
                      #state{h1 :: {livery_h1:listener(), inet:port_number()} | undefined,
                             h2 :: {livery_h2:listener(), inet:port_number()} | undefined,
                             h3 :: {livery_h3:listener(), inet:port_number()} | undefined}}.


      



  



  
    
      
    
    
      init(Opts)



        
          
        

    

  


  

      

          -spec init(service_opts()) ->
              {ok,
               #state{h1 :: {livery_h1:listener(), inet:port_number()} | undefined,
                      h2 :: {livery_h2:listener(), inet:port_number()} | undefined,
                      h3 :: {livery_h3:listener(), inet:port_number()} | undefined}} |
              {stop, term()}.


      



  



  
    
      
    
    
      start_link(Opts)



        
          
        

    

  


  

      

          -spec start_link(service_opts()) -> {ok, pid()} | {error, term()}.


      


Start a service from a config map.

  



  
    
      
    
    
      stop(Pid)



        
          
        

    

  


  

      

          -spec stop(pid()) -> ok.


      


Stop a running service.

  



  
    
      
    
    
      stop_accepting(Pid)



        
          
        

    

  


  

      

          -spec stop_accepting(pid()) -> ok.


      


Stop the service's listeners (no new connections) while leaving
the gen_server and any in-flight requests running. Used by
livery_drain to begin a graceful shutdown.

  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  

      

          -spec terminate(term(),
                #state{h1 :: {livery_h1:listener(), inet:port_number()} | undefined,
                       h2 :: {livery_h2:listener(), inet:port_number()} | undefined,
                       h3 :: {livery_h3:listener(), inet:port_number()} | undefined}) ->
                   ok.


      



  



  
    
      
    
    
      which_listeners(Pid)



        
          
        

    

  


  

      

          -spec which_listeners(pid()) -> #{h1 | h2 | h3 => inet:port_number()}.


      


Return the ports the service is bound to, by protocol. Keys are
present only for protocols that were configured.

  


        

      


  

    
livery_ws_h2 
    



      
ws_transport implementation over an HTTP/2 stream.
After an extended-CONNECT WebSocket handshake (RFC 8441), the WS
session exchanges frames as HTTP/2 DATA on the same stream. This
module maps the ws_transport callbacks onto the h2 library:
	send/2   -> h2:send_data/4 (no end_stream; frames keep flowing)
	controlling_process/2 -> h2:set_stream_handler/4, so the
session process receives the stream's DATA events
	classify/2 turns {h2, Conn, {data, ...}} into {ws_data, ...}
and stream resets into {ws_closed, ...}

The handle is {Conn, StreamId}.

      


      
        Summary


  
    Types
  


    
      
        handle()

      


    





  
    Functions
  


    
      
        activate(Handle)

      


    


    
      
        classify/2

      


    


    
      
        close/1

      


    


    
      
        controlling_process/2

      


    


    
      
        peername(Handle)

      


    


    
      
        send/2

      


    





      


      
        Types


        


  
    
      
    
    
      handle()



        
          
        

    

  


  

      

          -type handle() :: {h2:connection(), h2:stream_id()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      activate(Handle)



        
          
        

    

  


  

      

          -spec activate(handle()) -> ok.


      



  



  
    
      
    
    
      classify/2



        
          
        

    

  


  

      

          -spec classify(term(), handle()) ->
                  {ws_data, handle(), binary()} |
                  {ws_closed, handle()} |
                  {ws_error, handle(), term()} |
                  ignore.


      



  



  
    
      
    
    
      close/1



        
          
        

    

  


  

      

          -spec close(handle()) -> ok.


      



  



  
    
      
    
    
      controlling_process/2



        
          
        

    

  


  

      

          -spec controlling_process(handle(), pid()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      peername(Handle)



        
          
        

    

  


  

      

          -spec peername(handle()) -> {error, not_supported}.


      



  



  
    
      
    
    
      send/2



        
          
        

    

  


  

      

          -spec send(handle(), iodata()) -> ok | {error, term()}.


      



  


        

      


  

    
livery_ws_h3 
    



      
ws_transport implementation over an HTTP/3 (QUIC) stream.
After an extended-CONNECT WebSocket handshake (RFC 9220), the WS
session exchanges frames as HTTP/3 DATA on the same stream. This
module maps the ws_transport callbacks onto the quic_h3
library:
	send/2   -> quic_h3:send_data/4
	controlling_process/2 -> quic_h3:set_stream_handler/4
	classify/2 turns {quic_h3, Conn, {data, ...}} into
{ws_data, ...} and resets into {ws_error, ...}

The handle is {Conn, StreamId}.

      


      
        Summary


  
    Types
  


    
      
        handle()

      


    





  
    Functions
  


    
      
        activate(Handle)

      


    


    
      
        classify/2

      


    


    
      
        close/1

      


    


    
      
        controlling_process/2

      


    


    
      
        peername(Handle)

      


    


    
      
        send/2

      


    





      


      
        Types


        


  
    
      
    
    
      handle()



        
          
        

    

  


  

      

          -type handle() :: {pid(), non_neg_integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      activate(Handle)



        
          
        

    

  


  

      

          -spec activate(handle()) -> ok.


      



  



  
    
      
    
    
      classify/2



        
          
        

    

  


  

      

          -spec classify(term(), handle()) ->
                  {ws_data, handle(), binary()} |
                  {ws_closed, handle()} |
                  {ws_error, handle(), term()} |
                  ignore.


      



  



  
    
      
    
    
      close/1



        
          
        

    

  


  

      

          -spec close(handle()) -> ok.


      



  



  
    
      
    
    
      controlling_process/2



        
          
        

    

  


  

      

          -spec controlling_process(handle(), pid()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      peername(Handle)



        
          
        

    

  


  

      

          -spec peername(handle()) -> {error, not_supported}.


      



  



  
    
      
    
    
      send/2



        
          
        

    

  


  

      

          -spec send(handle(), iodata()) -> ok | {error, term()}.


      



  


        

      


  

    
livery 
    



      
Public Livery facade.
Holds the user-visible API for service lifecycle plus the shared
response-emission walker that every adapter calls back into.

      


      
        Summary


  
    Functions
  


    
      
        dispatch(Stack, Handler, Req)

      


        Run a middleware stack and handler against a request value.



    


    
      
        drain(Pid)

      


        Gracefully drain and stop a service. See livery_drain:drain/1.



    


    
      
        drain(Pid, Opts)

      


        Gracefully drain and stop a service: stop accepting new
connections, wait up to the timeout for in-flight requests to
finish, then stop. See livery_drain:drain/2.



    


    
      
        emit/3

      


        Walk a response body variant and drive the adapter callbacks.



    


    
      
        router_handler(Router)

      


        Turn a compiled router into a request handler.



    


    
      
        router_handler(Router, Opts)

      


        router_handler/1 with fallbacks.



    


    
      
        start_listener/2

      


        Start a single-protocol listener. Useful for serving over just
one wire; for multi-protocol services with Alt-Svc, use
start_service/1.



    


    
      
        start_service(Opts)

      


        Start the full service: H3 on UDP, H2 on TLS, H1 on TCP, sharing
one middleware stack and handler, optionally advertising Alt-Svc
on H1 and H2 responses.



    


    
      
        stop_listener/1

      


        Stop a single-protocol listener by adapter and handle.



    


    
      
        stop_service(Pid)

      


        Stop a running service by pid (immediate; cuts off in-flight).



    


    
      
        which_listeners(Pid)

      


        List the bound ports of a running service, keyed by protocol.



    





      


      
        Functions


        


  
    
      
    
    
      dispatch(Stack, Handler, Req)



        
          
        

    

  


  

      

          -spec dispatch(livery_middleware:stack(), livery_middleware:handler(), livery_req:req()) ->
                  livery_resp:resp().


      


Run a middleware stack and handler against a request value.
Pure dispatch: returns the #livery_resp{} value produced by the
pipeline. Adapters generally invoke this from a per-request process
and then call emit/3 to write the response back to the wire.

  



  
    
      
    
    
      drain(Pid)



        
          
        

    

  


  

      

          -spec drain(pid()) -> ok | {error, timeout}.


      


Gracefully drain and stop a service. See livery_drain:drain/1.

  



  
    
      
    
    
      drain(Pid, Opts)



        
          
        

    

  


  

      

          -spec drain(pid(), livery_drain:opts()) -> ok | {error, timeout}.


      


Gracefully drain and stop a service: stop accepting new
connections, wait up to the timeout for in-flight requests to
finish, then stop. See livery_drain:drain/2.

  



  
    
      
    
    
      emit/3



        
          
        

    

  


  

      

          -spec emit(module(), livery_adapter:stream(), livery_resp:resp()) -> ok | {error, term()}.


      


Walk a response body variant and drive the adapter callbacks.
Called once a handler has returned. The walker emits status and
headers, then iterates the body variant (full, chunked, sse,
file, empty, or upgrade) into Adapter:send_headers/4,
Adapter:send_data/3, and Adapter:send_trailers/2. Errors from
the adapter are propagated by stopping the walk and returning the
error tuple.
A {file, Path, Range} body is streamed from the filesystem in
64 KiB chunks. Content-Length is set from the resolved segment
(unless the handler already set it); a byte range adds a
Content-Range header. A missing file emits 404, an
unsatisfiable range emits 416.

  



  
    
      
    
    
      router_handler(Router)



        
          
        

    

  


  

      

          -spec router_handler(livery_router:router()) -> fun((livery_req:req()) -> livery_resp:resp()).


      


Turn a compiled router into a request handler.
Returns a fun((livery_req:req()) -> livery_resp:resp()) that
matches the request's method and path against Router, sets the
captured path parameters as bindings, and invokes the matched
route handler. Unmatched paths get 404; a path that exists for a
different method gets 405 with an Allow header.
Pass the result as the handler for a listener, or give the
router directly to start_service/1 (which calls this for you).

  



  
    
      
    
    
      router_handler(Router, Opts)



        
          
        

    

  


  

      

          -spec router_handler(livery_router:router(), map()) -> fun((livery_req:req()) -> livery_resp:resp()).


      


router_handler/1 with fallbacks.
Opts may set not_found => fun((Req) -> Resp) and
method_not_allowed => fun((Req, [Method]) -> Resp) to override the
default 404/405 responses.

  



  
    
      
    
    
      start_listener/2



        
          
        

    

  


  

      

          -spec start_listener(atom(), map()) -> {ok, term()} | {error, term()}.


      


Start a single-protocol listener. Useful for serving over just
one wire; for multi-protocol services with Alt-Svc, use
start_service/1.
Name selects the adapter (livery_h1, livery_h2, or
livery_h3). Opts is the adapter's listen_opts() map.

  



  
    
      
    
    
      start_service(Opts)



        
          
        

    

  


  

      

          -spec start_service(livery_service:service_opts()) -> {ok, pid()} | {error, term()}.


      


Start the full service: H3 on UDP, H2 on TLS, H1 on TCP, sharing
one middleware stack and handler, optionally advertising Alt-Svc
on H1 and H2 responses.
See livery_service:start_link/1 for the opts shape.

  



  
    
      
    
    
      stop_listener/1



        
          
        

    

  


  

      

          -spec stop_listener({livery_h1, livery_h1:listener()} |
                    {livery_h2, livery_h2:listener()} |
                    {livery_h3, livery_h3:listener()} |
                    term()) ->
                       ok | {error, term()}.


      


Stop a single-protocol listener by adapter and handle.

  



  
    
      
    
    
      stop_service(Pid)



        
          
        

    

  


  

      

          -spec stop_service(pid()) -> ok.


      


Stop a running service by pid (immediate; cuts off in-flight).

  



  
    
      
    
    
      which_listeners(Pid)



        
          
        

    

  


  

      

          -spec which_listeners(pid()) -> #{h1 | h2 | h3 => inet:port_number()}.


      


List the bound ports of a running service, keyed by protocol.
Returns a map containing only the protocols that were configured.

  


        

      


  

    
livery_ext 
    



      
Request extractors.
Axum-style helpers that pull typed values out of a request. Each
extractor either returns the value directly or a
{ok, _} | {error, _} result. Extractors are pure functions over
#livery_req{}; they never block on the wire. Body-shaped
extractors require the body to have been read into a buffer first
(the per-request process does that before invoking the handler
when the route is configured for buffered intake).

      


      
        Summary


  
    Types
  


    
      
        form_error()

      


    


    
      
        json_error()

      


    


    
      
        read_form_error()

      


    





  
    Functions
  


    
      
        bearer_token(Req)

      


        Extract a bearer token from the Authorization header.



    


    
      
        cookie(Name, Req)

      


        Return the value of a request cookie by name.



    


    
      
        form/1

      


        Decode an application/x-www-form-urlencoded body into a list of
key/value pairs.



    


    
      
        header(Name, Req)

      


        Look up a header by name. Names are matched case-insensitively.



    


    
      
        json/1

      


        Decode the request body as JSON using the OTP json module.



    


    
      
        path_param(Name, Req)

      


        Look up a path parameter (e.g. :name in /users/:name).



    


    
      
        query(Name, Req)

      


        Look up a single query string parameter.



    


    
      
        read_form(Req)

      


        Decode an application/x-www-form-urlencoded body, draining the stream.



    


    
      
        read_form(Req, Opts)

      


        read_form/1 with #{max_size => Bytes, timeout => Ms} options.



    


    
      
        session(Req)

      


        Return the session map stored on the request.



    


    
      
        session(Req, Default)

      


        session/1 with a fallback default.



    


    
      
        user(Req)

      


        Return the authenticated principal stored on the request.



    


    
      
        user(Req, Default)

      


        user/1 with a fallback default.



    





      


      
        Types


        


  
    
      
    
    
      form_error()



        
          
        

    

  


  

      

          -type form_error() :: no_body | not_buffered.


      



  



  
    
      
    
    
      json_error()



        
          
        

    

  


  

      

          -type json_error() :: no_body | invalid_json | not_buffered.


      



  



  
    
      
    
    
      read_form_error()



        
          
        

    

  


  

      

          -type read_form_error() :: not_form | no_body | {limit, max_size} | {client_reset, term()} | timeout.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      bearer_token(Req)



        
          
        

    

  


  

      

          -spec bearer_token(livery_req:req()) -> binary() | undefined.


      


Extract a bearer token from the Authorization header.
Accepts Bearer, bearer, and BEARER prefixes (RFC 6750
§2.1 makes the scheme case-insensitive).

  



  
    
      
    
    
      cookie(Name, Req)



        
          
        

    

  


  

      

          -spec cookie(binary(), livery_req:req()) -> binary() | undefined.


      


Return the value of a request cookie by name.
Parses the Cookie header (RFC 6265 name=value pairs separated
by ;). Returns undefined when the header or the named cookie
is absent.

  



  
    
      
    
    
      form/1



        
          
        

    

  


  

      

          -spec form(livery_req:req()) -> {ok, [{binary(), binary()}]} | {error, form_error()}.


      


Decode an application/x-www-form-urlencoded body into a list of
key/value pairs.

  



  
    
      
    
    
      header(Name, Req)



        
          
        

    

  


  

      

          -spec header(binary(), livery_req:req()) -> binary() | undefined.


      


Look up a header by name. Names are matched case-insensitively.

  



  
    
      
    
    
      json/1



        
          
        

    

  


  

      

          -spec json(livery_req:req()) -> {ok, term()} | {error, json_error()}.


      


Decode the request body as JSON using the OTP json module.
The body must have been buffered. Streaming bodies must be drained
via livery_body:read_all/1 before calling this.

  



  
    
      
    
    
      path_param(Name, Req)



        
          
        

    

  


  

      

          -spec path_param(binary(), livery_req:req()) -> binary() | undefined.


      


Look up a path parameter (e.g. :name in /users/:name).

  



  
    
      
    
    
      query(Name, Req)



        
          
        

    

  


  

      

          -spec query(binary(), livery_req:req()) -> binary() | undefined.


      


Look up a single query string parameter.
Returns the first value if the key appears more than once.

  



  
    
      
    
    
      read_form(Req)



        
          
        

    

  


  

      

          -spec read_form(livery_req:req()) -> {ok, [{binary(), binary()}]} | {error, read_form_error()}.


      


Decode an application/x-www-form-urlencoded body, draining the stream.
Unlike form/1 (which requires an already-buffered body), this reads a
streaming body to completion (bounded by max_size, default 1 MiB) and
decodes it. A buffered body is decoded directly. The Content-Type check
is case-insensitive and parameter-tolerant. Malformed percent escapes
are preserved verbatim (same decoder as form/1).

  



  
    
      
    
    
      read_form(Req, Opts)



        
          
        

    

  


  

      

          -spec read_form(livery_req:req(), map()) -> {ok, [{binary(), binary()}]} | {error, read_form_error()}.


      


read_form/1 with #{max_size => Bytes, timeout => Ms} options.

  



  
    
      
    
    
      session(Req)



        
          
        

    

  


  

      

          -spec session(livery_req:req()) -> term() | undefined.


      


Return the session map stored on the request.
livery_auth_session places the verified session payload under
meta(session, _). Returns undefined when no session middleware
ran or no valid session cookie was present.

  



  
    
      
    
    
      session(Req, Default)



        
          
        

    

  


  

      

          -spec session(livery_req:req(), Default) -> term() | Default.


      


session/1 with a fallback default.

  



  
    
      
    
    
      user(Req)



        
          
        

    

  


  

      

          -spec user(livery_req:req()) -> term() | undefined.


      


Return the authenticated principal stored on the request.
livery_auth_bearer (and other auth middlewares) place the
verified claims under meta(user, _). Returns undefined when no
auth middleware ran or authentication was optional and absent.

  



  
    
      
    
    
      user(Req, Default)



        
          
        

    

  


  

      

          -spec user(livery_req:req(), Default) -> term() | Default.


      


user/1 with a fallback default.

  


        

      


  

    
livery_multipart 
    



      
Streaming multipart/form-data parser (RFC 7578).
Sits on the request body reader (livery_body) and works over both
streamed ({stream, _}) and buffered ({buffered, _}) bodies. Pull the
parts one at a time:
{ok, MP0} = livery_multipart:new(Req),
case livery_multipart:next_part(MP0, 5000) of
    {part, #{name := Name, filename := File}, MP1} ->
        %% drain this part's body incrementally
        drain(MP1);
    {done, _} -> ok
end.
read_all/1,2 is a convenience that collects every part fully into
memory under the configured limits.
Security: the parser bounds all buffering (max_header_bytes,
max_header_count, max_parts, max_part_size, max_body) and never
touches the filesystem. A part's filename is returned verbatim; a
handler MUST confine/sanitize it before using it as a path.

      


      
        Summary


  
    Types
  


    
      
        mp()

      


    


    
      
        opts()

      


    


    
      
        part()

      


    


    
      
        part_full()

      


    


    
      
        reason()

      


    





  
    Functions
  


    
      
        new(Req)

      


        Build a parser from a request. Reads the boundary from Content-Type.



    


    
      
        new(Req, Opts0)

      


        new/1 with parser options.



    


    
      
        next_part(MP)

      


        Advance to the next part, returning its parsed metadata.



    


    
      
        next_part/2

      


        next_part/1 with an explicit per-chunk timeout.



    


    
      
        read_all(Req)

      


        Collect every part fully into memory under the configured limits.



    


    
      
        read_all(Req, Opts)

      


        read_all/1 with parser options.



    


    
      
        read_part/2

      


        Read the next chunk of the current part body.



    





      


      
        Types


        


  
    
      
    
    
      mp()



        
          
        

    

  


  

      

          -opaque mp()


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          -type opts() ::
          #{part_timeout => timeout(),
            max_parts => pos_integer(),
            max_header_bytes => pos_integer(),
            max_header_count => pos_integer(),
            max_part_size => pos_integer(),
            max_body => pos_integer()}.


      



  



  
    
      
    
    
      part()



        
          
        

    

  


  

      

          -type part() ::
          #{name := binary() | undefined,
            filename := binary() | undefined,
            content_type := binary() | undefined,
            headers := [{binary(), binary()}]}.


      



  



  
    
      
    
    
      part_full()



        
          
        

    

  


  

      

          -type part_full() ::
          #{name := binary() | undefined,
            filename := binary() | undefined,
            content_type := binary() | undefined,
            headers := [{binary(), binary()}],
            body := binary()}.


      



  



  
    
      
    
    
      reason()



        
          
        

    

  


  

      

          -type reason() ::
          malformed |
          {client_reset, term()} |
          timeout |
          {limit, max_parts | max_header_bytes | max_header_count | max_part_size | max_body}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(Req)



        
          
        

    

  


  

      

          -spec new(livery_req:req()) -> {ok, mp()} | {error, not_multipart | no_boundary}.


      


Build a parser from a request. Reads the boundary from Content-Type.

  



  
    
      
    
    
      new(Req, Opts0)



        
          
        

    

  


  

      

          -spec new(livery_req:req(), opts()) -> {ok, mp()} | {error, not_multipart | no_boundary}.


      


new/1 with parser options.

  



  
    
      
    
    
      next_part(MP)



        
          
        

    

  


  

      

          -spec next_part(mp()) -> {part, part(), mp()} | {done, mp()} | {error, reason(), mp()}.


      


Advance to the next part, returning its parsed metadata.

  



  
    
      
    
    
      next_part/2



        
          
        

    

  


  

      

          -spec next_part(mp(), timeout()) -> {part, part(), mp()} | {done, mp()} | {error, reason(), mp()}.


      


next_part/1 with an explicit per-chunk timeout.

  



  
    
      
    
    
      read_all(Req)



        
          
        

    

  


  

      

          -spec read_all(livery_req:req()) -> {ok, [part_full()]} | {error, reason()}.


      


Collect every part fully into memory under the configured limits.

  



  
    
      
    
    
      read_all(Req, Opts)



        
          
        

    

  


  

      

          -spec read_all(livery_req:req(), opts()) -> {ok, [part_full()]} | {error, reason()}.


      


read_all/1 with parser options.

  



  
    
      
    
    
      read_part/2



        
          
        

    

  


  

      

          -spec read_part(mp(), timeout()) -> {ok, binary(), mp()} | {done, mp()} | {error, reason(), mp()}.


      


Read the next chunk of the current part body.

  


        

      


  

    
livery_req 
    



      
Request accessors and builders.
Requests flow as immutable #livery_req{} values. Adapters build
the initial value from protocol-specific events; middleware and
handlers read it via the helpers in this module and can derive a
new value for the next stage using the setters.

      


      
        Summary


  
    Types
  


    
      
        header_name()

      


    


    
      
        header_value()

      


    


    
      
        req()

      


    





  
    Functions
  


    
      
        adapter/1

      


        Adapter module that produced this request.



    


    
      
        append_header/3

      


        Append a header even if one with this name exists.



    


    
      
        authority/1

      


        Authority (host:port), as the client sent it.



    


    
      
        binding(Name, Req)

      


        Look up a binding, or undefined.



    


    
      
        binding/3

      


        Look up a binding, falling back to Default.



    


    
      
        bindings/1

      


        Map of path parameters captured by the router.



    


    
      
        body/1

      


        Body shape: empty, {buffered, IoData}, or {stream, Reader}.



    


    
      
        config/1

      


        The service config: the value passed once at listener or service start
(config => ...), the same for every request. Use it for shared handles
and settings (a DB pool, a cache, a config map). undefined if none was
set. Unlike meta, it is read-only and not per-request.



    


    
      
        config(Key, Req)

      


        Look up a key in a map config, or undefined.



    


    
      
        config/3

      


        Look up a key in a map config, falling back to Default.



    


    
      
        delete_header/2

      


        Remove every header with this name.



    


    
      
        disconnect_tag()

      


        The tag of the disconnect message delivered to a request worker.



    


    
      
        engine_pid/1

      


        Engine pid for this connection (adapter-specific).



    


    
      
        has_header/2

      


        True if the header is present at least once.



    


    
      
        header(Name, Req)

      


        First value for a header, or undefined.



    


    
      
        header/3

      


        First value for a header, falling back to Default.



    


    
      
        headers/1

      


        All request headers in wire order, names lowercased.



    


    
      
        headers_all/2

      


        Return all values associated with a header name.



    


    
      
        meta/1

      


        Full meta map.



    


    
      
        meta(Key, Req)

      


        Look up a meta key, or undefined.



    


    
      
        meta/3

      


        Look up a meta key, falling back to Default.



    


    
      
        method/1

      


        HTTP method, uppercase binary (e.g. <<"GET">>).



    


    
      
        new(Fields)

      


        Construct a request from a map of fields.



    


    
      
        on_disconnect/2

      


        Register a cancel callback to run when the client disconnects.



    


    
      
        path/1

      


        Decoded path portion of the request URI.



    


    
      
        peer/1

      


        Peer address and port if the adapter knows it.



    


    
      
        protocol/1

      


        Wire protocol of the request: h1, h2, or h3.



    


    
      
        query/1

      


        Raw query string (everything after ?, no leading ?).



    


    
      
        req_id/1

      


        Request id set by livery_request_id or user code.



    


    
      
        scheme/1

      


        URL scheme: typically <<"http">> or <<"https">>.



    


    
      
        set_bindings(Bs, Req)

      


        Replace the bindings map (used by the router).



    


    
      
        set_body(Body, Req)

      


        Replace the body field on the request.



    


    
      
        set_header/3

      


        Replace (or insert) a header.



    


    
      
        set_meta/3

      


        Set a meta key. Used by middleware to thread state to handlers.



    


    
      
        set_req_id(Id, Req)

      


        Set the request id field. Used by livery_request_id.



    


    
      
        started_at/1

      


        Monotonic-time timestamp set by livery_req_proc on entry.



    


    
      
        stream/1

      


        Adapter-specific stream handle.



    


    
      
        tls/1

      


        TLS info map for HTTPS requests; undefined for plain HTTP.



    





      


      
        Types


        


  
    
      
    
    
      header_name()



        
          
        

    

  


  

      

          -type header_name() :: binary().


      



  



  
    
      
    
    
      header_value()



        
          
        

    

  


  

      

          -type header_value() :: binary().


      



  



  
    
      
    
    
      req()



        
          
        

    

  


  

      

          -type req() ::
          #livery_req{protocol :: h1 | h2 | h3,
                      method :: binary(),
                      scheme :: binary(),
                      authority :: binary(),
                      path :: binary(),
                      raw_query :: binary(),
                      bindings :: #{binary() => binary()},
                      headers :: [{binary(), binary()}],
                      peer :: {inet:ip_address(), inet:port_number()} | undefined,
                      tls :: undefined | map(),
                      body :: empty | {buffered, iodata()} | {stream, term()},
                      adapter :: module() | undefined,
                      stream :: term(),
                      engine_pid :: pid() | undefined,
                      notifier_pid :: pid() | undefined,
                      disc_ref :: reference() | undefined,
                      req_id :: binary(),
                      started_at :: integer() | undefined,
                      meta :: map(),
                      config :: term()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      adapter/1



        
          
        

    

  


  

      

          -spec adapter(req()) -> module() | undefined.


      


Adapter module that produced this request.

  



  
    
      
    
    
      append_header/3



        
          
        

    

  


  

      

          -spec append_header(header_name(), header_value(), req()) -> req().


      


Append a header even if one with this name exists.

  



  
    
      
    
    
      authority/1



        
          
        

    

  


  

      

          -spec authority(req()) -> binary().


      


Authority (host:port), as the client sent it.

  



  
    
      
    
    
      binding(Name, Req)



        
          
        

    

  


  

      

          -spec binding(binary(), req()) -> binary() | undefined.


      


Look up a binding, or undefined.

  



  
    
      
    
    
      binding/3



        
          
        

    

  


  

      

          -spec binding(binary(), req(), Default) -> binary() | Default.


      


Look up a binding, falling back to Default.

  



  
    
      
    
    
      bindings/1



        
          
        

    

  


  

      

          -spec bindings(req()) -> #{binary() => binary()}.


      


Map of path parameters captured by the router.

  



  
    
      
    
    
      body/1



        
          
        

    

  


  

      

          -spec body(req()) -> empty | {buffered, iodata()} | {stream, term()}.


      


Body shape: empty, {buffered, IoData}, or {stream, Reader}.
The Reader is opaque; drain it with livery_body:read/2.

  



  
    
      
    
    
      config/1



        
          
        

    

  


  

      

          -spec config(req()) -> term().


      


The service config: the value passed once at listener or service start
(config => ...), the same for every request. Use it for shared handles
and settings (a DB pool, a cache, a config map). undefined if none was
set. Unlike meta, it is read-only and not per-request.

  



  
    
      
    
    
      config(Key, Req)



        
          
        

    

  


  

      

          -spec config(term(), req()) -> term() | undefined.


      


Look up a key in a map config, or undefined.

  



  
    
      
    
    
      config/3



        
          
        

    

  


  

      

          -spec config(term(), req(), Default) -> term() | Default.


      


Look up a key in a map config, falling back to Default.

  



  
    
      
    
    
      delete_header/2



        
          
        

    

  


  

      

          -spec delete_header(header_name(), req()) -> req().


      


Remove every header with this name.

  



  
    
      
    
    
      disconnect_tag()



        
          
        

    

  


  

      

          -spec disconnect_tag() -> livery_disconnect.


      


The tag of the disconnect message delivered to a request worker.
A handler in a receive loop matches
{livery_disconnect, _Ref, _Reason}. This helper returns the tag
atom (livery_disconnect) for guard-style matching.

  



  
    
      
    
    
      engine_pid/1



        
          
        

    

  


  

      

          -spec engine_pid(req()) -> pid() | undefined.


      


Engine pid for this connection (adapter-specific).

  



  
    
      
    
    
      has_header/2



        
          
        

    

  


  

      

          -spec has_header(header_name(), req()) -> boolean().


      


True if the header is present at least once.

  



  
    
      
    
    
      header(Name, Req)



        
          
        

    

  


  

      

          -spec header(header_name(), req()) -> header_value() | undefined.


      


First value for a header, or undefined.

  



  
    
      
    
    
      header/3



        
          
        

    

  


  

      

          -spec header(header_name(), req(), Default) -> header_value() | Default.


      


First value for a header, falling back to Default.

  



  
    
      
    
    
      headers/1



        
          
        

    

  


  

      

          -spec headers(req()) -> [{header_name(), header_value()}].


      


All request headers in wire order, names lowercased.

  



  
    
      
    
    
      headers_all/2



        
          
        

    

  


  

      

          -spec headers_all(header_name(), req()) -> [header_value()].


      


Return all values associated with a header name.
HTTP header names may appear more than once in H1 and H2; this
returns them in wire order.

  



  
    
      
    
    
      meta/1



        
          
        

    

  


  

      

          -spec meta(req()) -> map().


      


Full meta map.

  



  
    
      
    
    
      meta(Key, Req)



        
          
        

    

  


  

      

          -spec meta(term(), req()) -> term() | undefined.


      


Look up a meta key, or undefined.

  



  
    
      
    
    
      meta/3



        
          
        

    

  


  

      

          -spec meta(term(), req(), Default) -> term() | Default.


      


Look up a meta key, falling back to Default.

  



  
    
      
    
    
      method/1



        
          
        

    

  


  

      

          -spec method(req()) -> binary().


      


HTTP method, uppercase binary (e.g. <<"GET">>).

  



  
    
      
    
    
      new(Fields)



        
          
        

    

  


  

      

          -spec new(map()) -> req().


      


Construct a request from a map of fields.
Intended for adapters. Unspecified fields fall back to defaults on
the record.

  



  
    
      
    
    
      on_disconnect/2



        
          
        

    

  


  

      

          -spec on_disconnect(req(), fun(() -> term())) -> ok.


      


Register a cancel callback to run when the client disconnects.
Fun is a 0-arity function (e.g. fun() -> my_llm:cancel(Ref) end).
If the client resets the stream or closes the connection before the
request finishes, Fun is run exactly once in a fresh process, even
if the handler is blocked in a NIF. It never runs on normal
completion. Returns ok immediately; a no-op on adapters without a
real connection (e.g. the test adapter).
A handler that runs its own receive loop can instead match the
{livery_disconnect, _Ref, _Reason} message delivered to it; see
disconnect_tag/0.

  



  
    
      
    
    
      path/1



        
          
        

    

  


  

      

          -spec path(req()) -> binary().


      


Decoded path portion of the request URI.

  



  
    
      
    
    
      peer/1



        
          
        

    

  


  

      

          -spec peer(req()) -> {inet:ip_address(), inet:port_number()} | undefined.


      


Peer address and port if the adapter knows it.

  



  
    
      
    
    
      protocol/1



        
          
        

    

  


  

      

          -spec protocol(req()) -> h1 | h2 | h3.


      


Wire protocol of the request: h1, h2, or h3.

  



  
    
      
    
    
      query/1



        
          
        

    

  


  

      

          -spec query(req()) -> binary().


      


Raw query string (everything after ?, no leading ?).

  



  
    
      
    
    
      req_id/1



        
          
        

    

  


  

      

          -spec req_id(req()) -> binary().


      


Request id set by livery_request_id or user code.

  



  
    
      
    
    
      scheme/1



        
          
        

    

  


  

      

          -spec scheme(req()) -> binary().


      


URL scheme: typically <<"http">> or <<"https">>.

  



  
    
      
    
    
      set_bindings(Bs, Req)



        
          
        

    

  


  

      

          -spec set_bindings(#{binary() => binary()}, req()) -> req().


      


Replace the bindings map (used by the router).

  



  
    
      
    
    
      set_body(Body, Req)



        
          
        

    

  


  

      

          -spec set_body(empty | {buffered, iodata()} | {stream, term()}, req()) -> req().


      


Replace the body field on the request.

  



  
    
      
    
    
      set_header/3



        
          
        

    

  


  

      

          -spec set_header(header_name(), header_value(), req()) -> req().


      


Replace (or insert) a header.

  



  
    
      
    
    
      set_meta/3



        
          
        

    

  


  

      

          -spec set_meta(term(), term(), req()) -> req().


      


Set a meta key. Used by middleware to thread state to handlers.

  



  
    
      
    
    
      set_req_id(Id, Req)



        
          
        

    

  


  

      

          -spec set_req_id(binary(), req()) -> req().


      


Set the request id field. Used by livery_request_id.

  



  
    
      
    
    
      started_at/1



        
          
        

    

  


  

      

          -spec started_at(req()) -> integer() | undefined.


      


Monotonic-time timestamp set by livery_req_proc on entry.

  



  
    
      
    
    
      stream/1



        
          
        

    

  


  

      

          -spec stream(req()) -> term().


      


Adapter-specific stream handle.

  



  
    
      
    
    
      tls/1



        
          
        

    

  


  

      

          -spec tls(req()) -> undefined | map().


      


TLS info map for HTTPS requests; undefined for plain HTTP.

  


        

      


  

    
livery_resp 
    



      
Response constructors and accessors.
Handlers return an immutable #livery_resp{} value. The core
emits it onto the wire by walking the body variant and driving
the adapter's send_headers/send_data/send_trailers calls.
Response builders here are pure: they never touch sockets.
Most builders fix the status and headers up front. When the status
is not known until the first byte (admission control, lazy probing),
use stream_deferred/1 to choose between streaming and a one-shot
error after the handler returns but before anything is written.

      


      
        Summary


  
    Types
  


    
      
        body()

      


    


    
      
        cache_directive()

      


    


    
      
        deferred_decision()

      


    


    
      
        drain()

      


    


    
      
        header_name()

      


    


    
      
        header_value()

      


    


    
      
        producer()

      


    


    
      
        resp()

      


    


    
      
        resp_opts()

      


    





  
    Functions
  


    
      
        append_header/3

      


        Append a header even when one with this name exists.



    


    
      
        body/1

      


    


    
      
        delete_header/2

      


        Remove every header with this name.



    


    
      
        early_response_drain/1

      


        The response's early-response inbound-drain budget. See with_early_response_drain/2.



    


    
      
        empty(Status)

      


        Headers-only response.



    


    
      
        file(Status, Path)

      


        Send a file from the filesystem.



    


    
      
        file(Status, Path, Range)

      


        file/2 with an explicit byte range.



    


    
      
        headers/1

      


    


    
      
        html(Status, Body)

      


        text/html; charset=utf-8 response.



    


    
      
        html(Status, ExtraHeaders, Body)

      


        html/2 with extra headers.



    


    
      
        json(Status, Body)

      


        Wrap pre-encoded JSON bytes as a response.



    


    
      
        json(Status, ExtraHeaders, Body)

      


        json/2 with extra headers.



    


    
      
        json(Status, ExtraHeaders, Body, Opts)

      


        json/3 with response options.



    


    
      
        ndjson(Status, Producer)

      


        Newline-delimited JSON streaming response.



    


    
      
        ndjson(Status, ExtraHeaders, Producer)

      


        ndjson/2 with extra headers.



    


    
      
        new(Status, Headers)

      


        Build a response with the given status and headers, no body.



    


    
      
        new(Status, Headers, Body)

      


        Build a response with status, headers, and a body variant.



    


    
      
        redirect(Status, Location)

      


        Redirect response, setting the Location header.



    


    
      
        redirect(Status, Location, ExtraHeaders)

      


        redirect/2 with extra headers.



    


    
      
        resolve_deferred(Decision)

      


        Resolve a deferred decision into a concrete response.



    


    
      
        resolve_deferred(OuterHeaders, Decision)

      


        resolve_deferred/1 merging OuterHeaders (e.g. headers added by
middleware to the deferred wrapper) under the decision's headers. The
decision wins on a name conflict.



    


    
      
        sse(Status, Producer)

      


        Server-Sent Events response.



    


    
      
        sse(Status, ExtraHeaders, Producer)

      


        sse/2 with extra headers.



    


    
      
        status/1

      


    


    
      
        stream(Status, Headers, Producer)

      


        Streaming chunked response.



    


    
      
        stream_deferred(Resolver)

      


        Deferred response: choose the status, headers, and body shape at the
first byte rather than at construction.



    


    
      
        text(Status, Body)

      


        text/plain; charset=utf-8 response.



    


    
      
        text(Status, ExtraHeaders, Body)

      


        text/2 with extra headers.



    


    
      
        text(Status, ExtraHeaders, Body, Opts)

      


        text/3 with response options (e.g. early_response_drain).



    


    
      
        trailers/1

      


    


    
      
        upgrade(Kind, State)

      


        Protocol upgrade response (WebSocket / WebTransport).



    


    
      
        with_body(Body, Resp)

      


        Replace the body variant, keeping status, headers, and trailers.



    


    
      
        with_cache_control(Value, Resp)

      


        Set the Cache-Control header.



    


    
      
        with_early_response_drain(Drain, Resp)

      


        Set the early-response inbound-drain budget for this response.



    


    
      
        with_etag(Tag, Resp)

      


        Set the ETag header.



    


    
      
        with_header/3

      


        Replace (or insert) a header. Names are matched case-insensitively.



    


    
      
        with_status(Status, Resp)

      


    


    
      
        with_trailers(Trailers, Resp)

      


        Attach trailers.



    





      


      
        Types


        


  
    
      
    
    
      body()



        
          
        

    

  


  

      

          -type body() ::
          {full, iodata()} |
          {chunked, producer()} |
          {sse, producer()} |
          {deferred, fun(() -> deferred_decision())} |
          {file, file:name_all(), undefined | {non_neg_integer(), non_neg_integer() | eof}} |
          {upgrade, ws | wt, term()} |
          empty | taken_over.


      



  



  
    
      
    
    
      cache_directive()



        
          
        

    

  


  

      

          -type cache_directive() ::
          no_cache | no_store | public | private | immutable | must_revalidate | proxy_revalidate |
          no_transform |
          {max_age, non_neg_integer()} |
          {s_maxage, non_neg_integer()} |
          {stale_while_revalidate, non_neg_integer()} |
          {stale_if_error, non_neg_integer()}.


      



  



  
    
      
    
    
      deferred_decision()



        
          
        

    

  


  

      

          -type deferred_decision() ::
          {stream, 100..599, [{header_name(), header_value()}], producer()} |
          {sse, 100..599, [{header_name(), header_value()}], producer()} |
          {ndjson, 100..599, [{header_name(), header_value()}], producer()} |
          {full, 100..599, [{header_name(), header_value()}], iodata()}.


      



  



  
    
      
    
    
      drain()



        
          
        

    

  


  

      

          -type drain() :: default | none | {non_neg_integer() | infinity, non_neg_integer() | infinity}.


      



  



  
    
      
    
    
      header_name()



        
          
        

    

  


  

      

          -type header_name() :: binary().


      



  



  
    
      
    
    
      header_value()



        
          
        

    

  


  

      

          -type header_value() :: binary().


      



  



  
    
      
    
    
      producer()



        
          
        

    

  


  

      

          -type producer() :: fun((term()) -> ok | {error, term()}).


      



  



  
    
      
    
    
      resp()



        
          
        

    

  


  

      

          -type resp() ::
          #livery_resp{status :: 100..599,
                       headers :: [{binary(), binary()}],
                       body ::
                           {full, iodata()} |
                           {chunked, fun((term()) -> ok | {error, term()})} |
                           {sse, fun((term()) -> ok | {error, term()})} |
                           {deferred, fun(() -> term())} |
                           {file,
                            file:name_all(),
                            undefined | {non_neg_integer(), non_neg_integer() | eof}} |
                           {upgrade, ws | wt, term()} |
                           empty | taken_over,
                       trailers ::
                           undefined | [{binary(), binary()}] | fun(() -> [{binary(), binary()}]),
                       early_response_drain ::
                           default | none | {non_neg_integer() | infinity, non_neg_integer() | infinity}}.


      



  



  
    
      
    
    
      resp_opts()



        
          
        

    

  


  

      

          -type resp_opts() :: #{early_response_drain => drain()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      append_header/3



        
          
        

    

  


  

      

          -spec append_header(header_name(), header_value(), resp()) -> resp().


      


Append a header even when one with this name exists.

  



  
    
      
    
    
      body/1



        
          
        

    

  


  

      

          -spec body(resp()) -> body().


      



  



  
    
      
    
    
      delete_header/2



        
          
        

    

  


  

      

          -spec delete_header(header_name(), resp()) -> resp().


      


Remove every header with this name.

  



  
    
      
    
    
      early_response_drain/1



        
          
        

    

  


  

      

          -spec early_response_drain(resp()) -> drain().


      


The response's early-response inbound-drain budget. See with_early_response_drain/2.

  



  
    
      
    
    
      empty(Status)



        
          
        

    

  


  

      

          -spec empty(100..599) -> resp().


      


Headers-only response.

  



  
    
      
    
    
      file(Status, Path)



        
          
        

    

  


  

      

          -spec file(100..599, file:name_all()) -> resp().


      


Send a file from the filesystem.
Range is undefined for the whole file, or {Offset, Length}
where Length may be eof.

  



  
    
      
    
    
      file(Status, Path, Range)



        
          
        

    

  


  

      

          -spec file(100..599, file:name_all(), undefined | {non_neg_integer(), non_neg_integer() | eof}) ->
              resp().


      


file/2 with an explicit byte range.

  



  
    
      
    
    
      headers/1



        
          
        

    

  


  

      

          -spec headers(resp()) -> [{header_name(), header_value()}].


      



  



  
    
      
    
    
      html(Status, Body)



        
          
        

    

  


  

      

          -spec html(100..599, iodata()) -> resp().


      


text/html; charset=utf-8 response.

  



  
    
      
    
    
      html(Status, ExtraHeaders, Body)



        
          
        

    

  


  

      

          -spec html(100..599, [{header_name(), header_value()}], iodata()) -> resp().


      


html/2 with extra headers.

  



  
    
      
    
    
      json(Status, Body)



        
          
        

    

  


  

      

          -spec json(100..599, iodata()) -> resp().


      


Wrap pre-encoded JSON bytes as a response.
Livery does not bundle a JSON codec. Pass already-encoded iodata.
Higher-level helpers plugging in thoas or jsx can sit on top
of this builder.

  



  
    
      
    
    
      json(Status, ExtraHeaders, Body)



        
          
        

    

  


  

      

          -spec json(100..599, [{header_name(), header_value()}], iodata()) -> resp().


      


json/2 with extra headers.

  



  
    
      
    
    
      json(Status, ExtraHeaders, Body, Opts)



        
          
        

    

  


  

      

          -spec json(100..599, [{header_name(), header_value()}], iodata(), resp_opts()) -> resp().


      


json/3 with response options.
Use the early_response_drain key to tune the inbound drain for an
early reject, e.g.
json(413, [], Body, #{early_response_drain => {16#400000, 5000}}).

  



  
    
      
    
    
      ndjson(Status, Producer)



        
          
        

    

  


  

      

          -spec ndjson(100..599, fun((term()) -> ok | {error, term()})) -> resp().


      


Newline-delimited JSON streaming response.
The producer is called with an Emit callback that takes any
JSON-encodable Erlang term. Each Emit(Term) encodes the term
via the OTP json module, appends a literal \\n, and writes
one frame. Content-Type defaults to application/x-ndjson.
livery_resp:ndjson(200, fun(Emit) ->
    [Emit(#{n => N}) || N <- lists:seq(1, 5)],
    ok
end).
For pre-encoded bytes, use stream/3 directly.

  



  
    
      
    
    
      ndjson(Status, ExtraHeaders, Producer)



        
          
        

    

  


  

      

          -spec ndjson(100..599, [{header_name(), header_value()}], fun((term()) -> ok | {error, term()})) ->
                resp().


      


ndjson/2 with extra headers.

  



  
    
      
    
    
      new(Status, Headers)



        
          
        

    

  


  

      

          -spec new(100..599, [{header_name(), header_value()}]) -> resp().


      


Build a response with the given status and headers, no body.

  



  
    
      
    
    
      new(Status, Headers, Body)



        
          
        

    

  


  

      

          -spec new(100..599, [{header_name(), header_value()}], body()) -> resp().


      


Build a response with status, headers, and a body variant.

  



  
    
      
    
    
      redirect(Status, Location)



        
          
        

    

  


  

      

          -spec redirect(301 | 302 | 303 | 307 | 308, iodata()) -> resp().


      


Redirect response, setting the Location header.

  



  
    
      
    
    
      redirect(Status, Location, ExtraHeaders)



        
          
        

    

  


  

      

          -spec redirect(301 | 302 | 303 | 307 | 308, iodata(), [{header_name(), header_value()}]) -> resp().


      


redirect/2 with extra headers.

  



  
    
      
    
    
      resolve_deferred(Decision)



        
          
        

    

  


  

      

          -spec resolve_deferred(deferred_decision()) -> resp().


      


Resolve a deferred decision into a concrete response.

  



  
    
      
    
    
      resolve_deferred(OuterHeaders, Decision)



        
          
        

    

  


  

      

          -spec resolve_deferred([{header_name(), header_value()}], deferred_decision()) -> resp().


      


resolve_deferred/1 merging OuterHeaders (e.g. headers added by
middleware to the deferred wrapper) under the decision's headers. The
decision wins on a name conflict.

  



  
    
      
    
    
      sse(Status, Producer)



        
          
        

    

  


  

      

          -spec sse(100..599, fun((term()) -> ok | {error, term()})) -> resp().


      


Server-Sent Events response.

  



  
    
      
    
    
      sse(Status, ExtraHeaders, Producer)



        
          
        

    

  


  

      

          -spec sse(100..599, [{header_name(), header_value()}], fun((term()) -> ok | {error, term()})) -> resp().


      


sse/2 with extra headers.

  



  
    
      
    
    
      status/1



        
          
        

    

  


  

      

          -spec status(resp()) -> 100..599.


      



  



  
    
      
    
    
      stream(Status, Headers, Producer)



        
          
        

    

  


  

      

          -spec stream(100..599, [{header_name(), header_value()}], fun((term()) -> ok | {error, term()})) ->
                resp().


      


Streaming chunked response.
The producer is called with a SendFun and drives body chunks
until it returns.

  



  
    
      
    
    
      stream_deferred(Resolver)



        
          
        

    

  


  

      

          -spec stream_deferred(fun(() -> deferred_decision())) -> resp().


      


Deferred response: choose the status, headers, and body shape at the
first byte rather than at construction.
stream/3, sse/3, and ndjson/3 fix the status and headers when the
response is built, so the status is on the wire before the producer runs.
That blocks the "admit, then stream; if admission fails before the first
byte, reply with an error status" pattern: a saturated request can only
emit 200 OK followed by an in-band error frame, never 429 + a JSON
envelope.
Resolver is invoked once, in the handler's process, before any header
is written. It returns one of:
	{stream, Status, Headers, Producer}  -- like stream/3
	{sse, Status, Headers, Producer}     -- like sse/3
	{ndjson, Status, Headers, Producer}  -- like ndjson/3
	{full, Status, Headers, Body}        -- a one-shot full response

livery_resp:stream_deferred(fun() ->
    case admit() of
        ok            -> {sse, 200, [], fun(Emit) -> drive(Emit) end};
        pool_exhausted -> {full, 429, [{<<"content-type">>, <<"application/json">>}],
                           <<"{\\"error\\":\\"busy\\"}">>}
    end
end).
Headers added by middleware that wraps the handler (request id, security
headers, CORS) are kept; the decision's own headers win on a name
conflict. An invalid decision crashes before any byte is sent, so it
surfaces as a clean 500.

  



  
    
      
    
    
      text(Status, Body)



        
          
        

    

  


  

      

          -spec text(100..599, iodata()) -> resp().


      


text/plain; charset=utf-8 response.

  



  
    
      
    
    
      text(Status, ExtraHeaders, Body)



        
          
        

    

  


  

      

          -spec text(100..599, [{header_name(), header_value()}], iodata()) -> resp().


      


text/2 with extra headers.

  



  
    
      
    
    
      text(Status, ExtraHeaders, Body, Opts)



        
          
        

    

  


  

      

          -spec text(100..599, [{header_name(), header_value()}], iodata(), resp_opts()) -> resp().


      


text/3 with response options (e.g. early_response_drain).

  



  
    
      
    
    
      trailers/1



        
          
        

    

  


  

      

          -spec trailers(resp()) ->
                  undefined |
                  [{header_name(), header_value()}] |
                  fun(() -> [{header_name(), header_value()}]).


      



  



  
    
      
    
    
      upgrade(Kind, State)



        
          
        

    

  


  

      

          -spec upgrade(ws | wt, term()) -> resp().


      


Protocol upgrade response (WebSocket / WebTransport).

  



  
    
      
    
    
      with_body(Body, Resp)



        
          
        

    

  


  

      

          -spec with_body(body(), resp()) -> resp().


      


Replace the body variant, keeping status, headers, and trailers.
Used by middleware (e.g. livery_compress) that rewrites the body
after the handler has produced the response.

  



  
    
      
    
    
      with_cache_control(Value, Resp)



        
          
        

    

  


  

      

          -spec with_cache_control(binary() | [cache_directive()], resp()) -> resp().


      


Set the Cache-Control header.
Pass a verbatim binary, or a list of directives: the atoms no_cache,
no_store, public, private, immutable, must_revalidate,
proxy_revalidate, no_transform, or the tuples {max_age, Secs},
{s_maxage, Secs}, {stale_while_revalidate, Secs},
{stale_if_error, Secs}.

  



  
    
      
    
    
      with_early_response_drain(Drain, Resp)



        
          
        

    

  


  

      

          -spec with_early_response_drain(drain(), resp()) -> resp().


      


Set the early-response inbound-drain budget for this response.
When a handler commits a response before reading the request body
(e.g. rejecting an oversized upload with 413), HTTP/1.1 drains the
leftover inbound body before closing so the client reads the
response. default keeps the listener's budget; none disables the
drain and closes immediately; {MaxBytes, MaxMs} (either component
infinity) bounds it for this response only. Honored on full
responses; streaming responses use the listener budget.

  



  
    
      
    
    
      with_etag(Tag, Resp)



        
          
        

    

  


  

      

          -spec with_etag(binary(), resp()) -> resp().


      


Set the ETag header.
A value already shaped as a strong ("...") or weak (W/"...") tag is
used as-is; a bare token is wrapped as a strong ETag.

  



  
    
      
    
    
      with_header/3



        
          
        

    

  


  

      

          -spec with_header(header_name(), header_value(), resp()) -> resp().


      


Replace (or insert) a header. Names are matched case-insensitively.

  



  
    
      
    
    
      with_status(Status, Resp)



        
          
        

    

  


  

      

          -spec with_status(100..599, resp()) -> resp().


      



  



  
    
      
    
    
      with_trailers(Trailers, Resp)



        
          
        

    

  


  

      

          -spec with_trailers(undefined |
                    [{header_name(), header_value()}] |
                    fun(() -> [{header_name(), header_value()}]),
                    resp()) ->
                       resp().


      


Attach trailers.
Pass a list of {Name, Value} pairs computed up front, or a fun
fun() -> [{Name, Value}] evaluated lazily after the body has
been emitted.

  


        

      


  

    
livery_static 
    



      
Static-directory file handler.
Returns a handler that serves files from a root directory, inferring
Content-Type from the extension, emitting a weak ETag for conditional
GET, honoring Range, and confining every path under the root so a
request can never traverse out of it.
Mount it on a router wildcard route and read the captured sub-path:
Router = livery_router:add(
    '_', <<"/assets/*path">>, livery_static:handler("priv/assets"), #{}, Router0
).
Without a router binding it falls back to stripping a configured
prefix from the request path. Options (all optional): binding
(default <<"path">>), prefix, index (default <<"index.html">>,
or false), cache_control (binary | directive list | undefined),
etag (default true), range (default true).
Security: the sub-path is percent-decoded and then confined - any ..
segment, control byte, or escape is rejected - and only regular files
are served (directories and symlinks yield 404).

      


      
        Summary


  
    Types
  


    
      
        opts()

      


    





  
    Functions
  


    
      
        handler(Root)

      


        Static handler serving regular files under Root.



    


    
      
        handler(Root, Opts)

      


        handler/1 with options.



    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          -type opts() ::
          #{binding => binary(),
            prefix => binary(),
            index => binary() | false,
            cache_control => binary() | [livery_resp:cache_directive()] | undefined,
            etag => boolean(),
            range => boolean()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      handler(Root)



        
          
        

    

  


  

      

          -spec handler(file:name_all()) -> livery_middleware:handler().


      


Static handler serving regular files under Root.

  



  
    
      
    
    
      handler(Root, Opts)



        
          
        

    

  


  

      

          -spec handler(file:name_all(), opts()) -> livery_middleware:handler().


      


handler/1 with options.

  


        

      


  

    
livery_middleware behaviour
    



      
Tower-style middleware pipeline.
A stack is an ordered list of middleware entries, each of which is
either:
	a {Module, State} tuple where Module implements the
livery_middleware behaviour (call/3); or
	a fun fun((Req, Next) -> Resp).

The pipeline terminates in a handler, which is either
{Module, Function} or a fun fun((Req) -> Resp). run/3 walks
the stack, threading a Next continuation that invokes the rest
of the stack plus the handler. Middleware can short-circuit
(never call Next), transform the request before calling Next,
transform the response after, or both.
Callback
	call(Req, Next, State) -> Resp — invoke the middleware with
the request, the next continuation, and the per-instance state.


      


      
        Summary


  
    Types
  


    
      
        entry()

      


    


    
      
        handler()

      


    


    
      
        next()

      


    


    
      
        req()

      


    


    
      
        resp()

      


    


    
      
        stack()

      


    





  
    Callbacks
  


    
      
        call/3

      


    





  
    Functions
  


    
      
        after_response(Fun)

      


        Lift a response transformer into a middleware entry.



    


    
      
        before(Fun)

      


        Lift a request transformer into a middleware entry.



    


    
      
        run/3

      


        Execute the middleware stack followed by the handler.



    


    
      
        wrap(Fun)

      


        Wrap the downstream call in a try/catch.



    





      


      
        Types


        


  
    
      
    
    
      entry()



        
          
        

    

  


  

      

          -type entry() :: {module(), term()} | fun((req(), next()) -> resp()).


      



  



  
    
      
    
    
      handler()



        
          
        

    

  


  

      

          -type handler() :: {module(), atom()} | fun((req()) -> resp()).


      



  



  
    
      
    
    
      next()



        
          
        

    

  


  

      

          -type next() :: fun((req()) -> resp()).


      



  



  
    
      
    
    
      req()



        
          
        

    

  


  

      

          -type req() ::
          #livery_req{protocol :: h1 | h2 | h3,
                      method :: binary(),
                      scheme :: binary(),
                      authority :: binary(),
                      path :: binary(),
                      raw_query :: binary(),
                      bindings :: #{binary() => binary()},
                      headers :: [{binary(), binary()}],
                      peer :: {inet:ip_address(), inet:port_number()} | undefined,
                      tls :: undefined | map(),
                      body :: empty | {buffered, iodata()} | {stream, term()},
                      adapter :: module() | undefined,
                      stream :: term(),
                      engine_pid :: pid() | undefined,
                      notifier_pid :: pid() | undefined,
                      disc_ref :: reference() | undefined,
                      req_id :: binary(),
                      started_at :: integer() | undefined,
                      meta :: map(),
                      config :: term()}.


      



  



  
    
      
    
    
      resp()



        
          
        

    

  


  

      

          -type resp() ::
          #livery_resp{status :: 100..599,
                       headers :: [{binary(), binary()}],
                       body ::
                           {full, iodata()} |
                           {chunked, fun((term()) -> ok | {error, term()})} |
                           {sse, fun((term()) -> ok | {error, term()})} |
                           {deferred, fun(() -> term())} |
                           {file,
                            file:name_all(),
                            undefined | {non_neg_integer(), non_neg_integer() | eof}} |
                           {upgrade, ws | wt, term()} |
                           empty | taken_over,
                       trailers ::
                           undefined | [{binary(), binary()}] | fun(() -> [{binary(), binary()}]),
                       early_response_drain ::
                           default | none | {non_neg_integer() | infinity, non_neg_integer() | infinity}}.


      



  



  
    
      
    
    
      stack()



        
          
        

    

  


  

      

          -type stack() :: [entry()].


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      call/3



        
          
        

    

  


  

      

          -callback call(req(), next(), term()) -> resp().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      after_response(Fun)



        
          
        

    

  


  

      

          -spec after_response(fun((resp()) -> resp())) -> entry().


      


Lift a response transformer into a middleware entry.

  



  
    
      
    
    
      before(Fun)



        
          
        

    

  


  

      

          -spec before(fun((req()) -> req())) -> entry().


      


Lift a request transformer into a middleware entry.
The returned entry calls Fun(Req) to derive a new request, then
invokes the rest of the pipeline.

  



  
    
      
    
    
      run/3



        
          
        

    

  


  

      

          -spec run(stack(), handler(), req()) -> resp().


      


Execute the middleware stack followed by the handler.

  



  
    
      
    
    
      wrap(Fun)



        
          
        

    

  


  

      

          -spec wrap(fun((throw | error | exit, term(), list()) -> resp())) -> entry().


      


Wrap the downstream call in a try/catch.
Fun is called as Fun(Class, Reason, Stacktrace) and must
return a #livery_resp{}. Intended for top-of-stack error
recovery. Class is throw | error | exit.

  


        

      


  

    
livery_router 
    



      
Radix-style path-segment router.
Routes are compiled into an immutable trie. Each segment of a
pattern is one of:
	static, e.g. users in /users/new;
	parameter, prefixed with :, e.g. :id in /users/:id;
	wildcard, prefixed with *, e.g. *path in /files/*path,
matching all remaining segments joined back with /.

match/3 returns {ok, Handler, Bindings, Meta} on a
method-aware hit, {error, {method_not_allowed, Methods}} when
the path matches but no route is registered for the requested
method, or {error, not_found} otherwise.
Routers compose: merge/2 stitches two together, nest/3 mounts a
sub-router under a path prefix, layer/2 wraps one in a middleware
stack, and routes/1 reconstructs the flat route list from any router.

      


      
        Summary


  
    Types
  


    
      
        bindings()

      


    


    
      
        handler()

      


    


    
      
        meta()

      


    


    
      
        method()

      


    


    
      
        pattern()

      


    


    
      
        route()

      


    


    
      
        router()

      


    





  
    Functions
  


    
      
        add(Method, Pattern, Handler, Meta, Router)

      


        Insert one route.



    


    
      
        compile(Routes)

      


        Build a router from a list of routes in one shot.



    


    
      
        layer(Stack, Router)

      


        Wrap every route of a router with a middleware stack.



    


    
      
        match(Method, Path, Router)

      


        Look up a route by method and path.



    


    
      
        merge(Routers)

      


        Combine routers into one. On a duplicate Method+Pattern, the later router wins.



    


    
      
        merge(R1, R2)

      


        Merge two routers. R2 wins on a duplicate Method+Pattern.



    


    
      
        nest(Prefix, Sub)

      


        Mount a sub-router under a path prefix.



    


    
      
        nest(Prefix, Sub, Parent)

      


        Mount Sub under Prefix into Parent (merge(Parent, nest(Prefix, Sub))).



    


    
      
        new()

      


        Empty router with no routes.



    


    
      
        routes(Router)

      


        Reconstruct the route list a router was built from.



    





      


      
        Types


        


  
    
      
    
    
      bindings()



        
          
        

    

  


  

      

          -type bindings() :: #{binary() => binary()}.


      



  



  
    
      
    
    
      handler()



        
          
        

    

  


  

      

          -type handler() :: term().


      



  



  
    
      
    
    
      meta()



        
          
        

    

  


  

      

          -type meta() :: term().


      



  



  
    
      
    
    
      method()



        
          
        

    

  


  

      

          -type method() :: binary() | '_'.


      



  



  
    
      
    
    
      pattern()



        
          
        

    

  


  

      

          -type pattern() :: binary().


      



  



  
    
      
    
    
      route()



        
          
        

    

  


  

      

          -type route() :: {method(), pattern(), handler()} | {method(), pattern(), handler(), meta()}.


      



  



  
    
      
    
    
      router()



        
          
        

    

  


  

      

          -opaque router()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(Method, Pattern, Handler, Meta, Router)



        
          
        

    

  


  

      

          -spec add(method(), pattern(), handler(), meta(), router()) -> router().


      


Insert one route.
Method may be '_' to match any HTTP method. Later additions with
the same Method+Pattern replace the previous entry.

  



  
    
      
    
    
      compile(Routes)



        
          
        

    

  


  

      

          -spec compile([{method(), pattern(), handler()} | {method(), pattern(), handler(), meta()}]) -> router().


      


Build a router from a list of routes in one shot.

  



  
    
      
    
    
      layer(Stack, Router)



        
          
        

    

  


  

      

          -spec layer(livery_middleware:stack(), router()) -> router().


      


Wrap every route of a router with a middleware stack.
Stack is prepended to each route's Meta's middleware (so it runs
outside the route's own middleware). Use it to put one stack, say auth,
over a whole mounted subtree: nest(Prefix, layer(Stack, Sub), Parent).

  



  
    
      
    
    
      match(Method, Path, Router)



        
          
        

    

  


  

      

          -spec match(method(), binary(), router()) ->
               {ok, handler(), bindings(), meta()} |
               {error, not_found} |
               {error, {method_not_allowed, [method()]}}.


      


Look up a route by method and path.

  



  
    
      
    
    
      merge(Routers)



        
          
        

    

  


  

      

          -spec merge([router()]) -> router().


      


Combine routers into one. On a duplicate Method+Pattern, the later router wins.

  



  
    
      
    
    
      merge(R1, R2)



        
          
        

    

  


  

      

          -spec merge(router(), router()) -> router().


      


Merge two routers. R2 wins on a duplicate Method+Pattern.

  



  
    
      
    
    
      nest(Prefix, Sub)



        
          
        

    

  


  

      

          -spec nest(pattern(), router()) -> router().


      


Mount a sub-router under a path prefix.
Every route of Sub is re-registered with Prefix prepended to its
pattern. A wildcard sub-route stays last under the prefix, so mounting a
static router keeps *path valid.

  



  
    
      
    
    
      nest(Prefix, Sub, Parent)



        
          
        

    

  


  

      

          -spec nest(pattern(), router(), router()) -> router().


      


Mount Sub under Prefix into Parent (merge(Parent, nest(Prefix, Sub))).

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> router().


      


Empty router with no routes.

  



  
    
      
    
    
      routes(Router)



        
          
        

    

  


  

      

          -spec routes(router()) -> [{method(), pattern(), handler(), meta()}].


      


Reconstruct the route list a router was built from.
Returns one {Method, Pattern, Handler, Meta} per registered handler.
The inverse of compile/1: compile(routes(R)) matches the same paths
as R. Handy for feeding a router (including a composed one) to
livery_openapi:build/1, which takes a route list.

  


        

      


  

    
livery_access_log 
    



      
Access-log middleware.
Emits one structured log entry per completed request via the OTP
logger module. Pairs cleanly with livery_request_id: the id
is included in the entry so log aggregators can join request lines
with the response sent to the client.
The log level defaults to info and can be overridden in state:
#{level => debug | info | notice | ...}.

      


      
        Summary


  
    Functions
  


    
      
        call(Req, Next, State)

      


        Run the handler and log one entry on the way out.



    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), map()) -> livery_resp:resp().


      


Run the handler and log one entry on the way out.

  


        

      


  

    
livery_body_limit 
    



      
Body-size cap middleware.
State: #{max => MaxBytes}. When the request body is already
buffered and exceeds the cap, the middleware short-circuits with
413 Payload Too Large and skips the handler. Streaming bodies
pass through unchecked here; size enforcement on a streaming
reader lands once the H1 adapter exposes incremental byte counts.

      


      
        Summary


  
    Functions
  


    
      
        call/3

      


        Reject buffered bodies whose iolist_size/1 exceeds max.



    





      


      
        Functions


        


  
    
      
    
    
      call/3



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), #{max := non_neg_integer()}) ->
              livery_resp:resp().


      


Reject buffered bodies whose iolist_size/1 exceeds max.

  


        

      


  

    
livery_concurrency 
    



      
Concurrency-limit / load-shedding middleware (admission control).
Caps the number of in-flight requests. Over the limit it sheds load
immediately with 503 Service Unavailable and never calls the handler;
at or under the limit the request proceeds and the slot is released when
the handler returns.
Build the stack entry with the limiter/1,2 factory, which creates the
shared counter once:
Stack = [
    {livery_concurrency, livery_concurrency:limiter(1000)}
    %% ... handler runs only while < 1000 requests are in flight
].
The counter is a lock-free atomics cell shared across the request
processes (no extra process). A global limiter is one factory call in
the service stack; per-route limiters are independent factory calls.
Scope: a slot is held from admission until the handler RETURNS its
response. Body streaming happens after that (outside the middleware
stack), so the slot does not cover the duration of a streamed/SSE body.
The limit is approximate under a burst (a request that increments past
the limit decrements again), which is acceptable for load-shedding.

      


      
        Summary


  
    Types
  


    
      
        state()

      


    





  
    Functions
  


    
      
        call/3

      


        Admit the request if under the limit, otherwise shed with 503.



    


    
      
        limiter(Limit)

      


        Build a limiter stack State capping in-flight requests at Limit.



    


    
      
        limiter(Limit, Opts)

      


        limiter/1 with options.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -type state() ::
          #{ref := atomics:atomics_ref(),
            limit := non_neg_integer(),
            status := 100..599,
            body := iodata(),
            retry_after := non_neg_integer() | binary() | undefined}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call/3



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), state()) -> livery_resp:resp().


      


Admit the request if under the limit, otherwise shed with 503.

  



  
    
      
    
    
      limiter(Limit)



        
          
        

    

  


  

      

          -spec limiter(non_neg_integer()) -> state().


      


Build a limiter stack State capping in-flight requests at Limit.

  



  
    
      
    
    
      limiter(Limit, Opts)



        
          
        

    

  


  

      

          -spec limiter(non_neg_integer(), map()) -> state().


      


limiter/1 with options.
status (default 503), body (default <<"service unavailable">>),
and retry_after (seconds as an integer, a literal binary, or
undefined) shape the shed response.

  


        

      


  

    
livery_cors 
    



      
CORS middleware.
Adds Cross-Origin Resource Sharing headers and answers preflight
OPTIONS requests. Configure it as a stack entry
{livery_cors, Config} where every Config key is optional:
	origins — '*' (default), a list of allowed origin binaries, or
a predicate fun((binary()) -> boolean()).
	methods — allowed methods for preflight Access-Control-Allow-Methods
(default the common verb set).
	headers — mirror (default, echo the request's
Access-Control-Request-Headers) or an explicit list of header names.
	expose — header names for Access-Control-Expose-Headers (default []).
	credentials — true to send Access-Control-Allow-Credentials
(default false). With credentials the wildcard origin is never sent;
the request Origin is echoed instead.
	max_age — seconds for Access-Control-Max-Age on preflights.

Vary is set so shared caches stay correct: Origin is added on every
branch whenever the emitted headers depend on the request origin (a
list, a predicate, or credentialed wildcard), and
Access-Control-Request-Headers is added on mirroring preflights. A
plain non-credentialed '*' configuration is origin-independent and
adds no Vary.

      


      
        Summary


  
    Functions
  


    
      
        call(Req, Next, State)

      


        Apply CORS headers, answering preflight requests directly.



    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), map() | undefined) -> livery_resp:resp().


      


Apply CORS headers, answering preflight requests directly.

  


        

      


  

    
livery_etag 
    



      
ETag / conditional-GET middleware.
For cacheable GET/HEAD responses it ensures an ETag header and
answers 304 Not Modified when the request's If-None-Match matches,
skipping the body transfer.
Stack = [{livery_etag, #{}} | Rest].
By default a strong ETag is computed automatically from a {full, _}
body that has no ETag; a handler may instead set its own (via
livery_resp:with_etag/2), which is respected on ANY body variant.
Config keys (all optional): auto (default true), weak (default
false, auto ETags are strong), statuses (cacheable statuses, default
[200]).
Placement: put livery_etag OUTSIDE livery_compress (earlier in the
stack list) so the ETag covers the bytes actually sent; otherwise the
ETag is of the uncompressed body and you rely on Vary: Accept-Encoding
(which livery_compress already sets).

      


      
        Summary


  
    Functions
  


    
      
        call(Req, Next, State)

      


        Add an ETag and answer 304 on a matching conditional GET.



    


    
      
        if_none_match(Req, ETag)

      


        True if the request's If-None-Match matches ETag.



    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), map() | undefined) -> livery_resp:resp().


      


Add an ETag and answer 304 on a matching conditional GET.

  



  
    
      
    
    
      if_none_match(Req, ETag)



        
          
        

    

  


  

      

          -spec if_none_match(livery_req:req(), binary()) -> boolean().


      


True if the request's If-None-Match matches ETag.
Honors * and uses RFC 9110 weak comparison. Exposed so other handlers
(e.g. livery_static) share one conditional-request implementation.

  


        

      


  

    
livery_ratelimit 
    



      
Per-key rate-limiting / throttling middleware (token bucket).
Each client (by default identified by its Authorization bearer token) gets
a token bucket: Capacity tokens that refill at RefillPerSec. A request
consumes one token; when the bucket is empty the request is shed with
429 Too Many Requests. A request with no key passes through unlimited.
Build the stack entry with limiter/2,3 (which allocates an isolated
keyspace):
Stack = [
    {livery_ratelimit, livery_ratelimit:limiter(100, 10)}  %% burst 100, 10/s
].
"N requests per minute" maps to limiter(N, N/60). Per-key state lives in
the supervised livery_ratelimit_store ETS table; the raw key is never
stored (it is SHA-256 hashed). Responses carry
RateLimit-Limit/-Remaining/-Reset (and Retry-After on a 429)
unless headers => false.
Security: the default key is the bearer token, which the client controls.
That gives per-credential quotas, NOT protection against an unauthenticated
flood: a client rotating tokens gets a fresh bucket each time. Client IP is
not yet surfaced by the wire libs, so for flood protection key on a trusted
identity via a custom key fun (an authenticated user id, or a forwarded-IP
header you trust because you terminate behind a known proxy). The store caps
its key count (see livery_ratelimit_store) so distinct-key floods bound
memory regardless.

      


      
        Summary


  
    Types
  


    
      
        key_fun()

      


    


    
      
        state()

      


    





  
    Functions
  


    
      
        call/3

      


        Throttle the request by its key, or pass through when keyless.



    


    
      
        limiter(Capacity, RefillPerSec)

      


        Build a limiter: Capacity burst tokens refilling at RefillPerSec.



    


    
      
        limiter(Capacity, RefillPerSec, Opts)

      


        limiter/2 with options: name, key (a req -> binary | undefined
fun, default the bearer token), status (default 429), body, and
headers (default true).



    





      


      
        Types


        


  
    
      
    
    
      key_fun()



        
          
        

    

  


  

      

          -type key_fun() :: fun((livery_req:req()) -> binary() | undefined).


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -type state() ::
          #{name := term(),
            capacity := non_neg_integer(),
            rate := number(),
            key := key_fun(),
            status := 100..599,
            body := iodata(),
            headers := boolean()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call/3



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), state()) -> livery_resp:resp().


      


Throttle the request by its key, or pass through when keyless.

  



  
    
      
    
    
      limiter(Capacity, RefillPerSec)



        
          
        

    

  


  

      

          -spec limiter(non_neg_integer(), number()) -> state().


      


Build a limiter: Capacity burst tokens refilling at RefillPerSec.

  



  
    
      
    
    
      limiter(Capacity, RefillPerSec, Opts)



        
          
        

    

  


  

      

          -spec limiter(non_neg_integer(), number(), map()) -> state().


      


limiter/2 with options: name, key (a req -> binary | undefined
fun, default the bearer token), status (default 429), body, and
headers (default true).

  


        

      


  

    
livery_request_id 
    



      
Request-ID middleware.
Generates a fresh per-request identifier or honors an existing
X-Request-ID header. The id is stored on the request value
(livery_req:req_id/1) and echoed on the response so that
clients and downstream services can correlate.
Identifiers are 32-character lowercase hex strings derived from
crypto:strong_rand_bytes/1.

      


      
        Summary


  
    Functions
  


    
      
        call(Req, Next, State)

      


        Run the middleware. State is unused.



    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), term()) -> livery_resp:resp().


      


Run the middleware. State is unused.

  


        

      


  

    
livery_security_headers 
    



      
Security-headers middleware.
Decorates responses with baseline hardening headers. Configure it as a
stack entry {livery_security_headers, Config} where every Config
key is optional and a value of false disables that header:
	content_type_options — true (default) sends
X-Content-Type-Options: nosniff.
	frame_options — header value, default <<"DENY">>.
	referrer_policy — header value, default <<"no-referrer">>.
	csp — Content-Security-Policy value, default false (off): a
wrong policy breaks apps, so it is opt-in.
	hsts — #{max_age => Secs, include_subdomains => boolean(), preload => boolean()} (defaults 31536000, true, false), or
false. Strict-Transport-Security is only emitted on secure
(HTTPS / TLS) requests; on plain HTTP it is meaningless and skipped.

Each header is set only when the handler did not already set it, so a
handler can override any of them per response.

      


      
        Summary


  
    Functions
  


    
      
        call(Req, Next, State)

      


        Add the configured security headers to the downstream response.



    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), map() | undefined) -> livery_resp:resp().


      


Add the configured security headers to the downstream response.

  


        

      


  

    
livery_timeout 
    



      
Per-request deadline middleware.
State: #{after_ms => Ms}. If the rest of the pipeline does not
return within the deadline, the worker is killed and a 504 is
emitted instead. A handler crash maps to 500.
The deadline is enforced by running the downstream call in a
spawned, monitored process. Body chunks (livery_body:read/2) are
delivered to the request process, not this spawned child, so a
handler that streams its request body will not see those chunks
under this middleware. Pair livery_timeout with a body-buffering
middleware in front of it, or apply it only to routes whose
handlers do not stream input.

      


      
        Summary


  
    Functions
  


    
      
        call/3

      


        Enforce the deadline. Crashes map to 500, timeouts to 504.



    





      


      
        Functions


        


  
    
      
    
    
      call/3



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), #{after_ms := pos_integer()}) ->
              livery_resp:resp().


      


Enforce the deadline. Crashes map to 500, timeouts to 504.

  


        

      


  

    
livery_codec behaviour
    



      
Content-coding codec behaviour and registry.
A codec turns response bytes into a single content-coding (the token
sent in Content-Encoding, e.g. gzip). livery_compress negotiates
the client's Accept-Encoding against the registered codecs and applies
the chosen one to {full, _} and {chunked, _} bodies.
The built-in codecs livery_codec_gzip and livery_codec_deflate are
always available (over OTP zlib, no dependency). A separate app (a
future livery_brotli or livery_zstd) adds its coding by calling
register/1 at its own application start; it then participates in
negotiation without any change to livery core.
Callbacks
	name/0 — the Content-Encoding token (lowercase binary).
	compress/1 — one-shot compression of a whole body ({full, _}).
	stream_init/0 — open a streaming context.
	stream_update/2 — feed a chunk and FLUSH, returning the bytes
emittable now (so each producer chunk reaches the client promptly).
	stream_finish/1 — return the trailing bytes that finalize the
stream. Does not release the context.
	stream_close/1 — release the context; always called, including on
the error path.


      


      
        Summary


  
    Types
  


    
      
        codec()

      


    





  
    Callbacks
  


    
      
        compress/1

      


    


    
      
        name()

      


    


    
      
        stream_close/1

      


    


    
      
        stream_finish/1

      


    


    
      
        stream_init()

      


    


    
      
        stream_update/2

      


    





  
    Functions
  


    
      
        lookup(Name)

      


        Find a registered codec by Content-Encoding token (case-insensitive).



    


    
      
        register(Module)

      


        Register an extra codec module.



    


    
      
        registered()

      


        All registered codecs in server-preference order.



    





      


      
        Types


        


  
    
      
    
    
      codec()



        
          
        

    

  


  

      

          -type codec() :: module().


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      compress/1



        
          
        

    

  


  

      

          -callback compress(iodata()) -> iodata().


      



  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          -callback name() -> binary().


      



  



  
    
      
    
    
      stream_close/1



        
          
        

    

  


  

      

          -callback stream_close(term()) -> ok.


      



  



  
    
      
    
    
      stream_finish/1



        
          
        

    

  


  

      

          -callback stream_finish(term()) -> iodata().


      



  



  
    
      
    
    
      stream_init()



        
          
        

    

  


  

      

          -callback stream_init() -> term().


      



  



  
    
      
    
    
      stream_update/2



        
          
        

    

  


  

      

          -callback stream_update(term(), iodata()) -> iodata().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      lookup(Name)



        
          
        

    

  


  

      

          -spec lookup(binary()) -> {ok, codec()} | error.


      


Find a registered codec by Content-Encoding token (case-insensitive).

  



  
    
      
    
    
      register(Module)



        
          
        

    

  


  

      

          -spec register(codec()) -> ok.


      


Register an extra codec module.
Idempotent; built-in codecs are ignored (always present). Intended to be
called once at the registering app's start, not per request.

  



  
    
      
    
    
      registered()



        
          
        

    

  


  

      

          -spec registered() -> [codec()].


      


All registered codecs in server-preference order.
Always begins with the built-ins (gzip, then deflate), followed by
any extras in registration order. The built-ins can never be dropped by
registration.

  


        

      


  

    
livery_codec_deflate 
    



      
Built-in deflate content-coding over OTP zlib.
Emits zlib-wrapped DEFLATE (RFC 1950, WindowBits 15), which is the
spec-correct deflate content-coding (NOT raw DEFLATE). Decodes with
zlib:uncompress/1 and any conformant client.

      


      
        Summary


  
    Functions
  


    
      
        compress(Data)

      


        One-shot zlib-wrapped DEFLATE of a whole body.



    


    
      
        name()

      


        Content-Encoding token.



    


    
      
        stream_close(Z)

      


        Release the streaming context.



    


    
      
        stream_finish(Z)

      


        Trailing bytes finalizing the deflate stream.



    


    
      
        stream_init()

      


        Open a streaming deflate context.



    


    
      
        stream_update(Z, Data)

      


        Compress and flush one chunk.



    





      


      
        Functions


        


  
    
      
    
    
      compress(Data)



        
          
        

    

  


  

      

          -spec compress(iodata()) -> iodata().


      


One-shot zlib-wrapped DEFLATE of a whole body.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          -spec name() -> binary().


      


Content-Encoding token.

  



  
    
      
    
    
      stream_close(Z)



        
          
        

    

  


  

      

          -spec stream_close(zlib:zstream()) -> ok.


      


Release the streaming context.

  



  
    
      
    
    
      stream_finish(Z)



        
          
        

    

  


  

      

          -spec stream_finish(zlib:zstream()) -> iodata().


      


Trailing bytes finalizing the deflate stream.

  



  
    
      
    
    
      stream_init()



        
          
        

    

  


  

      

          -spec stream_init() -> zlib:zstream().


      


Open a streaming deflate context.

  



  
    
      
    
    
      stream_update(Z, Data)



        
          
        

    

  


  

      

          -spec stream_update(zlib:zstream(), iodata()) -> iodata().


      


Compress and flush one chunk.

  


        

      


  

    
livery_codec_gzip 
    



      
Built-in gzip content-coding over OTP zlib.
Emits RFC 1952 gzip framing (zlib WindowBits 31): one valid gzip member
with the header written once and the CRC/ISIZE trailer at finish, so the
streamed output decodes in any conformant client.

      


      
        Summary


  
    Functions
  


    
      
        compress(Data)

      


        One-shot gzip of a whole body.



    


    
      
        name()

      


        Content-Encoding token.



    


    
      
        stream_close(Z)

      


        Release the streaming context.



    


    
      
        stream_finish(Z)

      


        Trailing bytes finalizing the gzip member.



    


    
      
        stream_init()

      


        Open a streaming gzip context.



    


    
      
        stream_update(Z, Data)

      


        Compress and flush one chunk.



    





      


      
        Functions


        


  
    
      
    
    
      compress(Data)



        
          
        

    

  


  

      

          -spec compress(iodata()) -> iodata().


      


One-shot gzip of a whole body.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          -spec name() -> binary().


      


Content-Encoding token.

  



  
    
      
    
    
      stream_close(Z)



        
          
        

    

  


  

      

          -spec stream_close(zlib:zstream()) -> ok.


      


Release the streaming context.

  



  
    
      
    
    
      stream_finish(Z)



        
          
        

    

  


  

      

          -spec stream_finish(zlib:zstream()) -> iodata().


      


Trailing bytes finalizing the gzip member.

  



  
    
      
    
    
      stream_init()



        
          
        

    

  


  

      

          -spec stream_init() -> zlib:zstream().


      


Open a streaming gzip context.

  



  
    
      
    
    
      stream_update(Z, Data)



        
          
        

    

  


  

      

          -spec stream_update(zlib:zstream(), iodata()) -> iodata().


      


Compress and flush one chunk.

  


        

      


  

    
livery_compress 
    



      
Response-compression middleware.
Negotiates the client's Accept-Encoding against the registered
livery_codec codecs and compresses eligible responses, setting
Content-Encoding and a cache-correct Vary: Accept-Encoding. gzip and
deflate are built in (OTP zlib); brotli/zstd become available when
their apps register a codec. Configure as a stack entry
{livery_compress, Config} where every key is optional:
	codecs — list of codec modules in server-preference order
(default livery_codec:registered()); restricts/overrides the set.
	min_size — minimum {full, _} body size to compress (default 1024).
	types — compressible Content-Type prefixes (default text and the
common structured types).

Negotiation
A coding is acceptable iff its Accept-Encoding q-value is > 0 (by
exact name or *; q=0 rejects). Among acceptable codings the SERVER
preference order wins; client q-weights are only an accept/reject
filter. With no acceptable coding the response is sent uncompressed
(identity); identity;q=0 is deliberately treated as identity, not a
406.
Scope
Only {full, _} (>= min_size) and {chunked, _} bodies with a
compressible Content-Type and no existing Content-Encoding are
eligible. SSE, file, empty, and upgrade bodies pass through unchanged.

      


      
        Summary


  
    Functions
  


    
      
        call(Req, Next, State)

      


        Compress the downstream response when the client accepts a codec.



    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), map() | undefined) -> livery_resp:resp().


      


Compress the downstream response when the client accepts a codec.

  


        

      


  

    
livery_auth 
    



      
JWT verification against a JWK set.
Verifies compact-serialization JSON Web Tokens signed with RS256
or ES256, then validates the registered claims (exp, nbf,
iss, aud). Signature verification and key handling use the OTP
public_key and crypto modules; no third-party crypto is
pulled in.
The JWK set is supplied by the caller. OIDC discovery and live
JWKS rotation over HTTP are a thin layer that can sit on top of
this module (a follow-up); keeping verification network-free makes
it cheap to test and embed.
{ok, Claims} = livery_auth:verify(Token, #{
    keys     => JwkList,
    issuer   => <<"https://issuer.example">>,
    audience => <<"my-api">>
}).
A JWK is a map with binary keys, e.g. for RSA:
#{<<"kty">> => <<"RSA">>, <<"kid">> => _, <<"n">> => _, <<"e">> => _}
and for EC P-256:
#{<<"kty">> => <<"EC">>, <<"crv">> => <<"P-256">>, <<"x">> => _, <<"y">> => _}.

      


      
        Summary


  
    Types
  


    
      
        claims()

      


    


    
      
        error_reason()

      


    


    
      
        jwk()

      


    


    
      
        verify_opts()

      


    





  
    Functions
  


    
      
        tls_opts()

      


        TLS client options for verifying an HTTPS peer's certificate.



    


    
      
        verify(Token, Opts)

      


        Verify a JWT and return its validated claims.



    





      


      
        Types


        


  
    
      
    
    
      claims()



        
          
        

    

  


  

      

          -type claims() :: #{binary() => term()}.


      



  



  
    
      
    
    
      error_reason()



        
          
        

    

  


  

      

          -type error_reason() ::
          malformed | invalid_json |
          {unsupported_alg, binary()} |
          no_matching_key | bad_signature | expired | not_yet_valid |
          {issuer_mismatch, binary()} |
          audience_mismatch.


      



  



  
    
      
    
    
      jwk()



        
          
        

    

  


  

      

          -type jwk() :: #{binary() => binary()}.


      



  



  
    
      
    
    
      verify_opts()



        
          
        

    

  


  

      

          -type verify_opts() ::
          #{keys := [jwk()],
            issuer => binary() | undefined,
            audience => binary() | [binary()] | undefined,
            now => non_neg_integer(),
            leeway => non_neg_integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      tls_opts()



        
          
        

    

  


  

      

          -spec tls_opts() -> [ssl:tls_client_option()].


      


TLS client options for verifying an HTTPS peer's certificate.
Used by the OIDC/JWKS/introspection fetchers so the channel that
discovers signing keys (and thus the identity trust root) is
authenticated: a forged JWK set served by an on-path attacker would
otherwise let them mint tokens this node accepts. Verifies against
the OS trust store with hostname checking.

  



  
    
      
    
    
      verify(Token, Opts)



        
          
        

    

  


  

      

          -spec verify(binary(), verify_opts()) -> {ok, claims()} | {error, error_reason()}.


      


Verify a JWT and return its validated claims.
Steps: split the compact token, decode the header to pick the
algorithm and key id, find the matching JWK, verify the
signature, then validate exp/nbf/iss/aud.

  


        

      


  

    
livery_auth_bearer 
    



      
Bearer-token authentication middleware.
Extracts the bearer token from the Authorization header,
verifies it with livery_auth:verify/2, and stores the validated
claims on the request as meta(user, Claims) (read it back with
livery_ext:user/1). On any failure it short-circuits with
401 Unauthorized and a WWW-Authenticate: Bearer header.
State is the livery_auth:verify_opts() map plus an optional
required => boolean() (default true):
{livery_auth_bearer, #{
    keys     => Jwks,
    issuer   => <<"https://issuer.example">>,
    audience => <<"my-api">>
}}
When required => false, a missing token is allowed through (the
handler sees no user meta), but a present-but-invalid token is
still rejected.

      


      
        Summary


  
    Functions
  


    
      
        call(Req, Next, State)

      


    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), map()) -> livery_resp:resp().


      



  


        

      


  

    
livery_auth_introspect 
    



      
OAuth 2.0 token introspection middleware (RFC 7662).
Verifies opaque bearer tokens that cannot be checked locally by
POSTing them to the authorization server's introspection endpoint
and trusting the active field of the JSON response. On success
the full introspection response (claims such as scope,
client_id, username, sub, exp) is stored as
meta(user, _) (read it back with livery_ext:user/1). On any
failure it short-circuits with 401 Unauthorized.
Use this for reference/opaque tokens; for self-contained JWTs
prefer local verification with livery_auth_bearer.
State:
{livery_auth_introspect, #{
    endpoint      => <<"https://issuer.example/oauth/introspect">>,
    client_id     => <<"my-api">>,
    client_secret => <<"s3cret">>,
    required      => true
}}
client_id/client_secret authenticate this resource server to
the introspection endpoint via HTTP Basic. The HTTP call is
pluggable via fetch => fun((Url, Headers, Body) -> {ok, Status, Body} | {error, _}); the default uses hackney.

      


      
        Summary


  
    Types
  


    
      
        error_reason()

      


    


    
      
        fetch_fun()

      


    


    
      
        opts()

      


    





  
    Functions
  


    
      
        call(Req, Next, State)

      


    


    
      
        default_fetch(Url, Headers, Body)

      


        Default introspection POST using hackney, verifying the server's TLS cert.



    


    
      
        introspect(Token, Opts)

      


        Introspect a token at the configured endpoint.



    





      


      
        Types


        


  
    
      
    
    
      error_reason()



        
          
        

    

  


  

      

          -type error_reason() ::
          inactive | invalid_response | invalid_json | {http_status, non_neg_integer()} | term().


      



  



  
    
      
    
    
      fetch_fun()



        
          
        

    

  


  

      

          -type fetch_fun() ::
          fun((binary(), [{binary(), binary()}], binary()) ->
                  {ok, non_neg_integer(), binary()} | {error, term()}).


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          -type opts() ::
          #{endpoint := binary(),
            client_id => binary(),
            client_secret => binary(),
            token_type_hint => binary(),
            required => boolean(),
            fetch => fetch_fun()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), map()) -> livery_resp:resp().


      



  



  
    
      
    
    
      default_fetch(Url, Headers, Body)



        
          
        

    

  


  

      

          -spec default_fetch(binary(), [{binary(), binary()}], binary()) ->
                       {ok, non_neg_integer(), binary()} | {error, term()}.


      


Default introspection POST using hackney, verifying the server's TLS cert.

  



  
    
      
    
    
      introspect(Token, Opts)



        
          
        

    

  


  

      

          -spec introspect(binary(), opts()) -> {ok, map()} | {error, error_reason()}.


      


Introspect a token at the configured endpoint.
Returns the introspection response map when the token is active,
{error, inactive} when it is not, and other {error, _} reasons
on transport or decoding failure.

  


        

      


  

    
livery_auth_jwks 
    



      
JWKS fetching, parsing, and caching with key rotation.
keys/1,2 returns the JWK set for a jwks_uri, fetching it over
HTTP on first use and caching the result in persistent_term
with a TTL. refresh/1,2 forces a re-fetch — call it on a
no_matching_key verification failure to pick up a rotated key.
The HTTP fetch is pluggable via fetch => fun((Url) -> {ok, Body} | {error, _}) in the options, so deployments (and tests) can
supply their own client. The default uses hackney and verifies the
server's TLS certificate.
{ok, Keys} = livery_auth_jwks:keys(<<"https://issuer/.well-known/jwks.json">>),
{ok, Claims} = livery_auth:verify(Token, #{keys => Keys, issuer => Iss}).

      


      
        Summary


  
    Types
  


    
      
        opts()

      


    





  
    Functions
  


    
      
        default_fetch(Url)

      


        Default JWKS fetcher using hackney, verifying the server's TLS cert.



    


    
      
        from_json/1

      


        Parse a JWKS document (binary or decoded map) into a key list.



    


    
      
        keys(JwksUri)

      


        JWK set for JwksUri, cached with the default 5-minute TTL.



    


    
      
        keys(JwksUri, Opts)

      


        JWK set for JwksUri. Honors fetch and ttl options.



    


    
      
        refresh(JwksUri)

      


        Force a re-fetch of JwksUri, replacing the cached entry.



    


    
      
        refresh(JwksUri, Opts)

      


    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          -type opts() ::
          #{fetch => fun((binary()) -> {ok, binary()} | {error, term()}), ttl => non_neg_integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      default_fetch(Url)



        
          
        

    

  


  

      

          -spec default_fetch(binary()) -> {ok, binary()} | {error, term()}.


      


Default JWKS fetcher using hackney, verifying the server's TLS cert.

  



  
    
      
    
    
      from_json/1



        
          
        

    

  


  

      

          -spec from_json(binary() | map()) -> {ok, [livery_auth:jwk()]} | {error, term()}.


      


Parse a JWKS document (binary or decoded map) into a key list.

  



  
    
      
    
    
      keys(JwksUri)



        
          
        

    

  


  

      

          -spec keys(binary()) -> {ok, [livery_auth:jwk()]} | {error, term()}.


      


JWK set for JwksUri, cached with the default 5-minute TTL.

  



  
    
      
    
    
      keys(JwksUri, Opts)



        
          
        

    

  


  

      

          -spec keys(binary(), opts()) -> {ok, [livery_auth:jwk()]} | {error, term()}.


      


JWK set for JwksUri. Honors fetch and ttl options.

  



  
    
      
    
    
      refresh(JwksUri)



        
          
        

    

  


  

      

          -spec refresh(binary()) -> {ok, [livery_auth:jwk()]} | {error, term()}.


      


Force a re-fetch of JwksUri, replacing the cached entry.

  



  
    
      
    
    
      refresh(JwksUri, Opts)



        
          
        

    

  


  

      

          -spec refresh(binary(), opts()) -> {ok, [livery_auth:jwk()]} | {error, term()}.


      



  


        

      


  

    
livery_auth_oidc 
    



      
OIDC provider discovery.
discover/1,2 fetches an issuer's
/.well-known/openid-configuration document and returns it as a
decoded map (notably jwks_uri, issuer, authorization_endpoint,
token_endpoint). Feed the jwks_uri to livery_auth_jwks:keys/1
to get verification keys.
The HTTP fetch is pluggable via fetch => fun((Url) -> {ok, Body} | {error, _}); the default uses livery_auth_jwks:default_fetch/1
(hackney).
{ok, Cfg}  = livery_auth_oidc:discover(<<"https://issuer.example">>),
JwksUri    = maps:get(<<"jwks_uri">>, Cfg),
{ok, Keys} = livery_auth_jwks:keys(JwksUri).

      


      
        Summary


  
    Types
  


    
      
        config()

      


    


    
      
        opts()

      


    





  
    Functions
  


    
      
        discover(Issuer)

      


        Fetch and parse the OIDC discovery document for an issuer.



    


    
      
        discover(Issuer, Opts)

      


    


    
      
        well_known_url(Issuer)

      


        Build the discovery URL for an issuer (handles a trailing slash).



    





      


      
        Types


        


  
    
      
    
    
      config()



        
          
        

    

  


  

      

          -type config() :: #{binary() => term()}.


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          -type opts() :: #{fetch => fun((binary()) -> {ok, binary()} | {error, term()})}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      discover(Issuer)



        
          
        

    

  


  

      

          -spec discover(binary()) -> {ok, config()} | {error, term()}.


      


Fetch and parse the OIDC discovery document for an issuer.

  



  
    
      
    
    
      discover(Issuer, Opts)



        
          
        

    

  


  

      

          -spec discover(binary(), opts()) -> {ok, config()} | {error, term()}.


      



  



  
    
      
    
    
      well_known_url(Issuer)



        
          
        

    

  


  

      

          -spec well_known_url(binary()) -> binary().


      


Build the discovery URL for an issuer (handles a trailing slash).

  


        

      


  

    
livery_auth_session 
    



      
Signed session-cookie middleware.
Reads a cookie, verifies its HMAC-SHA256 signature against a shared
secret, decodes the JSON payload, and stores it on the request as
meta(session, Data) (read it back with livery_ext:session/1).
The cookie is stateless: the signed payload travels with the
client, so no server-side session store is needed.
State:
{livery_auth_session, #{
    secret   => <<"a long random secret">>,  %% required
    name     => <<"session">>,                %% cookie name, default
    meta_key => session,                      %% meta key, default
    required => false                         %% default false
}}
A missing cookie is allowed through when required => false (the
default); the handler sees no session meta. A present but
tampered or expired cookie is always rejected with 401.
Issue and clear cookies from a handler with sign/2 plus
set_cookie_header/2 and clear_cookie_header/1:
login(Req) ->
    Value = livery_auth_session:sign(#{<<"uid">> => 42},
                                     #{secret => Secret, max_age => 3600}),
    Hdr = livery_auth_session:set_cookie_header(Value,
                                                #{max_age => 3600}),
    R = livery_resp:redirect(303, <<"/">>),
    livery_resp:with_header(element(1, Hdr), element(2, Hdr), R).
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        error_reason()

      


    





  
    Functions
  


    
      
        call(Req, Next, State)

      


    


    
      
        clear_cookie_header(Opts)

      


        Build a Set-Cookie header that expires the session cookie.



    


    
      
        set_cookie_header(Value, Opts)

      


        Build a Set-Cookie header carrying a signed value.



    


    
      
        sign(Data, Opts)

      


        Sign a session payload into a cookie value.



    


    
      
        verify(Cookie, Opts)

      


        Verify a cookie value and return its payload map.



    





      


      
        Types


        


  
    
      
    
    
      error_reason()



        
          
        

    

  


  

      

          -type error_reason() :: malformed | bad_signature | expired.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), map()) -> livery_resp:resp().


      



  



  
    
      
    
    
      clear_cookie_header(Opts)



        
          
        

    

  


  

      

          -spec clear_cookie_header(map()) -> {binary(), binary()}.


      


Build a Set-Cookie header that expires the session cookie.

  



  
    
      
    
    
      set_cookie_header(Value, Opts)



        
          
        

    

  


  

      

          -spec set_cookie_header(binary(), map()) -> {binary(), binary()}.


      


Build a Set-Cookie header carrying a signed value.
Attributes come from Opts: path (default <<"/">>),
http_only (default true), secure (default true),
same_site (default <<"Lax">>), max_age, domain.

  



  
    
      
    
    
      sign(Data, Opts)



        
          
        

    

  


  

      

          -spec sign(map(), map()) -> binary().


      


Sign a session payload into a cookie value.
Data is any JSON-encodable map. With max_age (seconds) an exp
claim is embedded and enforced by verify/2. Returns
base64url(payload) "." base64url(hmac).

  



  
    
      
    
    
      verify(Cookie, Opts)



        
          
        

    

  


  

      

          -spec verify(binary(), map()) -> {ok, map()} | {error, error_reason()}.


      


Verify a cookie value and return its payload map.
Checks the HMAC signature in constant time and, if present, the
exp claim. Errors: malformed, bad_signature, expired.

  


        

      


  

    
livery_mcp 
    



      
MCP Streamable HTTP handler.
Bridges Livery to the barrel_mcp protocol core. handler/1
returns a Livery handler that serves the MCP Streamable HTTP
transport (POST requests, GET SSE streams, DELETE session
termination, OPTIONS preflight) by delegating to
barrel_mcp_http_engine:handle/6 — the transport-neutral MCP
engine. Livery owns the wire (H1/H2/H3, router, middleware); the
engine owns the protocol.
Mount it like any handler, typically at /mcp:
Router = livery_router:compile([
    {<<"POST">>,   <<"/mcp">>, livery_mcp:handler()},
    {<<"GET">>,    <<"/mcp">>, livery_mcp:handler()},
    {<<"DELETE">>, <<"/mcp">>, livery_mcp:handler()}
]),
livery:start_service(#{https => #{...}, router => Router}).
Register tools, resources, and prompts through barrel_mcp's own
API (barrel_mcp:reg_tool/4 and friends); they live in the shared
barrel_mcp_registry. The barrel_mcp application must be running
(it is started transitively as a Livery dependency).
Options (all optional):
	auth — a barrel_mcp auth provider config (default: no auth)
	session_enabled — use Mcp-Session-Id sessions (default true)
	allowed_origins — any | [binary()] (default any)

	allow_missing_origin — accept requests with no Origin
(default true)
	sse_buffer_size — server-stream buffer (default 256)
	resource_metadata — OAuth protected-resource-metadata map

The handler delivers the response directly through the adapter and
returns the taken_over sentinel, so do not stack response-mutating
middleware after it.
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        opts()

      


    





  
    Functions
  


    
      
        handler()

      


        MCP handler with default options.



    


    
      
        handler(Opts)

      


        MCP handler built from Opts (see the module docs).



    


    
      
        router()

      


        A router for the MCP endpoint at /mcp, ready to mount with
livery_router:nest/3 or merge/2.



    


    
      
        router(Opts)

      


        router/0 with MCP handler options.



    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          -type opts() ::
          #{auth => map(),
            session_enabled => boolean(),
            allowed_origins => any | [binary()],
            allow_missing_origin => boolean(),
            sse_buffer_size => pos_integer(),
            resource_metadata => undefined | map()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      handler()



        
          
        

    

  


  

      

          -spec handler() -> fun((livery_req:req()) -> livery_resp:resp()).


      


MCP handler with default options.

  



  
    
      
    
    
      handler(Opts)



        
          
        

    

  


  

      

          -spec handler(opts()) -> fun((livery_req:req()) -> livery_resp:resp()).


      


MCP handler built from Opts (see the module docs).

  



  
    
      
    
    
      router()



        
          
        

    

  


  

      

          -spec router() -> livery_router:router().


      


A router for the MCP endpoint at /mcp, ready to mount with
livery_router:nest/3 or merge/2.

  



  
    
      
    
    
      router(Opts)



        
          
        

    

  


  

      

          -spec router(opts()) -> livery_router:router().


      


router/0 with MCP handler options.

  


        

      


  

    
livery_health 
    



      
Health and readiness handlers.
live/0 is a liveness probe - it always answers 200 {"status":"ok"}
(the process is up). ready/1 is a readiness probe - it runs a list of
named checks and answers 200 when all pass, or 503 listing the
failed checks. Mount them on routes:
R1 = livery_router:add('GET', <<"/healthz">>, livery_health:live(), #{}, R0),
R2 = livery_router:add(
    '_GET', <<"/readyz">>,
    livery_health:ready([{<<"db">>, fun () -> my_db:ping() end}]),
    #{}, R1
).
A check is {Name, fun(() -> ok | {error, term()})}; any non-ok
return or a raised exception counts as failed. Checks run synchronously
in the request process, so keep them fast.

      


      
        Summary
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        check()

      


    





  
    Functions
  


    
      
        live()

      


        Liveness handler: always 200 {"status":"ok"}.



    


    
      
        ready(Checks)

      


        Readiness handler: 200 when every check passes, else 503.



    





      


      
        Types


        


  
    
      
    
    
      check()



        
          
        

    

  


  

      

          -type check() :: {binary(), fun(() -> ok | {error, term()})}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      live()



        
          
        

    

  


  

      

          -spec live() -> livery_middleware:handler().


      


Liveness handler: always 200 {"status":"ok"}.

  



  
    
      
    
    
      ready(Checks)



        
          
        

    

  


  

      

          -spec ready([check()]) -> livery_middleware:handler().


      


Readiness handler: 200 when every check passes, else 503.

  


        

      


  

    
livery_instrument_metrics 
    



      
HTTP server metrics middleware powered by the instrument
library.
Records the OpenTelemetry HTTP server semantic-convention metrics
on every request:
	http.server.active_requests (up_down_counter): incremented on
request entry, decremented on exit.
	http.server.request.duration (histogram, seconds): wall-clock
time from middleware entry to response return.

Attributes follow the conventions:
	http.request.method
	http.response.status_code
	network.protocol.name
	url.scheme

State: #{meter => binary() | atom()} (defaults to <<"livery">>).
Instruments are resolved from the instrument registry on each request
(create_* is idempotent and returns the existing handle by name), so
the registry is the single source of truth and a registry restart
self-heals. If the registry is unavailable, the request is served
without metrics rather than failing.
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        call(Req, Next, State)

      


    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), map()) -> livery_resp:resp().


      



  


        

      


  

    
livery_instrument_trace 
    



      
Tracing middleware powered by the instrument library.
Opens one server span per request, attaches OpenTelemetry HTTP
server semantic attributes (method, status, route, scheme,
protocol, peer), and propagates W3C traceparent/tracestate
context extracted from the inbound headers.
State: #{tracer => binary() | atom()} (defaults to
<<"livery">>).
The span is kind => server and gets these attributes:
	http.request.method
	url.path
	url.scheme
	network.protocol.name (http/1.1 / http/2 / http/3)
	server.address
	client.address
	user_agent.original
	http.response.status_code (set after the handler returns)

Errors from the handler are recorded on the span via
instrument_tracer:record_exception/2 and re-raised so the
request process's own crash handling still runs.
Correlating logs with traces
Call install_logger/0 once at boot to add the instrument
logger filter. It enriches every logger event emitted while a
span is active (so, inside this middleware) with trace_id,
span_id, and trace_flags in the event metadata. Stack this
middleware outside livery_access_log and the access-log lines
carry the same ids as the request's span.

      


      
        Summary


  
    Functions
  


    
      
        call(Req, Next, State)

      


    


    
      
        install_logger()

      


        Install the instrument logger filter so log events carry the
active span's trace_id/span_id. Call once at application
start. Idempotent.



    


    
      
        install_logger(Opts)

      


        install_logger/0 with explicit instrument_logger options.



    


    
      
        uninstall_logger()

      


        Remove the instrument logger filter installed by install_logger/0.



    





      


      
        Functions


        


  
    
      
    
    
      call(Req, Next, State)



        
          
        

    

  


  

      

          -spec call(livery_req:req(), livery_middleware:next(), map()) -> livery_resp:resp().


      



  



  
    
      
    
    
      install_logger()



        
          
        

    

  


  

      

          -spec install_logger() -> ok | {error, term()}.


      


Install the instrument logger filter so log events carry the
active span's trace_id/span_id. Call once at application
start. Idempotent.

  



  
    
      
    
    
      install_logger(Opts)



        
          
        

    

  


  

      

          -spec install_logger(map()) -> ok | {error, term()}.


      


install_logger/0 with explicit instrument_logger options.

  



  
    
      
    
    
      uninstall_logger()



        
          
        

    

  


  

      

          -spec uninstall_logger() -> ok.


      


Remove the instrument logger filter installed by install_logger/0.

  


        

      


  

    
livery_metrics 
    



      
Prometheus /metrics handler.
Returns a handler that renders the instrument registry in Prometheus
text exposition format. Livery's livery_instrument_metrics middleware
already records HTTP server metrics into that registry; mount this on a
route to expose them:
R1 = livery_router:add('GET', <<"/metrics">>, livery_metrics:handler(), #{}, R0).
The body and Content-Type
(text/plain; version=0.0.4; charset=utf-8) come from
instrument_prometheus. Requires the instrument application to be
running (it is, as a Livery dependency).

      


      
        Summary


  
    Functions
  


    
      
        handler()

      


        Handler that exposes registered metrics in Prometheus format.



    





      


      
        Functions


        


  
    
      
    
    
      handler()



        
          
        

    

  


  

      

          -spec handler() -> livery_middleware:handler().


      


Handler that exposes registered metrics in Prometheus format.

  


        

      


  

    
livery_ws 
    



      
WebSocket integration on top of the ws library.
A handler that wants to upgrade a request to WebSocket calls
upgrade/3 inside its body. The function performs the
protocol-specific handshake by dispatching to the adapter's
accept_ws/4 helper. The return value is a sentinel response
(status = 101, body = taken_over) that tells livery:emit/3
no further bytes need to be written: the stream/socket now belongs
to the ws session.
my_ws_route(Req) ->
    livery_ws:upgrade(Req, my_chat_handler, #{}).
my_chat_handler is a module implementing the ws_handler
behaviour (defined by erlang_ws).
WebSocket runs over H1 (plain Upgrade), H2 (RFC 8441 extended
CONNECT, via livery_ws_h2), and H3 (RFC 9220 extended CONNECT,
via livery_ws_h3).

      


      
        Summary


  
    Types
  


    
      
        handler_module()

      


    


    
      
        handler_opts()

      


    





  
    Functions
  


    
      
        upgrade(Req, HandlerMod, Opts)

      


        Upgrade the current request to a WebSocket session.



    





      


      
        Types


        


  
    
      
    
    
      handler_module()



        
          
        

    

  


  

      

          -type handler_module() :: module().


      



  



  
    
      
    
    
      handler_opts()



        
          
        

    

  


  

      

          -type handler_opts() :: term().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      upgrade(Req, HandlerMod, Opts)



        
          
        

    

  


  

      

          -spec upgrade(livery_req:req(), handler_module(), handler_opts()) -> livery_resp:resp().


      


Upgrade the current request to a WebSocket session.
HandlerMod must implement the ws_handler behaviour. Opts
is opaque and forwarded as HMod:init(Req, Opts)'s second
argument by the ws library.
Returns a #livery_resp{} value:
	status = 101, body = taken_over on a successful handshake.
The adapter owns nothing further on this stream after this
point.
	status = 400 with a textual body when the inbound headers do
not satisfy RFC 6455.
	status = 501 when the adapter does not support WebSocket
upgrades (H1, H2, and H3 all do).


  


        

      


  

    
livery_wt 
    



      
WebTransport integration on top of the webtransport library.
A handler that wants to accept a WebTransport session (initiated
by an HTTP extended CONNECT with :protocol = webtransport) calls
upgrade/3. The function dispatches to the adapter's accept_wt/4
helper, which reconstructs the CONNECT pseudo-headers and calls
webtransport:accept/4. On success the stream/session belongs to
the webtransport session process and upgrade/3 returns the
taken_over sentinel response.
my_wt_route(Req) ->
    livery_wt:upgrade(Req, my_wt_handler, #{}).
my_wt_handler implements the webtransport_handler behaviour
(from erlang-webtransport).
WebTransport runs only over H2 (extended CONNECT, RFC 9220-style)
and H3. Calling upgrade/3 on H1 returns 501 Not Implemented.
The listener must advertise the WebTransport settings. Merge
webtransport:h3_settings/0 (or h2_settings/0) into the listener
options so the adapter forwards the H3/H2 SETTINGS, datagram
support, and WT stream routing to the wire library:
Opts = maps:merge(webtransport:h3_settings(), #{
    cert => Cert, key => Key, stack => Stack,
    handler => fun(Req) -> livery_wt:upgrade(Req, my_handler, #{}) end
}),
livery_h3:start(Opts).
End-to-end bidi-stream and datagram echo over a real session is
covered by livery_wt_SUITE (needs webtransport >= 0.2.3, where
accept/4 works from Livery's per-request worker process).
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        handler_module()

      


    


    
      
        handler_opts()

      


    





  
    Functions
  


    
      
        upgrade(Req, HandlerMod, Opts)

      


        Accept a WebTransport session on the current request.
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      handler_module()



        
          
        

    

  


  

      

          -type handler_module() :: module().


      



  



  
    
      
    
    
      handler_opts()



        
          
        

    

  


  

      

          -type handler_opts() :: term().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      upgrade(Req, HandlerMod, Opts)



        
          
        

    

  


  

      

          -spec upgrade(livery_req:req(), handler_module(), handler_opts()) -> livery_resp:resp().


      


Accept a WebTransport session on the current request.
HandlerMod implements webtransport_handler. Returns the
taken_over sentinel on success, 501 on H1, or 4xx/5xx text
when the handshake is rejected.

  


        

      


  

    
livery_adapter behaviour
    



      
Internal behaviour implemented by livery_h1, livery_h2,
livery_h3, and livery_test_adapter.
Adapters translate engine events into #livery_req{} values and
drive the response back onto the wire. They own no state machines;
framing, header compression, flow control, and TLS belong upstream
in h1, h2, quic, and ws.
Each adapter spawns a livery_req_proc for every incoming request
and routes body/trailers/eof messages to that pid. Once the
handler returns a #livery_resp{}, the core walks the body
variant and calls back into the adapter via the callbacks defined
here.
Callbacks
	start(Name, ListenSpec, Opts) -> {ok, Listener} | {error, _} —
start a listener for this adapter.

	stop(Listener) -> ok — stop a listener cleanly.
	send_headers(Stream, Status, Headers, SendOpts) -> SendResult —
emit response headers. SendOpts may carry
end_stream => true when the response has no body.
	send_data(Stream, IoData, SendOpts) -> SendResult — emit body
bytes. end_stream => true closes the send half;
flush => true hints the adapter to push immediately rather
than batch.
	send_trailers(Stream, Trailers) -> SendResult — emit trailers
(and implicitly close the send half).
	reset(Stream, Reason) -> ok — reset a stream with a
protocol-specific reason.
	peer_info(Stream) -> peer_info() — return peer/TLS info for a
stream.
	capabilities(Listener) -> capabilities() — return the
capability bitmap of a listener.
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        send_headers/4
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      capabilities()



        
          
        

    

  


  

      

          -type capabilities() ::
          #{trailers => boolean(),
            extended_connect => boolean(),
            datagrams => boolean(),
            capsules => boolean()}.


      



  



  
    
      
    
    
      listen_spec()



        
          
        

    

  


  

      

          -type listen_spec() :: term().


      



  



  
    
      
    
    
      listener()



        
          
        

    

  


  

      

          -type listener() :: term().


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          -type opts() :: map().


      



  



  
    
      
    
    
      peer_info()



        
          
        

    

  


  

      

          -type peer_info() ::
          #{peer => {inet:ip_address(), inet:port_number()} | undefined,
            tls => undefined | map(),
            alpn => binary() | undefined}.


      



  



  
    
      
    
    
      reset_reason()



        
          
        

    

  


  

      

          -type reset_reason() :: term().


      



  



  
    
      
    
    
      send_opts()



        
          
        

    

  


  

      

          -type send_opts() ::
          #{end_stream => boolean(), flush => boolean(), early_response_drain => livery_resp:drain()}.


      



  



  
    
      
    
    
      send_result()



        
          
        

    

  


  

      

          -type send_result() :: ok | {error, closed | flow | term()}.


      



  



  
    
      
    
    
      stream()



        
          
        

    

  


  

      

          -type stream() :: term().


      



  


        

      

      
        Callbacks
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          -callback capabilities(listener()) -> capabilities().


      



  



  
    
      
    
    
      peer_info/1



        
          
        

    

  


  

      

          -callback peer_info(stream()) -> peer_info().


      



  



  
    
      
    
    
      reset/2



        
          
        

    

  


  

      

          -callback reset(stream(), reset_reason()) -> ok.


      



  



  
    
      
    
    
      send_data/3



        
          
        

    

  


  

      

          -callback send_data(stream(), iodata(), send_opts()) -> send_result().


      



  



  
    
      
    
    
      send_full/5


        (optional)


        
          
        

    

  


  

      

          -callback send_full(stream(), 100..599, [{binary(), binary()}], iodata(), send_opts()) -> send_result().


      



  



  
    
      
    
    
      send_headers/4



        
          
        

    

  


  

      

          -callback send_headers(stream(), 100..599, [{binary(), binary()}], send_opts()) -> send_result().


      



  



  
    
      
    
    
      send_trailers/2



        
          
        

    

  


  

      

          -callback send_trailers(stream(), [{binary(), binary()}]) -> send_result().


      



  



  
    
      
    
    
      start/3



        
          
        

    

  


  

      

          -callback start(Name :: atom(), listen_spec(), opts()) -> {ok, listener()} | {error, term()}.


      



  



  
    
      
    
    
      stop/1



        
          
        

    

  


  

      

          -callback stop(listener()) -> ok.


      



  


        

      


  

    
livery_test_adapter 
    



      
In-memory adapter used by tests and the parity suite.
Implements livery_adapter against an ETS-backed capture store
instead of a real socket. Callers can build a synthetic request,
run a middleware stack and handler against it, and inspect the
emitted status, headers, body chunks, and trailers without
touching a wire.
Response emission is delegated to livery:emit/3, the shared
walker that every adapter calls back into.

      


      
        Summary


  
    Types
  


    
      
        capture()

      


    


    
      
        listener()

      


    


    
      
        stream()

      


    





  
    Functions
  


    
      
        body/1

      


    


    
      
        body_chunks/1

      


    


    
      
        capabilities/1

      


    


    
      
        capture/1

      


    


    
      
        end_stream/1

      


    


    
      
        feed_body(Ref, Pid, Event)

      


        Push a body chunk (or terminal marker) into the per-request
process mailbox in the livery_body protocol.



    


    
      
        header/2

      


    


    
      
        headers/1

      


    


    
      
        new_stream(Tab)

      


    


    
      
        new_stream(Tab, Meta)

      


    


    
      
        peer_info(Stream)

      


    


    
      
        reset/2

      


    


    
      
        reset_reason/1

      


    


    
      
        run(Stack, Handler, Spec)

      


        Drive a request through a middleware stack and handler.



    


    
      
        run(Stack, Handler, Spec, Opts)

      


    


    
      
        send_data/3

      


    


    
      
        send_headers/4

      


    


    
      
        send_trailers/2

      


    


    
      
        start()

      


    


    
      
        start(Name, Spec, Opts)

      


    


    
      
        status/1

      


    


    
      
        stop(Tab)

      


    


    
      
        trailers/1

      


    





      


      
        Types


        


  
    
      
    
    
      capture()



        
          
        

    

  


  

      

          -opaque capture()


      



  



  
    
      
    
    
      listener()



        
          
        

    

  


  

      

          -type listener() :: ets:tid().


      



  



  
    
      
    
    
      stream()



        
          
        

    

  


  

      

          -type stream() :: {listener(), reference()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      body/1



        
          
        

    

  


  

      

          -spec body(capture()) -> binary().


      



  



  
    
      
    
    
      body_chunks/1



        
          
        

    

  


  

      

          -spec body_chunks(capture()) -> [iodata()].


      



  



  
    
      
    
    
      capabilities/1



        
          
        

    

  


  

      

          -spec capabilities(listener()) -> livery_adapter:capabilities().


      



  



  
    
      
    
    
      capture/1



        
          
        

    

  


  

      

          -spec capture(stream()) -> capture() | undefined.


      



  



  
    
      
    
    
      end_stream/1



        
          
        

    

  


  

      

          -spec end_stream(capture()) -> boolean().


      



  



  
    
      
    
    
      feed_body(Ref, Pid, Event)



        
          
        

    

  


  

      

          -spec feed_body(reference(),
                pid(),
                {data, iodata()} | {trailers, [{binary(), binary()}]} | eof | {reset, term()}) ->
                   ok.


      


Push a body chunk (or terminal marker) into the per-request
process mailbox in the livery_body protocol.

  



  
    
      
    
    
      header/2



        
          
        

    

  


  

      

          -spec header(binary(), capture()) -> binary() | undefined.


      



  



  
    
      
    
    
      headers/1



        
          
        

    

  


  

      

          -spec headers(capture()) -> [{binary(), binary()}].


      



  



  
    
      
    
    
      new_stream(Tab)



        
          
        

    

  


  

      

          -spec new_stream(listener()) -> stream().


      



  



  
    
      
    
    
      new_stream(Tab, Meta)



        
          
        

    

  


  

      

          -spec new_stream(listener(), map()) -> stream().


      



  



  
    
      
    
    
      peer_info(Stream)



        
          
        

    

  


  

      

          -spec peer_info(stream()) -> livery_adapter:peer_info().


      



  



  
    
      
    
    
      reset/2



        
          
        

    

  


  

      

          -spec reset(stream(), term()) -> ok.


      



  



  
    
      
    
    
      reset_reason/1



        
          
        

    

  


  

      

          -spec reset_reason(capture()) -> undefined | term().


      



  



  
    
      
    
    
      run(Stack, Handler, Spec)



        
          
        

    

  


  

      

          -spec run(livery_middleware:stack(), livery_middleware:handler(), map()) -> capture().


      


Drive a request through a middleware stack and handler.
Spec is a map of #livery_req{} fields. Returns the captured
response. Listener lifecycle is managed for the caller.

  



  
    
      
    
    
      run(Stack, Handler, Spec, Opts)



        
          
        

    

  


  

      

          -spec run(livery_middleware:stack(), livery_middleware:handler(), map(), map()) -> capture().


      



  



  
    
      
    
    
      send_data/3



        
          
        

    

  


  

      

          -spec send_data(stream(), iodata(), livery_adapter:send_opts()) -> ok.


      



  



  
    
      
    
    
      send_headers/4



        
          
        

    

  


  

      

          -spec send_headers(stream(), 100..599, [{binary(), binary()}], livery_adapter:send_opts()) -> ok.


      



  



  
    
      
    
    
      send_trailers/2



        
          
        

    

  


  

      

          -spec send_trailers(stream(), [{binary(), binary()}]) -> ok.


      



  



  
    
      
    
    
      start()



        
          
        

    

  


  

      

          -spec start() -> listener().


      



  



  
    
      
    
    
      start(Name, Spec, Opts)



        
          
        

    

  


  

      

          -spec start(atom(), term(), map()) -> {ok, listener()}.


      



  



  
    
      
    
    
      status/1



        
          
        

    

  


  

      

          -spec status(capture()) -> undefined | 100..599.


      



  



  
    
      
    
    
      stop(Tab)



        
          
        

    

  


  

      

          -spec stop(listener()) -> ok.


      



  



  
    
      
    
    
      trailers/1



        
          
        

    

  


  

      

          -spec trailers(capture()) -> undefined | [{binary(), binary()}].


      



  


        

      


  

    
livery_body 
    



      
Streaming request-body reader.
The adapter delivers body chunks, trailers, end-of-body, and reset
notifications as messages to the per-request process:
	{livery_body, Ref, {data, IoData}}
	{livery_body, Ref, {trailers, Headers}}
	{livery_body, Ref, eof}
	{livery_body, Ref, {reset, Reason}}

A reader is a small value held by the handler that knows the
stream reference and tracks terminal state. read/2 returns the
next chunk, blocking on the mailbox up to a caller-supplied
timeout. read_all/1,2 drains the entire body.
Backpressure is per-chunk: the handler reads one chunk per call,
so the engine can size its windows accordingly. Real demand
signaling lands with the H1 adapter; this module exposes
signal_demand/2 as the hook.

      


      
        Summary


  
    Types
  


    
      
        error_reason()

      


    


    
      
        read_result()

      


    


    
      
        reader()

      


    





  
    Functions
  


    
      
        account/3

      


        Account Chunk against a running byte total and a ceiling.



    


    
      
        discard(R)

      


        Drop the remainder of the body.



    


    
      
        discard(R, Timeout)

      


        discard/1 with an explicit per-chunk timeout.



    


    
      
        ended/1

      


    


    
      
        new()

      


        Reader with a fresh reference and no demand source.



    


    
      
        new(Ref)

      


        Reader for the given reference, no demand source.



    


    
      
        new(Ref, Source)

      


        Reader bound to a reference and an adapter source pid.



    


    
      
        read/2

      


        Read one chunk from the body, blocking up to Timeout.



    


    
      
        read_all(R)

      


        Drain the entire body, returning the concatenated bytes.



    


    
      
        read_all(R, Timeout)

      


        read_all/1 with an explicit per-chunk timeout (16 MiB cap).



    


    
      
        read_all(R, Timeout, Max)

      


        read_all/2 with an explicit byte cap (infinity disables it).



    


    
      
        ref/1

      


    


    
      
        signal_demand/2

      


        Hint to the adapter that the handler is ready for more bytes.



    


    
      
        source/1

      


    


    
      
        trailers/1

      


    





      


      
        Types


        


  
    
      
    
    
      error_reason()



        
          
        

    

  


  

      

          -type error_reason() :: timeout | body_too_large | {limit, max_size} | {client_reset, term()}.


      



  



  
    
      
    
    
      read_result()



        
          
        

    

  


  

      

          -type read_result() :: {ok, iodata(), reader()} | {done, reader()} | {error, error_reason(), reader()}.


      



  



  
    
      
    
    
      reader()



        
          
        

    

  


  

      

          -opaque reader()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      account/3



        
          
        

    

  


  

      

          -spec account(non_neg_integer() | aborted, iodata(), non_neg_integer() | infinity) ->
                 {ok, non_neg_integer()} | over | aborted.


      


Account Chunk against a running byte total and a ceiling.
Used by the adapter translators to bound how much request body they
forward into the per-request worker's mailbox. Returns {ok, NewTotal}
while under Max, over once the ceiling is exceeded, and threads an
aborted sentinel through once the stream has been cut so later chunks
are ignored. Max may be infinity to disable the ceiling.

  



  
    
      
    
    
      discard(R)



        
          
        

    

  


  

      

          -spec discard(reader()) -> {ok, reader()}.


      


Drop the remainder of the body.

  



  
    
      
    
    
      discard(R, Timeout)



        
          
        

    

  


  

      

          -spec discard(reader(), timeout()) -> {ok, reader()}.


      


discard/1 with an explicit per-chunk timeout.

  



  
    
      
    
    
      ended/1



        
          
        

    

  


  

      

          -spec ended(reader()) -> boolean().


      



  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> reader().


      


Reader with a fresh reference and no demand source.

  



  
    
      
    
    
      new(Ref)



        
          
        

    

  


  

      

          -spec new(reference()) -> reader().


      


Reader for the given reference, no demand source.

  



  
    
      
    
    
      new(Ref, Source)



        
          
        

    

  


  

      

          -spec new(reference(), pid()) -> reader().


      


Reader bound to a reference and an adapter source pid.

  



  
    
      
    
    
      read/2



        
          
        

    

  


  

      

          -spec read(reader(), timeout()) -> read_result().


      


Read one chunk from the body, blocking up to Timeout.

  



  
    
      
    
    
      read_all(R)



        
          
        

    

  


  

      

          -spec read_all(reader()) -> {ok, binary(), reader()} | {error, error_reason(), reader()}.


      


Drain the entire body, returning the concatenated bytes.
Buffers at most 16 MiB by default; a larger body yields
{error, {limit, max_size}, _} so a handler reading an unbounded client
body cannot exhaust memory. Use read_all/3 to raise or disable the cap.

  



  
    
      
    
    
      read_all(R, Timeout)



        
          
        

    

  


  

      

          -spec read_all(reader(), timeout()) -> {ok, binary(), reader()} | {error, error_reason(), reader()}.


      


read_all/1 with an explicit per-chunk timeout (16 MiB cap).

  



  
    
      
    
    
      read_all(R, Timeout, Max)



        
          
        

    

  


  

      

          -spec read_all(reader(), timeout(), non_neg_integer() | infinity) ->
                  {ok, binary(), reader()} | {error, error_reason(), reader()}.


      


read_all/2 with an explicit byte cap (infinity disables it).

  



  
    
      
    
    
      ref/1



        
          
        

    

  


  

      

          -spec ref(reader()) -> reference().


      



  



  
    
      
    
    
      signal_demand/2



        
          
        

    

  


  

      

          -spec signal_demand(reader(), non_neg_integer()) -> ok.


      


Hint to the adapter that the handler is ready for more bytes.
A no-op when no source pid is registered. Real adapters will
translate this into engine-level demand (h1 read_size, h2 flow
control, h3 receive credit).

  



  
    
      
    
    
      source/1



        
          
        

    

  


  

      

          -spec source(reader()) -> pid() | undefined.


      



  



  
    
      
    
    
      trailers/1



        
          
        

    

  


  

      

          -spec trailers(reader()) -> undefined | [{binary(), binary()}].


      



  


        

      


  

    
livery_app 
    



      
OTP application callback for Livery. Starts livery_sup at boot.

      


      
        Summary


  
    Functions
  


    
      
        start(Type, Args)

      


    


    
      
        stop(State)

      


    





      


      
        Functions


        


  
    
      
    
    
      start(Type, Args)



        
          
        

    

  


  

      

          -spec start(application:start_type(), term()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      stop(State)



        
          
        

    

  


  

      

          -spec stop(term()) -> ok.


      



  


        

      


  

    
livery_ratelimit_store 
    



      
Owner and store for livery_ratelimit token buckets.
A supervised gen_server that owns one public named ETS table and reaps
idle buckets on a timer. The per-request token-bucket decision
(check/5) runs in the calling process directly against the public
table (lock-free CAS), so the gen_server is never on the hot path - it
only owns the table and runs cleanup. The table is public so requests
update buckets without serializing through the owner; this is safe
because Livery runs no untrusted in-VM code, and making it protected
would force every check through the owner and reintroduce exactly the
single-process bottleneck the lock-free design avoids.
Each row is {{Name, KeyDigest}, Tokens, LastMicros, Cap, Rate}.
KeyDigest is a SHA-256 of the rate-limit key, so raw bearer tokens are
never stored. Cap/Rate are denormalized so the sweep can compute
refill without the limiter config.
The table is bounded: once it holds ratelimit_max_keys rows
(application environment, default 1,000,000) new keys are shed
({deny, undefined}) rather than inserted, so a flood of distinct keys
cannot grow the table without limit. Idle buckets are reaped every
minute, so the bound is also released as load drops.

      


      
        Summary


  
    Types
  


    
      
        result()

      


    


    
      
        state()

      


    





  
    Functions
  


    
      
        check(Name, KeyDigest, Cap, Rate, Now)

      


        Token-bucket decision for {Name, KeyDigest}.



    


    
      
        handle_call/3

      


    


    
      
        handle_cast(Request, State)

      


    


    
      
        handle_info/2

      


    


    
      
        init/1

      


    


    
      
        start_link()

      


    


    
      
        sweep()

      


        Reap fully-refilled buckets now; returns the number removed.



    





      


      
        Types


        


  
    
      
    
    
      result()



        
          
        

    

  


  

      

          -type result() ::
          {allow, float(), non_neg_integer() | undefined} | {deny, non_neg_integer() | undefined}.


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -type state() :: #state{}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      check(Name, KeyDigest, Cap, Rate, Now)



        
          
        

    

  


  

      

          -spec check(term(), binary(), non_neg_integer(), number(), integer()) -> result().


      


Token-bucket decision for {Name, KeyDigest}.
Returns {allow, RemainingTokens, ResetSecs} (a token was consumed) or
{deny, RetryAfterSecs}. ResetSecs/RetryAfterSecs are undefined
when Rate =< 0 (no refill). Runs in the caller; lock-free.

  



  
    
      
    
    
      handle_call/3



        
          
        

    

  


  

      

          -spec handle_call(term(), gen_server:from(), state()) -> {reply, term(), state()}.


      



  



  
    
      
    
    
      handle_cast(Request, State)



        
          
        

    

  


  

      

          -spec handle_cast(term(), state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      handle_info/2



        
          
        

    

  


  

      

          -spec handle_info(term(), state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      init/1



        
          
        

    

  


  

      

          -spec init([]) -> {ok, state()}.


      



  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      sweep()



        
          
        

    

  


  

      

          -spec sweep() -> non_neg_integer().


      


Reap fully-refilled buckets now; returns the number removed.

  


        

      


  

    
livery_req_proc 
    



      
Per-request worker.
Spawned by an adapter for every inbound request. Owns the body
reference, runs the middleware stack and handler against the
request value, then drives the response back to the wire through
livery:emit/3. If the handler crashes the process maps the
exception to a 500 response so the adapter never sees a half-open
stream.
The proc is plain proc_lib rather than gen_server: nothing
external commands it during its lifetime except adapter body
messages, which the body reader already drains via the mailbox.

      


      
        Summary


  
    Types
  


    
      
        args()

      


    





  
    Functions
  


    
      
        run(Args)

      


        Run a request to completion in the calling-spawned process. Used by
livery_req_sup:start_request/1, which spawns the worker directly
(no init_ack handshake) and monitors it for the in-flight count.



    


    
      
        start_link(Args)

      


        Spawn a per-request worker linked to the caller.



    





      


      
        Types


        


  
    
      
    
    
      args()



        
          
        

    

  


  

      

          -type args() ::
          #{adapter := module(),
            stream := livery_adapter:stream(),
            req := livery_req:req(),
            stack := livery_middleware:stack(),
            handler := livery_middleware:handler()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      run(Args)



        
          
        

    

  


  

      

          -spec run(args()) -> no_return().


      


Run a request to completion in the calling-spawned process. Used by
livery_req_sup:start_request/1, which spawns the worker directly
(no init_ack handshake) and monitors it for the in-flight count.

  



  
    
      
    
    
      start_link(Args)



        
          
        

    

  


  

      

          -spec start_link(args()) -> {ok, pid()}.


      


Spawn a per-request worker linked to the caller.

  


        

      


  

    
livery_req_sup 
    



      
Per-request worker registry and concurrency cap.
Adapters call start_request/1 on every inbound request. The worker
is spawned directly in the calling process (so spawning is not
serialized through one process), then this gen_server is told to
monitor it. Workers are temporary: a crashed request does not
restart, the adapter sees the reset and serves the next stream.
In-flight requests are tracked in a lock-free counters array, not
by enumerating processes: start_request/1 reads the count to
enforce max_concurrent_requests (application environment, default
	and answers {error, overload} past the cap, which the
adapter turns into a 503. The count is incremented when a worker
is admitted and decremented when this server sees the worker's
DOWN, so a worker that is killed (which skips any in-process
cleanup) is still accounted for. This bounds process and memory
growth under a request flood. Operators should additionally bound
the node with +P/+Q in vm.args (a library cannot impose those
downstream); see config/vm.args.example.

The cap is a soft bound: the read-then-increment is not atomic, so a
concurrent burst may admit a few past the cap, the same as the
previous supervisor-count-based check.

      


      
        Summary


  
    Types
  


    
      
        state()

      


    





  
    Functions
  


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast/2

      


    


    
      
        handle_info/2

      


    


    
      
        in_flight()

      


        Number of requests currently in flight (0 if the app is down).



    


    
      
        init/1

      


    


    
      
        set_max_concurrent_requests(Max)

      


        Update the in-flight cap at runtime (kept in persistent_term).



    


    
      
        start_link()

      


    


    
      
        start_request(Args)

      


        Spawn a new livery_req_proc worker, unless the in-flight count is at
the max_concurrent_requests cap, in which case return
{error, overload} so the adapter can shed load with a 503.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -type state() :: #state{counter :: counters:counters_ref()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  

      

          -spec handle_call(term(), {pid(), term()}, state()) -> {reply, ok, state()}.


      



  



  
    
      
    
    
      handle_cast/2



        
          
        

    

  


  

      

          -spec handle_cast({monitor, pid()}, state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      handle_info/2



        
          
        

    

  


  

      

          -spec handle_info(term(), state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      in_flight()



        
          
        

    

  


  

      

          -spec in_flight() -> non_neg_integer().


      


Number of requests currently in flight (0 if the app is down).

  



  
    
      
    
    
      init/1



        
          
        

    

  


  

      

          -spec init([]) -> {ok, state()}.


      



  



  
    
      
    
    
      set_max_concurrent_requests(Max)



        
          
        

    

  


  

      

          -spec set_max_concurrent_requests(pos_integer()) -> ok.


      


Update the in-flight cap at runtime (kept in persistent_term).

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      start_request(Args)



        
          
        

    

  


  

      

          -spec start_request(livery_req_proc:args()) -> {ok, pid()} | {error, term()}.


      


Spawn a new livery_req_proc worker, unless the in-flight count is at
the max_concurrent_requests cap, in which case return
{error, overload} so the adapter can shed load with a 503.

  


        

      


  

    
livery_sup 
    



      
Top-level Livery supervisor.
Supervises livery_req_sup, the per-request worker registry and
concurrency cap, and the ETS-table owners livery_ratelimit_store,
livery_client_circuit_store, and livery_client_balance_store.
Listeners are owned by their wire libraries
(h1/h2/quic); livery_service starts and stops them per
service rather than under this supervisor.
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        start_link()

      


    





      


      
        Functions


        


  
    
      
    
    
      init/1



        
          
        

    

  


  

      

          -spec init([]) -> {ok, {supervisor:sup_flags(), [supervisor:child_spec()]}}.


      



  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.
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